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FOREWORD

Partnering With Our Customers to Achieve Enterprise Business Intelligence

The MicroStrategy® architecture that you see today is the culmination of roughly 3,000 man-years of engineering
effort and well over half a billion dollars in engineering investment. More significant is the fact that the
MicroStrategy architecture embodies the cumulative engineering advances gained through over 15 years of

experience in supporting the most demanding BI applications in the world.

Our customers drive our technology development. Ever since MicroStrategy’s first customer implementation, we
have been challenged to solve the most technically difficult problems in Bl. After countless implementations for over
3,000 customers, we fully understand the value of a close partnership of co-development and Bl innovation that

is continually fueled by our customers’ uniquely aggressive and ever-expanding requirements. The effort we have
invested in supporting our customers’ initiatives and applications has propelled our software faster and farther than

any competing Bl technology on the market.

Very early we realized that our customers’ Bl requirements would continue to grow as their data volumes and
user populations increased, and as their business requirements became more broader and sophisticated. In fact, it
became clear to us that our customers were driving the technology toward the goal of “Enterprise-wide Business
Intelligence.” We took this goal to heart when we designed our new product architecture — beginning with
MicroStrategy 7™ in 2000, and evolving to MicroStrategy 8™ by 2005.

Nearly every Bl vendor now claims to have an “integrated Bl architecture” suitable for Enterprise Bl standardization.
What is often overlooked is the fact that MicroStrategy’s end goal was not integration — it was the starting point.
We view integration not as a feature but as a requirement for a scalable, maintainable, and high performance
architecture. Any architecture with duplicative or redundant metadata, data structures, processes, queues, caches,
and thread management facilities will possess inherent performance inefficiencies, be difficult to manage, and be
more costly to maintain. Given that performance and scalability have always been the dominant limiting factors to
successfully deploy enterprise systems, an architecture designed from the start for Enterprise Bl was needed — not

one evolved from a set of existing products and legacy code.

As such, we determined that we needed to discard every line of code in our previous architecture (version 6 and
prior) and start over from scratch. While this business decision was considered risky at the time, the strategy

was necessary if we wanted to meet the long-term needs of our customers. It allowed us to start by designing
an architecture built specifically for performance and maintainability. Additionally, it allowed us to build new
features as part of an integrated architecture, rather than worry about integrating legacy products after the fact.
Interestingly, none of the competitive Bl technologies followed our approach. Instead, they decided to make
incremental gains towards integration, and chose architectures built primarily to achieve legacy integration rather
than for performance and flexibility. In retrospect, our strategy has turned out to have extraordinarily beneficial

consequences for both MicroStrategy and our customers.
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CHAPTER 1: FOREWORD

The result of our efforts is MicroStrategy 8, which is presented in this book. Our architecture can be compared

to an iceberg where 90% of the mass lies under the surface, hidden from casual view. Often, our customers do
not begin to appreciate the full depth and thoughtfulness of our product’s capabilities until they have used the
technology for several years, and grown their Bl implementation into a world-class application beyond their initial

expectations and vision.

We offer this book as a means of formally presenting our architecture — coded by our engineers and co-developed
by our customers for over 15 years. | hope the content will help provide a level of detail that is lacking in most BI
literature today, and provide some clarity as to what you can achieve with the MicroStrategy Platform. We believe

that we have a unique offering and are confident that as you dig into the detail, you will conclude the same.

;45»@“

Jeffrey A. Bedell
Chief Technology Officer, MicroStrategy
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PLATFORM DESIGN

Since 1989, MicroStrategy’s engineers and designers have methodically tackled, and solved the hardest technical
problems in business intelligence — delivering the greatest user interactivity, against the largest databases, with
the most sophisticated analytics, and accessed by the largest number of users. Today, MicroStrategy technology

supports the most demanding Bl applications across all industries.

2.1 MICROSTRATEGY’S PHILOSOPHY — DELIVERING AN
ARCHITECTURE FOR THE LONG TERM

MicroStrategy was designed specifically to usher in a new era in business intelligence, with an architecture that is
organically integrated and expressly designed for Enterprise Bl. All components of MicroStrategy’s architecture are the
result of organic growth from a single architectural baseline. The “integrated BI architectures” from other vendors are

not organic, but are the result of integrating proprietary Bl technologies, some of which are more than 10 years old.

ERA 1 ERA 2 ERA 3
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Departmental BI of BI Standardization
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Figure 2.1 MicroStrategy’s organically integrated architecture was specifically designed to usher in a new era of enterprise BI, and
help enterprises evolve from previous eras of islands of disparate Bl technologies and inconsistent departmental Bl applications.

1. Era 1: Isolated Departmental Islands of Bl Are an Initial Success
Throughout the 1990s, most companies deployed Bl applications as departmental solutions, and accumulated a
large collection of disparate Bl technologies as a result. Each distinct technology supported a specific user population
and database, within a well-defined “island of BI.” At first, these islands of Bl satisfied the initial needs of the

business, but early success in departmental deployment sowed the seeds for new problems as the applications grew.

2. Era 2: Overlapping Disparate Islands of Bl Have Become an Enterprise Liability

Successful applications always expand. The second era of Bl is hallmarked by Bl applications that have data
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CHAPTER 2: PLATFORM DESIGN

access, and analytic coverage. As a result, CIO’s are now faced with an untenable situation. The enterprise
is getting conflicting versions of the truth through the multiple disparate Bl systems, and there is no way to
harmonize them without an extraordinary ongoing manual effort of synchronization. Equally problematic is the

fact that business users are forced to use many different Bl tools depending on the data they want.

3. Era 3: Enterprise Bl Standardization Delivers a Single Version of the Truth with Lowest Total Cost of Ownership
The new era of business intelligence is one where a single Bl architecture delivers one version of the truth
through a single user interface to all people across the enterprise. It can access all of the data, administer all
of the people, eliminate repetitive data access, reduce the administrative effort, and reduce the time to deploy
new Bl applications. This is not just a vision of Enterprise Business Intelligence. Many companies are successfully

achieving this new era of business intelligence with MicroStrategy technology.

The bedrock of MicroStrategy’s architectural philosophy is to deliver a living architecture — one that can continually
evolve to greater functionality, greater scalability, with seamless integration, and ever greater economies of scale.
Adhering to this basic philosophy often entails making difficult technical choices where the tradeoff is between
expediency (building something quickly just to satisfy the immediate market requirement) vs. long-term flexibility

(designing something with primary emphasis on extensibility and maintainability over time).

Unlike software companies that are driven by the expediency of day-to-day market trends, MicroStrategy has
never wavered from its commitment to building a long-term enterprise-caliber technology. In the end, the market
will decide whether it is satisfied with casual Bl architectures suitable for standalone departmental Bl applications,
or whether it wants industrial-strength Bl technology that can support many Bl applications at enterprise scale.
MicroStrategy firmly believes that companies ultimately want enterprise Bl, and have based over 15 years of

architectural decisions on that overarching belief.

Throughout this book there are many examples of where MicroStrategy seemingly chose the most technically
difficult route. The reason is that our designs invariably address far more rigorous requirements than are
immediately apparent. In fact, every design decision we take must explicitly adhere to seven architectural tenets for

long-term flexibility and Enterprise Bl usage.

2.2 ARCHITECTURAL TENETS FOR ENTERPRISE BUSINESS
INTELLIGENCE

1. Scalability and High Performance
All design decisions must ensure that MicroStrategy can deliver consistently high performance as the system
scales upward, and must anticipate order-of-magnitude growth beyond today’s state-of-the-art standard (user

scale, data scale, and application scale).

2. Economies of Scale
All design decisions must explicitly deliver greater economies of scale as a system grows — using techniques like
caching, object reuse, automated administration, and collaborative analytics. We make sure that MicroStrategy
implementations require an absolute minimum of IT personnel, require the fewest servers, and minimize the

workload on expensive database resources.

3. Complete Functionality
All design decisions must ensure that the MicroStrategy architecture offers the full range of Bl functionality on a
single services-oriented architecture, so that customers can satisfy all of their Bl requirements without the need

for additional integration work.



4. Incremental Growth
All design decisions must ensure that customers can incrementally grow their Bl infrastructures — from small to
large, from departmental scope to enterprise scope, from isolated islands to consolidated applications, and from
reporting to dashboards to OLAP to ad hoc analysis to alerting. This allows our customers to initially buy just the
functionality they need, and to incrementally grow their Bl solution as their requirements naturally expand. We
have designed our plug-n-play components so that each added component brings new functionality to all pre-

existing components and builds on pre-existing content so that no rework is required.

5. Openness and Extensibility
All design decisions must ensure that MicroStrategy’s vast functionality continues to be fully accessible through
Web services APIs. The degree of commitment MicroStrategy has toward its APIs is best illustrated by the fact
that MicroStrategy technology internally uses the same thousands of APIs that we expose externally in our

SDK documentation.

6. Centralized Consistency with Distributed Governance and Self-service
All design decisions must support the goal of a consistent single version of the truth throughout the enterprise
using a single shared metadata and a pervasive security architecture. Yet, the architecture must also provide a
high degree of autonomy to distributed development teams (managed by departments and divisions), and to

individual users allowing them to create enterprise-consistent solutions at a local level.

7. Rapid Development and Deployment
All design decisions must promote rapid development and deployment of new reports and applications.
MicroStrategy has invested significant engineering energy in creating a vast array of reusable metadata objects,
by creating a security architecture that is applied automatically, and pervasively with no effort on the part of
the report designer, and through WYSIWYG design paradigms that allow novices and experts to play a role in

accelerating the report design process.

These requirements do not come from MicroStrategy, they are requirements from our long-time customers who
originally invested in MicroStrategy technology to support their high-scale Bl applications. Today, the goal of these
same customers is to host many diverse Bl applications on the same consistent Enterprise Bl architecture and the

architectural tenets ensure their long-term success in this process.

2.3 CoMPLETE Bl FUNCTIONALITY DELIVERED ON AN
ORGANICALLY DEVELOPED ARCHITECTURE

The 1990s represented a formative period for business intelligence applications and products. During this
period, organizations realized that they needed a range of Bl capabilities to satisfy a diverse set of user needs.
Ultimately, this range could be grouped into five distinct categories or “Styles of BI” applications. The 5 Styles of Bl

applications include:

1. Scorecards and Dashboards
Reporting
OLAP analysis

Advanced and Ad hoc analysis

AR S

Alerts and Proactive Notification

In response to this fragmented market demand, most Bl vendors developed different products, each designed to

support one of the 5 Styles of Business Intelligence.

MICROSTRATEGY PLATFORM ARCHITECTURE
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Figure 2.2 The MicroStrategy architecture offers all 5 Styles of business intelligence with a single organically-developed architecture.

Companies adopted a variety of Bl products, and built Bl applications where each application was centered on a
single style of business intelligence. Today, companies have concluded that the boundaries between Styles of Bl
(e.g., the boundaries between reporting and scorecards and analysis) are not natural business boundaries, but are
artifacts of Bl product limitations. In the ideal world, all Bl products would be able to seamlessly support any or all 5

Styles of Business Intelligence.

Microstrategy Delivers All 5 Styles of Business Intelligence

Beginning in 1996, MicroStrategy embarked on a massive software development effort to re-engineer its highly
scalable architecture so that it could support all 5 Styles of Business Intelligence. By 2000, MicroStrategy delivered
MicroStrategy 7 which laid the foundation for this vision, and explicitly supported the two most difficult styles of
Bl: 1) Advanced and Ad hoc Analysis, and 2) Alerting and Proactive Notification. By mid-2002, MicroStrategy added
the OLAP Cube style of Bl. In 2003, MicroStrategy completed the functionality set by adding the Reporting and
Scorecard & Dashboard style of BI.



MicroStrategy’s Current Architecture Trajectory

64-bit Bl
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Figure 2.3 Despite a series of market innovations on MicroStrategy's original software architecture, MicroStrategy embarked on a
total reengineering of the software in 1996 to produce an architecture capable of supporting all 5 styles of business intelligence.

2.4 ENTERPRISE Bl ON AN INTEGRATED BACKPLANE AND A
UNIFIED WEB INTERFACE

The modern MicroStrategy architecture delivers all 5 Styles of business intelligence on a unified backplane of

common services and through a single Web architecture.

Service Oriented Integrated Backplane

The integrated backplane is the heart of the MicroStrategy architecture. It provides the common services of
metadata, prompt generation, scheduling, shared caching, security, user management, query generation, query
governing, and administration. More importantly, it is the core engine which supports each of the 5 Styles of Bl

as plug-n-play “service modules” that can be mixed and matched in any combination. These modules include
MicroStrategy Report Services for pixel perfect reporting, dashboards and scorecards, MicroStrategy OLAP Services
for speed-of-thought slicing and dicing, and MicroStrategy Narrowcast Server for alerting and proactive notification

functionality. MicroStrategy ROLAP and analytics are always an integral part of the core engine.

MicroStrategy customers can add various “service modules” to the core engine to incrementally extend its
functionality. Each service module is designed to build on one another, adding new functionality to each other
when used in combination. This means that a customer can add the OLAP Services module to the engine, and

all previously-built grid reports automatically become Intelligent Cube™ reports, and inherit a wide range of new
functionality. In addition, a customer can add the Report Services module, and be able to re-use all the previously-
built grid and cube reports as datasets for the new pixel-perfect document. And finally, it means that a customer
can add the Narrowcast Server module, and immediately use any grid reports, Intelligent Cube reports, and

document reports as the basis for email alerts and proactive notifications.

N
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Figure 2.4 MicroStrategy is a uniquely unified architecture — delivering all 5 styles of Bl through a unified user interface and on a
unified backplane of metadata and administration.

MicroStrategy’s Unified Web Interface

MicroStrategy’s unified Web interface is a single code base that provides Bl functionality to all users, ranging from
basic reporting functionality for novice users, to interactive analysis functionality for analysts, to full report design
functionality for power users and IT professionals. Because of the way it is designed, the MicroStrategy Web
interface can deliver Bl functionality equally well to multiple different interfaces, including: different Web browsers,
third-party enterprise portals, and even to the Microsoft® Office applications of Excel®, Word, PowerPoint®, and

Outlook® using Web services.

From a user point of view, MicroStrategy’s Web interface is a truly unified interface. It presents the same screen
layout, the same drag-n-drop actions, the same menus, and the same toolbars regardless of user skill level and
regardless of which style of Bl a person is using. By contrast, competing “integrated Web interfaces” from other
vendors are hardly unified at all. They present different screen layouts, different drag-n-drop actions, and different
drop-down menus for each of their various “integrated interfaces” because many of those interfaces were acquired

or were developed independently of one another over an extended period of time.

2.5 SUMMARY

MicroStrategy uniquely offers the only enterprise-class business intelligence technology suitable for the most
demanding BI applications, suitable to deliver all 5 Styles of Bl seamlessly, suitable to be the Bl standard across the
entire enterprise. The intent of this book is to justify this statement. To do so, this book will discuss in detail all
aspects of MicroStrategy’s elegant platform architecture. Organizationally, this book approaches the MicroStrategy
platform as one might approach beginning development of a business intelligence application — starting at the

infrastructural components, and working out to a finished application in production.










PRODUCT ARCHITECTURE

The MicroStrategy business intelligence platform is the culmination of over 15 years of Bl experience. MicroStrategy
offers the only enterprise-class Bl technology suitable for the most demanding BI applications, suitable to deliver
all 5 Styles of Bl seamlessly, and suitable to be the Bl standard across the entire enterprise. This enterprise-class

technology ensures:

e Complete range of business user functionality — organically integrated scorecards, dashboards, reporting,
analysis, alerts, and proactive notification.

e Depth of analytical power — full investigative analysis of the entire data warehouse, not just subsets of data,
including data mining, predictive, statistical, financial, and mathematical analysis.

e Comprehensive administrative control — consistent with mission-critical system operation.

e Limitless application extensibility — open APIs exposed through industry standard Web services, Java™, XML/

XSL, xHTML, AJAX, CSS, and COM to integrate and customize applications with other mission-critical systems.

3.1 MICROSTRATEGY HAS A SINGLE UNIFIED ARCHITECTURE

The MicroStrategy platform is built on one, unified, organically-developed architecture. To achieve the seven design

tenets for Enterprise BI, the underlying architectural design establishes:

1. Asingle, unified object model to define and construct objects that represent any business
2. Anorganic, platform of 11 distinct products that dynamically assemble, and re-assemble these objects in

response to any business question or user action.

All platform products use object-oriented programming techniques of inheritance and encapsulation ensuring

scalability and high performance.

The MicroStrategy object model is the genius of the MicroStrategy platform. The MicroStrategy metadata is the
manifestation of the object model. The metadata contains the building blocks or objects necessary to represent

an enterprise’s business. The metadata stores these objects in a database for efficient re-use, manageability,

and performance. The objects themselves are used to create new objects such as a report definition. Hence, if

one object changes, every other object dependent on it also changes. This ensures consistency across business
definitions, and actually minimizes the number of objects created, stored, and managed. What truly makes the
MicroStrategy metadata unique is that it only stores these objects; it does not store a finished report complete with
a static SQL statement. Because of this, the MicroStrategy metadata gives the MicroStrategy platform unparalleled

analytical, functional, and administrative flexibility.



The MicroStrategy Bl platform dynamically assembles the metadata objects to create reports, scorecards, dashboards,

analyses, and alerts. The platform provides all 5 Styles of Bl uniformly through a wide variety of user interfaces,

including Microsoft Windows® workstations, Enterprise Portals, Microsoft Office, Web browsers, email, network

printers, file servers, wireless PDAs and mobile phones. The MicroStrategy platform comprises of tightly integrated

products that deliver unmatched functionality, power, control, and extensibility on enterprise-class technology.

Architectural Functionality

MicroStrategy Products

Serving Reports, Scorecards, Dashboards, OLAP, Advanced,
and Ad Hoc Analysis, and Alerts and Proactive Notification

Intelligence Server, Web, Narrowcast Server, Report Services,
OLAP Services

Business User Interactivity

MicroStrategy Web, MicroStrategy Office, Report Services, OLAP
Services, Desktop

Batch Reporting

Narrowcast Server, Intelligence Server, Report Services, OLAP Services

Application Development (Metadata Object creation)

Architect, Desktop, Web

Administration

Administrator , Intelligence Server

Integration With Other Applications

SDK, MicroStrategy Office, Transactor
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Figure 3.1 The MicroStrategy products associated with the architectural functionality they provide.

Every MicroStrategy Bl application requires at a minimum:

1. Development products to build business abstraction objects in the metadata: MicroStrategy Architect and Desktop.

2. Core server to manage users, security, database communications, and report formatting and distribution:
MicroStrategy Intelligence Server.

3. Interface products to run reports and manipulate the results for investigative analysis: MicroStrategy Web,

MicroStrategy Office, or Narrowcast Server

MicroStrategy Desktop~ AL Microsoft® Office ks E-mail || Printers || Wireless Alls
Portals Browsers Servers

MicroStrategy SDK™
MicroStrategy Office"

Any Incoming

http Response

TCP/IP | http SOAP/ http SMTP SMB SMPP SMB from a Report

https Web Services https (for SMS) J
MicroStrategy SDK" MicroStrategy SDK" MicroStrategy SDK"
Mﬂgﬁ?{:ﬁ?y MicroStrategy Web- MicroStrategy Narrowcast Server* MicroStrategy Transactor-

ITCP/IP IXML IXML

MicroStrategy SDK"

Tceap MicroStrategy
MicroStrategy OLAP Services* MicroStrategy Intelligence Server” MicroStrategy Report Services* < > Administrator-
Freeform Optimized BAPI/ | Optimized
ODEC I ODEC SQL ODEC ]\/\uipdss SQL XMLA IMDX
E————

i ODBC
MicroStrategy Operational Data Multi-Dimensig JDBC
Metadata Database Warehouse Database VS
T T T Custom

Figure 3.2 The MicroStrategy product architecture provides the full range of functionality, power, control, and extensibility on the
industry’s only enterprise-class Bl technology. All business user interactivity is uniformly expressed through a Windows workstation,
enterprise portals, Microsoft Office, Web browsers, email, network printers, file servers, or wireless devices.



Depending on the application demands, any number of products can be used together to scale to large business
user populations. For example, MicroStrategy Narrowcast Server can distribute reports directly to business users
via email who simply need static reports and not the interactivity of MicroStrategy Web. MicroStrategy Office is

particularly popular with finance departments who like to do all their work in Microsoft Excel.

Beyond these products, the MicroStrategy SDK is ideal to deliver MicroStrategy reports directly to enterprise portals.
Certainly mid to large Bl environments would benefit from MicroStrategy Administrator to centrally monitor, and
manage the entire business intelligence infrastructure. If the Bl applications requires sophisticated closed-loop,
actionable Bl reports, MicroStrategy Transactor lets business users initiate transactions with backend systems and
write back to databases. The MicroStrategy Bl Developer Kit offers six analytical Bl applications to get started

quickly. The products that comprise the MicroStrategy platform are briefly described next.

3.2 MICROSTRATEGY INTELLIGENCE SERVER

MicroStrategy Intelligence Server™ is the architectural foundation of the MicroStrategy platform. As the central
contact point to the metadata, Intelligence Server dynamically assembles the metadata objects to create optimized,
multi-pass SQL queries for every major relational database. Intelligence Server retrieves the data, performs any
additional analytical calculations not available in the databases, formats the report, and delivers the reports to

business users via MicroStrategy Web, MicroStrategy Office, Desktop, or Narrowcast Server.

Intelligence Server is a highly scalable, parallel-processing, self-tuning analytic server. Intelligence Server manages
high performance interactions accessing terabytes of data by tens of thousands of users using caching, load
balancing, resource prioritization, and connection pooling. It accesses and joins data from multiple data sources,
such as data warehouses, operational databases, multi-dimensional (cube) databases, and even flat files. Intelligence
Server also manages users, system security, data security, and user functionality access. A clustering option is

available with Intelligence Server that increases scalability, and provides fault tolerance with automatic failover.

3.3 MICROSTRATEGY REPORT SERVICES

MicroStrategy Report Services™ is a plug-n-play extension to Intelligence Server providing pixel-perfect, print-perfect,
and page-perfect report design and distribution through MicroStrategy Web, MicroStrategy Office, Desktop, and

Narrowcast Server. Report Services delivers the most exacting report formatting for any of the following:

e Operational Reports — classic production reporting requiring print-perfect layout with data organized and
aggregated into hierarchies or bands of increasingly finer detail

e Scorecards and Dashboards — highly visual, pixel-perfect displays that provide “at-a-glance” view of the
enterprise using gauges, dials, KPIs, and metric status

e Invoices and Statements — page-perfect layouts designed for billing applications and statutory reporting

e Business Reports — any report format, usually combining graphs, detail data, and often explanatory text, used to

describe business performance

Report Services reports, scorecards, dashboards, invoices, statements, and business reports have fully interactive

analytical and WYSIWYG design capabilities over a zero-footprint Web browser.
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3.4 MICROSTRATEGY OLAP SERVICES

MicroStrategy OLAP Services™ is a plug-n-play extension to Intelligence Server that adds classic multi-dimensional
or OLAP cube functionality to the standard ROLAP functionality of the MicroStrategy BI platform. OLAP Services
creates and distributes Intelligent Cubes, a multi-dimensional-cache structure beneath a MicroStrategy report. OLAP
Services exposes the report objects (metrics and attributes) in the Intelligent Cube so that analysts can manipulate
report objects, create derived metrics, and modify filter criteria. Because all of these analytical actions take place on

the Intelligence Server rather than the database, OLAP Services delivers speed-of-thought analysis.

One frequent user action is to drill down into the data. With OLAP Services, the Intelligent Cubes can contain
attributes commonly requested via drilling. This greatly enhances the report performance because OLAP Services
can return results without querying the data warehouse. OLAP Services allows seamless drill through to the data

warehouse to investigate the full breadth and depth of the corporate data assets.

3.5 MICROSTRATEGY WEB AND MICROSTRATEGY
WEB UNIVERSAL

MicroStrategy Web™ and MicroStrategy Web Universal™ provide a powerful and user-friendly environment

for interactive analysis through any Web browser. Suitable for all levels of user sophistication from beginner to
advanced, MicroStrategy Web and Web Universal generate an interactive Bl experience including report viewing,
formatting, exporting, pivoting, sorting, drilling, and ad hoc querying to WYSIWYG report design and creation.
Using advanced Web technology including xHTML, CSS, and AJAX, MicroStrategy Web and Web Universal deliver a

Windows-over-Web user experience spanning the full range of MicroStrategy functionality.

Both MicroStrategy Web and Web Universal accomplish all of its functionality through a cookie-less, zero-
footprint Web client without using ActiveX® or Java Applets resident in or downloaded to the Web browser. Thus,
MicroStrategy Web and Web Universal work seamlessly through all standard Web firewalls making deployment

straightforward and minimizing administration overhead.

MicroStrategy Web provides the Web interface using Active Server Pages (ASP) on 32-bit processor computers
running Microsoft Internet Information Service (IIS) on the Microsoft Windows® operating system. In contrast to
MicroStrategy Web, MicroStrategy Web Universal provides the identical end-user functionality through ASP or Java
Server Pages (JSP) on either 32- bit or 64-bit processor computers running any supported application servers on any

operating system.

Note that throughout this book, all references to MicroStrategy Web include both Web and Web Universal.

3.6 MICROSTRATEGY NARROWCAST SERVER

MicroStrategy Narrowcast Server™ proactively distributes personalized reports and alerts. In contrast to
MicroStrategy Web's interactive Bl environment, Narrowcast Server delivers static reports. Often, the largest number
of users simply needs to receive static reports. Those reports, however, must come automatically based on one or

more of the following:

e Atime schedule
e Anevent such as a completed database load

e A trigger such as business metric tracking outside an acceptable range



Serving these large user communities, Narrowcast Server can deliver over 100,000 reports per hour. Because
it is critical these users receive this information without having to request it, Narrowcast Server automatically
sends those reports to a variety of devices, including email, file servers, networked printers, and wireless devices
such as mobile phones and PDAs. Narrowcast Server also includes a Web-based Subscription Portal for users
to self-subscribe to and receive reports, input personalized criteria, and set scheduling, event, or data-trigger
criteria. Business users can also subscribe to receive Narrowcast Server's proactive notification and alerts from
MicroStrategy Web. In both cases, this significantly reduces administrative burden, especially when the users

number in the tens of thousands.

The proactive notifications and alerts Narrowcast Server sends include the precise report formatting for the desired

output device. The report can also include multiple attachments including:

e Report Services enterprise documents or scorecards in PDF format
e MicroStrategy reports in Microsoft Excel workbooks
e large datasets in CSV format

e Zip files containing any of the above

3.7 MICROSTRATEGY OFFICE

MicroStrategy Office™ delivers MicroStrategy reporting and analysis to Microsoft Excel, PowerPoint, Word, and
Outlook using Web services. This is ideal for business users who want to use Microsoft Office for their Bl interface.
Excel, PowerPoint, and Word become live repositories of MicroStrategy scorecards, reports, and charts, all of which

are continually linked back to Intelligence Server ensuring 100% data consistency across the enterprise.

Additionally, MicroStrategy Office offers outstanding offline analysis capabilities. Microsoft Office is the most
natural place for business users to format, sort, and analyze data disconnected from a network. Once back online,
MicroStrategy Office refreshes the files with the latest data with just one mouse click while preserving the analytical

and formatting work.

3.8 MICROSTRATEGY DESKTOP

MicroStrategy Desktop™ is an advanced development and analysis interface for creating Bl applications for analysts,
power users, and application developers. Desktop builds the metadata objects used for designing reports, scorecards,
and dashboards. It employs editors and wizards to speed-up application development without the need for additional

coding. Together with MicroStrategy Architect, they are the key development tools required to create Bl applications.

Desktop is an equally powerful Bl interface for the most advanced analysts who aggressively investigate the data
to uncover valuable insight. Desktop provides a full range of analytical functionality for reporting, data mining and
predictive analysis, statistical analysis, financial analysis, mathematical analysis, set analysis, and time series analysis.

Desktop offers the rich Windows interface and power of a thick-client, workstation environment.

3.9 MICROSTRATEGY ARCHITECT

MicroStrategy Architect™ is a rapid development tool that creates the metadata objects that map the physical
structure of a database to a logical, object-oriented model of the business. Architect employs wizards and graphical

editors to link the enterprise’s business model to the physical database tables and columns.
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The abstraction of the physical database into a logical business model makes subsequent report design using
Desktop extremely fast and intuitive. The logical business model abstraction also provides a layer of isolation
between the physical database and the reporting applications allowing each to change independently of the other
as they evolve over time. Moreover, the object-oriented nature of the metadata repository allows all changes in the

logical model to propagate immediately and transparently to all dependent objects.

The abstraction of physical models to logical models allows MicroStrategy-based analytical applications to be ported
across different data warehouse platforms. This has profound benefits to analytic application developers who want

their applications to be easily connected to any existing data warehouse.

3.10 MICROSTRATEGY Bl DEVELOPER KIT

The MicroStrategy Bl Developer Kit™ includes MicroStrategy Architect, Desktop, and six starter Bl applications
or analytic modules designed to dramatically speed up the development and deployment of customized B
applications. The modules are a result of MicroStrategy’s 15+ years of Bl experience, and represent horizontal

applications common to most every industry:

e Financial Reporting Analysis
e Human Resources Analysis
e Web Traffic Analysis

e Sales Force Analysis

e  Customer Analysis

e Sales and Distribution Analysis

Each module includes a data model, an extensive library of foundation metrics, attributes, and hierarchies, and
many business reports. Each module can quickly be linked to existing data warehouse to rapidly produce a working
Bl application. The application analytics can be easily adapted and extended to the unique needs of each enterprise.
This application portability is unprecedented in the Bl industry, and is only available for applications built on the

MicroStrategy platform.

3.11 MICROSTRATEGY ADMINISTRATOR

MicroStrategy Administrator™ is a comprehensive management toolset for centrally monitoring and managing the

entire business intelligence infrastructure. Administrator was designed specifically to:

e Automate the administration of thousands or millions of users
e Manage real-time operation of mission-critical infrastructure
e Analyze trends in usage and resources

e Manage application promotion

MicroStrategy Administrator includes three primary components:

1. Command Manager — enables bulk administration and maintenance of security and system configuration for
large user communities using text-based commands from a graphical or command line interface.

2. Enterprise Manager — enables analysis of database usage, report usage, user statistics, and trends to facilitate
performance tuning and resource planning.

3. Object Manager — provides an object management process for deploying reporting applications from

development to production environments.



3.12 MICROSTRATEGY SDK

The MicroStrategy SDK™ is a comprehensive development environment primarily used for integrating MicroStrategy
functionality into other existing systems, especially enterprise portals, and customizing and extending the

functionality of the MicroStrategy Web. The MicroStrategy SDK includes:

e Documentation of the APl and platform functionality
e Development kits for portal, external security, and Web services integration

e Utilities and sample code the show how the APIs can be used

The SDK is a key architectural component used to fully exploit the power of the MicroStrategy platform through
its documentation of the platform’s open APIs. The APIs expose the complete set of functionality contained in the

platform. The platform includes the following groups of API’s:

e MicroStrategy Web API

e MicroStrategy Intelligence Server API
e MicroStrategy Narrowcast Server API
e MicroStrategy Office API

e MicroStrategy Transactor API

3.13 MICROSTRATEGY TRANSACTOR

Closed-loop business intelligence applications describe the interactions necessary between Bl and other systems
to take immediate action on data presented in a report. Often this entails writing data back to another target IT

system, and the associated steps necessary to accomplish this.

MicroStrategy Transactor™ is a workflow server with a full complement of components to design, execute, and
monitor closed-loop Bl applications. Transactor manages all the tasks in a pre-defined workflow to complete
a transaction. For Transactor, a transaction is any sequence of steps or workflow that performs an action in

conjunction with one or more IT systems.

3.14 SUMMARY

The MicroStrategy platform architecture offers the only true, unified, organically-developed enterprise class business
intelligence technology required for today and tomorrow’s most demanding Bl applications. Based on one, object-
orientated metadata, the MicroStrategy platform consists of 11 distinct products designed to deliver the complete
range of Bl functionality to business users, the depth of analytical power to analysts and developers, comprehensive
administration to IT administrators, and limitless extensibility to IT developers and integrators. Only the MicroStrategy

platform architecture is worthy of the moniker ‘Enterprise-wide Bl Standard’ now and well into the future.

w

MICROSTRATEGY PLATFORM ARCHITECTURE






PLATFORM COMPONENTS







METADATA AND THE LOGICAL MODEL

Metadata is information that describes another set of data. In a business intelligence platform, metadata links
information in a data store to business entities and rules that define a Bl application. At the lowest level, metadata
translates table and column information from a data warehouse into meaningful business terms. It unlocks valuable
information stored within data warehouses by serving as an intuitive map to guide business users in building
reports and conducting analyses. Today's Bl platforms need centralized, reusable, and dynamic metadata to support
enterprise-wide Bl standardization. MicroStrategy provides the only metadata in the industry that is ready for Bl

standardization by incorporating the following architectural design tenets:

e Abstraction in a single, centralized location.
MicroStrategy’s metadata is stored in a central repository, where it stores mappings of business concepts to
underlying data structures as well as layouts and report configurations. As a result, all users, regardless of the

interface through which they access the application, receive a single version of the truth.

e Fully reusable well-defined metadata objects.
MicroStrategy’s metadata repository is comprised of multiple layers of well-defined objects, with each layer
serving as the foundation upon which to build the next. This approach results in the broadest range of reusable

objects, increasing development speed and minimizing maintenance costs.

e Dynamic, object-oriented metadata objects.
Every MicroStrategy metadata object contains “pointers” to other metadata objects. Whenever an object
is used, it is dynamically assembled from the latest versions of all the other objects contained in the object.

Changes to an object automatically cascade to related objects.

e Storage in a standard relational database.
In contrast to other vendors’ proprietary metadata storage formats, MicroStrategy’s metadata is stored in a

relational database. This approach increases the scalability and manageability of Bl applications.

4.1 A COMPLETE METADATA IS KEY FOR EFFICIENT BUSINESS

INTELLIGENCE PROCESSING

The MicroStrategy Bl architecture incorporates six primary layers of metadata objects. Each layer represents a

progressively higher level of abstraction from the physical data structures:

1. Configuration Objects

Users, user groups, schedules, projects, and data source connections make up foundation of Bl applications.
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2. Data Abstraction Objects

Logical tables, attributes, and facts translate physical data structures to the logical business model.

3. Business Abstraction Objects
Metrics, hierarchies, custom groups, and transformations combine data abstraction objects into business

definitions and organizational structures.

4. Report Components
Templates, filters, Autostyles, and prompts are high level abstraction objects, and are part of the basic building

blocks of a report definition.

5. Report Definitions
Report definitions are highly formatted enterprise reports that include cross-tabular grids and graphs as well as

scorecards and dashboards. These reports track key performance indicators and business processes.

6. Delivery Objects
Delivery objects define personalized information distribution services that send reports results with static and

dynamic information to report recipients.

The abstractions defined by these six metadata object layers enable quick and easy report creation, and distribution
without the need for any programming. Objects are simply assembled directly from the metadata and resolved
when the report is run. Since all MicroStrategy objects access the same metadata repository, any modifications to

the metadata are automatically propagated to all objects and all reports.
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Figure 4.1 MicroStrategy’s metadata speeds Bl application development, and eases maintenance burdens with its object-oriented,
reusable, and fully dynamic metadata.



4.2 CONFIGURATION OBJECTS

Configuration objects serve as the framework for building Bl applications, and are shared across projects. They
define the scope of Bl applications built on the MicroStrategy Bl platform by encapsulating the accessible data
sources, and maintaining users and their groups. Business definitions relevant to the entire organization, such as

Security Roles and Schedules, are persisted at this level.

Building Bl Applications Using Projects

A project is a group of related business definitions serving a common purpose within an organization. Together
these business definitions serve as the building blocks for a Bl application. By grouping them under a project,
properties can be defined on top of all these related business definitions for administration and control. Each project

can have its independent:

e User to Security Filters mapping
e User to User Authorization mapping
e Combination of Data Sources

e Usage Governors

Creating Users and Their Groupings

Each user within an organization can access a different set of Bl applications. By placing user objects at the
Configuration Object level, they are shared across projects. Within the MicroStrategy BI platform, users are grouped
into different users groups for efficient user management. Each user group can contain multiple users, and each

user can belong to multiple groups. User objects contain the following user information:

e Llogin
e Full Name
e Description
e Password
e Password Properties
- User cannot change password
- User must change password at first login
- Expiration Date
e Project Access
- Security Role used
- Privileges Granted
e Security Filter per Data Source
e User Groups membership
e Authentication Parameters for NTLM, Database, and LDAP Authentication

Representing Data Sources and Their Access Pathways

While each Bl application within the MicroStrategy Bl platform can access multiple data sources, information

on their characteristics and connectivity is stored once and reused. Database objects encapsulate details on the
nature of the relational, cube or other data source along with the data source-specific MicroStrategy platform
optimizations. Database Connection objects contain details on how connectivity to various data sources is achieved
and maintained while Database Logins hold information on how the Intelligence Server should authenticate to
these data sources. Together these objects define the scope of data accessible by all business definitions within a

same particular MicroStrategy metadata repository.
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Within each project, connection mappings allow different users to access each data source using different Database
Login objects. When users share the same Database Connection and Database Login objects, the same connection

to the data source is reused for these users’ queries.

Security Roles and Schedules

Each user within an organization has a different role, and should thus have visibility to different aspects of its
operations. For example, a Human Resources manager has access to all employee hiring records but may be restricted
from projected revenue data. Mirroring business operations in an organization, this same HR manager can have
different privileges within the Bl application for Human Resources and the Bl application for Sales Forecasting. For ease

of maintenance, these privileges are bundled under Security Role objects within the MicroStrategy Bl platform.

Time and event-based schedules allow reports executions and administrative tasks to occur at any time of the day or

week. Actions across different projects can share schedules for simultaneous processing.

4.3 DATA ABSTRACTION OBJECTS

Data abstraction objects map the physical data model of the data source into a logical business model using
business terms and rules. Data abstraction objects serve as the building blocks for business abstraction objects and,

ultimately, for all reporting, analysis, and monitoring.
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Figure 4.2 The metadata stores a physical and a logical view of a database table.

Physical and Logical Models of Relational Data Warehouses

The MicroStrategy architecture supports a wide range of physical data warehouse schemas, including star and
snowflake schemas. These warehouse schemas can contain sparse aggregate tables, partition tables, and split fact
tables. MicroStrategy also provides direct access to operational data stored in third-normal form. When working
with a traditional data warehouse, MicroStrategy Architect retrieves table, view, column, and datatype information

directly from the database system catalogs. The logical business model, including the relationships between the



business entities, is created from this information. The physical data structure and logical business model are

presented in two graphical views within MicroStrategy Architect:

1. The physical table structure displays the data warehouse tables, columns, and data types.
2. The logical table structure displays the table and column information in the form of attributes and facts.

The relationships between the attributes are displayed in a multi-dimensional view.

Logical tables can also be defined from hand-coded freeform SQL statements that combine data from different
physical tables and views in the data warehouse. This approach provides many of the benefits of database views

while working exclusively within MicroStrategy’s object-oriented metadata.
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Figure 4.3 Information from all data sources is uniformly mapped in the MicroStrategy metadata.

Facts Are the Basic Building Blocks of Business Metrics
A fact is a table column, or an expression combining multiple columns, that contains raw or aggregated values
such as amounts, counts, quantities, forecasts, and other measurable business calculations. A fact stored as a data

abstraction object in the MicroStrategy metadata is represented as:

e Asingle column, e.g. DOLLAR_SALES
e Asingle column with an aggregation function, e.g. SUM (DOLLAR_SALES)
e Several columns combined using functions and expressions, e.g. SUM(PROFIT / DOLLAR_SALES)

Attributes Give Context to Facts

Attributes are defined by a column or columns in one or more tables, and provide meaningful context to facts.
Attributes are commonly displayed on reports. They also serve to set the aggregation level for calculations in a
report, and for filtering the data that is retrieved from the data warehouse. Examples of attributes are regions,

stores, customers, and months.

Attributes can have many descriptors or forms as they are known in MicroStrategy. An attribute form is one of
several columns that are different representations of the same attribute. For example, the attribute Product might

have the following forms — an ID, short name, long description, SKU, and image.
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Attribute elements are the actual data values of an attribute stored in the data source. They are retrieved and cached

by MicroStrategy when running reports and analyses. For example, New York and Paris are elements of a City attribute.

Abstractions for Relational, Multi-Dimensional, and Operational Data
For other data sources, MicroStrategy’s Bl architecture translates the physical data structure — whether it is a database
table, a multi-dimensional cube, a collection of ERP tables joined together, or an Excel spreadsheet — into a logical table

structure. These logical table structures form the basis for defining attributes, facts, and higher level metadata objects.

MicroStrategy accesses cube-based data sources, and automatically converts the multi-dimensional models into
logical MicroStrategy metadata objects. For example, SAP® InfoCube, QueryCube, and ODS objects can be used as
MicroStrategy metadata objects. SAP levels, attributes, and structures are imported as MicroStrategy attributes, and
key figures are imported as metrics. MicroStrategy also joins data across SAP BW InfoCubes, QueryCubes, and other

MicroStrategy data sources, and can access multiple instances of SAP BW at once.

Attributes and metrics from all data sources can be mapped to each other. As a result, data from all these sources
can be joined, and transparently presented in a single document to business users. Calculations involving metrics

from different sources are also possible.

Freeform SQL maps operational data to MicroStrategy metadata objects. For any data source, custom SQL can be
provided to extract subsets of information, and mapped to existing or new attributes within the metadata. Any data

source accessible via ODBC can be integrated into the MicroStrategy metadata.

Flexible Schema Combinations Make Complex Business Modeling Simple

Complex business models that are not stored as standard data structures are simple to define in MicroStrategy. In
addition to basic column mapping, as described above, facts, attributes, and attribute forms can use any function
supported by the database platform to combine and extend data in the data warehouse. This capability eliminates the

need to change the physical data structure in order to support an organization’s reporting and analysis requirements.

For example, only the customer’s date of birth is stored in the database. There is no need to create a new column
in the data warehouse for customer age, and periodically update this column. Instead, the attribute definition for
the customer age is an expression that dynamically calculates the difference between the system date and the

customer’s date of birth.

4.4 BUSINESS ABSTRACTION OBJECTS

Business abstraction objects define the business terms and rules. They serve as the building blocks for other business

abstraction objects and for all reports, analyses, and documents.

Metrics are the Business Measures

Metrics represent business measures and key performance indicators. Metrics consist of facts, attributes, or other
metrics combined with a formulaic calculation. This formula may include aggregation functions such as “Avg”,
“Sum” or “Count,” arithmetic operators (+, -, *, /) or other advanced functions (e.g., data mining, financial,

mathematical, OLAP, statistical). A metric can contain 3 additional properties:

e Dimensionality
Metric Dimensionality determines the level of aggregation of a metric. The default aggregation level is based
on the attributes contained in a given report. The aggregation level of a metric can be changed to force
aggregation at a specified level. This flexibility is especially useful if business metrics need to be calculated at the

same level regardless of the level of reports that use them.

N
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e Filter
Metric Filters determine any restrictions on the data used in the calculation. A metric filter may be defined as
an embedded component of the metric or as a link to existing filters, maximizing object reuse, and reducing

administration.

e Transformation

Transformations may be associated with a metric to enable time series analysis as described below.

Predictive Analysis Scoring Metrics
MicroStrategy’s Bl platform incorporates sophisticated data mining algorithms that define powerful predictive
analytic metrics. Data mining is the process of using statistical analysis, modeling techniques, machine learning, and

other technologies to identify hidden patterns and predictive information in a data warehouse.

Predictive models from third-party data mining tools are imported using a Predictive Model Markup Language
(PMML) representation of the model. A scoring predictive metric and confidence predictive metric is generated.

These metrics are stored in the MicroStrategy metadata, and used like any other metric.

Transformations Add Great Flexibility to Facts

Transformations are reusable business abstraction objects that are embedded primarily in metrics for time-series
analysis calculations. They automatically display information for changing dates and time periods without constantly
needing to redefine metadata objects. For example, many reports display current period information along with
prior-period and period-to-date information. In this example, transformations handle the variable time periods
automatically regardless of when the reports are executed within the same object definitions. Two types of

transformations are supported in MicroStrategy:

e One-to-one transformations compare one period to another, for example, “Last Month” and “This Month
Last Year”.
e Many-to-many transformations define period-to-date and last-n-period metrics, for example “Month-to-Date”

or “Last Four Weeks".

Hierarchies Align the Attributes into Business Dimensions
A hierarchy is a logical group of attributes that defines a relationship between them. A hierarchy describes an
ordered path through the attributes from a summarized level to more detailed levels. Hierarchies are used to browse

data, and provide a navigation path when drilling from one attribute to another on a report.

In MicroStrategy, hierarchies also serve as placeholders for an attribute in a report, with the specific attribute being

determined at run-time. There are two types of hierarchies:

e System Hierarchy
The system hierarchy is a direct map of the logical table structure stored in the metadata, and shows the true
relationships between all attributes in the reporting application. There is only one system hierarchy for each

MicroStrategy application.

e User Hierarchies
MicroStrategy allows a greater range of hierarchical paths than those found in the physical database. User
hierarchies define relationships between attributes based on the business rules of the reporting application,
and they guide user analysis or provide shortcuts to common analytic workflows. Attributes can be reused in

different user hierarchies.

N
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Custom Groups Merge Data Elements into Virtual Attributes
Custom groups define arbitrary groupings of attribute elements in a report, and represent data groupings that do
not exist in the data warehouse itself. They are defined either by using filters or by specifying metric bands to group

certain attribute elements together. User-defined descriptions identify each row of custom group elements.

Custom groups are commonly used for financial statements. For example, each row in a profit and loss report
aggregates groups of ledger accounts and sub-accounts into a single value. Custom groups define these account

groups for the various sections of the report: revenues, costs, and expenses.

Consolidations Extend the Definition of Custom Groups

Consolidations serve a function similar to that of custom groups in that they act as user-defined virtual attributes
on reports, but their definition is restricted to filters on actual attribute elements that make up the group. With
consolidations, additional groups can be created by performing arithmetic operations between any of the other

groups in the consolidation.

4.5 REPORT COMPONENTS

Report components are dynamic, reusable metadata objects built with the data abstraction objects, business
abstraction objects, and other report components. These three layers of metadata objects are combined to create
new reports and analyses in both MicroStrategy Desktop and MicroStrategy Web. In all cases, the metadata objects
retain their reusable and dynamic characteristics, and a change to a single object in the metadata is automatically

reflected in all other dependent metadata objects.

Filters Focus the Data of a Report
A filter specifies the conditions that data must meet to be included in a report or metric. Filters limit the data that is
extracted from the data source, and focus the data presented to the end user. A filter is essentially a logical expression

that combines any metadata object, mathematical and comparison operators, and constant values and lists.

Filter expressions can be combined using Boolean operators and nested to create sophisticated conditional clauses.

For example, to retrieve data for New York and San Francisco for the fourth quarter of 2005, the filter would be:

(City="New York’ OR City="San Francisco’) and Quarter="2005Q4".

Prompts Give Users Control Over Report Content
Run-time prompts provide report input parameters that control most aspects of a report, and give the user significant
ad hoc reporting capabilities. Prompts enable the personalization of reports from a single report definition, reducing

the number of objects stored in the metadata repository. There are four types of prompts in MicroStrategy:

e Filter prompts provide filtering criteria at runtime, and qualify the data set from the data warehouse that will be
included in the report results.

e Object prompts let users choose which attributes and metrics to include on a report at run-time. They can
also be used to build metadata objects, particularly metrics, providing enormous flexibility from a single
report definition.

e Value prompts allow the input of alphanumeric and date values that specify constants for filtering criteria and
metric calculations.

e Level prompts dynamically control the aggregation level (dimensionality) of metrics.

N
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SAP Variables are Imported as Prompts

SAP BW uses variables to specify filtering parameters at run-time. As part of MicroStrategy’s certification with SAP
BW, the MicroStrategy BI platform automatically translates SAP BW variables into reusable MicroStrategy prompts.
Each MicroStrategy prompt contains a dynamic pointer to the SAP BW variable; changes to the definition of an SAP
BW variable automatically ripple through to MicroStrategy metadata objects.

Templates Support Any Layout for a Report

A template specifies the layout and formatting of the data on a report. Attributes, metrics, custom groups,
consolidations, and prompts can be placed in rows, columns, or pages on the template grid. There is no theoretical
limit to the number of objects that can be placed on a template. Besides being able to define the presentation
characteristics, such as font, color, alignment, and number formats, additional report characteristics such as

subtotaling, metric thresholds, and graph properties are also stored in templates.

Autostyles

An Autostyle defines a reusable report format. The MicroStrategy Bl platform contains more than 35 Autostyles
and new Autostyles can easily be added to match corporate standards, business reporting requirements or personal
formatting preferences. New Autostyles are immediately available to all MicroStrategy users. Default Autostyles can

be specified for projects, reports, and individual users.

4.6 REPORT AND DOCUMENT DEFINITIONS

A report is simply a user request for specific, formatted data from all enterprise data sources. Reports gather,
consolidate, search, analyze, and convey information. MicroStrategy reports take on any form and role, including
predictive analysis, cross tabular grids and graphs, operational reports, customer invoices, executive dashboards,
scorecards, and proactive alerts. The report definition includes all information necessary to calculate, place, and

format the information.

Documents are a compilation of reports. Report definitions are carried over when report data sets are placed
in documents. Multiple reports datasets combined with multiple formats in a single source serve to provide
multifaceted and comprehensive insight into the business. A high degree of formatting and layout control further

increases the flexibility of the MicroStrategy Bl platform in meeting any reporting needs.

MicroStrategy Reports are Highly Interactive

Interactive MicroStrategy reports consist of two components: a template and a filter. MicroStrategy reports are fully
interactive, allowing users to toggle between grid and graph mode, rearrange report layouts by pivoting

rows, columns and pages, change the formatting, sort the columns, add subtotals, and create new calculations in

the report.

Each report can access any of the other metadata objects at all levels. The reusable, dynamic metadata lets business
users perform investigation and analysis on data that was not included on the original report. For instance, a weekly
product sales report can be transformed into a list of customers most likely to respond to a direct marketing offer
for the top 5 selling products by drilling to any attribute in the data warehouse and applying filtering conditions.
These navigation paths do not need to be defined in the metadata at all. All calculations and relationships are

handled automatically by MicroStrategy based on the object-oriented metadata objects.

At any time, a new report can be saved as a new metadata object. This new object stores dynamic links to all the

data and business abstraction objects, report components, and formatting and layout settings.

N
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Report Services Documents Provide Pixel-Perfect Layout

MicroStrategy Report Services lets users create desktop-publishing-quality reports on top of their existing data using
an intuitive design interface. Users create reports with pixel-perfect precision by simply dragging-and-dropping,

and then formatting reports for boardroom quality presentation. MicroStrategy Report Services also delivers reports
in Portable Document Format (PDF), ensuring printed reports have the same quality as on-screen reports. After
placement and adjustments of document elements, formatting is defined in segments of bands and zones within

bands, giving maximum flexibility in creating sophisticated presentations of data.
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Figure 4.4 \With MicroStrategy’s reusable metadata, a single report definition can be used in any number of Report Services documents.

4.7 DELIVERY OBJECTS

Delivery objects build upon report definitions to deliver personalized, subscription-based information to business
users. MicroStrategy Narrowcast Server combines report definitions, unstructured text and data, and custom

formatting with schedules and subscription lists to offer a massively scalable report delivery solution.

Report Delivery Services are Automated and Highly Customizable
A report delivery service contains all the information required to deliver personalized and timely information to all

business users. A Service consists of four delivery objects:

e Publications — store the message content
e Schedules - frequency or exception condition for generating the content
e Subscriptions — users who receive the content

e Transmission Device — delivery method for the content

Publications Define the Content and Formatting
A publication specifies all content for the delivery service, and can include both static content and dynamically
generated information. A publication is composed of any combination of MicroStrategy reports and documents,

images, static text and non-relational data. Publications are the HTML, Excel, or PDF files that are delivered.

Time or Event Based Schedules Trigger Service Deliveries
A schedule sets the times or frequencies that a delivery service is executed, and represents a recurring pattern — not
a fixed date — on which a service is executed. Schedules may be time or event based. Different schedules may be

associated with a single service, and may be reused across any number of services.



Self-Service or Administrator-Defined Subscriptions
A subscription specifies who receives a specific delivery. Subscriptions may be personalized so that a user’s prompt
answers will automatically be applied when the delivery services executes. Subscriptions may be self-service or

administrator-defined.

e Self-Service Subscriptions
Business users subscribe to receive services through MicroStrategy Web and through the Subscription Portal.
Reports can be delivered on a scheduled basis, with or without personalization, to the location of the user’s

choice in a variety of formats (HTML, PDF, Excel, Print copy).

e Administrator-Defined Subscriptions
Delivery service subscriptions can be set up centrally in order to accelerate deployment to thousands of users,

ensure each user receives the correct reports, or reduce unnecessary network traffic.

Transmission Devices Specify the Delivery Channel

Transmission devices specify the communication mediums and format used to deliver the requested publication,
at the appropriate time and with any relevant personalization, to all the correct users. Narrowcast Server contains
transmission modules that deliver services directly to portals, email, print servers, and file servers. Transmission

modules to other devices can be added to deliver information to virtually any corporate system.

4.8 COMPREHENSIVE DOCUMENTATION OF METADATA

MicroStrategy provides comprehensive, interactive documentation of the metadata. From any object, all
descriptions, definitions, formulae, object dependencies, and other properties are viewable. Extracts of the
documentation can be published to ensure all users possess an intuitive understanding of the data model, reports,

and other metadata objects.

Graphical Hierarchies lllustrate Relationships Between Logical Business Terms

MicroStrategy Architect’s graphical hierarchy viewer displays the relationships between business attributes and

underlying data elements. These graphical hierarchy views may be printed or saved, and published to business users

so that they can easily understand the business model and attribute relationships.
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Figure 4.5 Viewing hierarchies graphical shows the relationships between the attributes in the hierarchy.
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Interactive Project Documentation Gives a Detailed View of Bl Applications

MicroStrategy Architect contains a Project Documentation Wizard that generates detailed documentation of

the metadata. The wizard allows fine-grained control of the objects and the amount of detail to include in the

documentation. The Wizard's outputs HTML, enabling navigation through the complete metadata structure using

the object dependencies. The output files may be printed, published on a Web server or shared drive, or stored in a

configuration management system to track changes that occur in the metadata.
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Figure 4.6 Metadata documentation includes important details about the metadata objects.

4.9 BENEFITS OF METADATA DESIGN

MicroStrategy designed and built its unparalleled metadata architecture based upon the following goals:

e Provide an abstraction of the physical data structures, and store these logical objects in a standard relational database

e Provide a single, centralized, and shared metadata for all reporting, analysis and monitoring

e Provide a fully reusable metadata

e Provide a truly dynamic and fully object-oriented metadata

These design principles result in tangible benefits for organizations that use MicroStrategy’s Bl platform, including:

e Intuitive reporting, analysis, and monitoring for all business users, and across all data sources

e The most efficient report development process

e Maximum maintainability and consistency across the entire enterprise




Abstraction from Warehouse Provides Intuitive Reporting, Analysis, and Monitoring for All Business
Users Across All Data Sources

MicroStrategy’s metadata abstraction translates the physical structure of a data source into easy-to-understand
business terms, simplifying the deployment of reporting, analysis, and monitoring applications. There is no need to
understand query languages such as SQL, be familiar with the underlying data model, or even be knowledgeable

about the actual data source.

The different abstraction layers ensure that changes to objects in one layer do not materially affect other layers, and

that changes are automatically propagated to all dependent metadata objects.

A comprehensive metadata is perhaps the single most important requirement for a true Bl platform. It provides
a way for a broad community of users to access valuable enterprise data using business terms, rules, and logic

without requiring any technical skills or significant training.

Highest Number of Reusable Metadata Components

Most competing Bl tools focus on developing individual reports as quickly as possible, neglecting the reusability of
the report components, and sacrificing the ability to create a large number of reports efficiently. For true enterprise-
class scalability, the Bl architecture should allow each report to be developed more quickly than the last report, and

should minimize the number of reports that need to be explicitly defined in the first place.

MicroStrategy has the broadest range of reusable objects in its metadata repository, from the data abstraction layer
all the way to objects on reports. Even reports themselves can be re-used as filters for other reports, and as datasets
for documents. Other Bl technologies rely far less on reuse, and far more on each developer’s ability to create the

same components over and over again for use in each individual report.
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Metadata Metadata Technologies’ Metadata
REPORT DESIGN Report-
L am
ayout Specific
Format

Components

Calculations

REPORT ELEMENTS

Parameterization

Templates
Filters Report-
Autostyles Nelldiild

””””””””””””””””””” Components

BUSINESS ABSTRACTION
Metrics

Hierarchies Metadata

Reusable

Custom Groupings Components
Transformations
DATA ABSTRACTION
Attributes
Facts Metadata

Reusable

Tables Components
Aliases

Figure 4.7 The MicroStrategy metadata architecture includes far more reusable components than any competing architecture,
delivering much greater consistency across reports developed by different people.
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Reusable Metadata Across All Styles of Business Intelligence

MicroStrategy’s metadata object reusability spans all Bl styles and applications. For example, a metric that uses a
data mining algorithm is immediately available for alert notifications, operational reports, corporate dashboards,
and ad hoc queries. With other Bl tools, most of the business abstraction and report components need to be
recreated separately each time a new application or style of Bl is implemented. In addition to avoiding this extra

development effort, MicroStrategy's reuse of objects ensures consistency across all Bl applications and users.
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Figure 4.8 \With MicroStrategy, new applications or styles of Bl are deployed more quickly than the last because each application builds
on all previous development. Other B technologies actually require increasing effort to ensure consistency with all previous reports.

Dynamic Object Assembly Maximizes Maintainability

All MicroStrategy metadata objects are constructed using references rather than copies to other metadata objects.
When an object is used, all referenced objects are automatically accessed and merged into that object instance. For
example, when a report is run, MicroStrategy dynamically assembles the latest versions of all underlying reusable

objects into the report definition, and then generates optimized SQL or MDX syntax based on the assembled objects.

Any change to an object is automatically and instantaneously reflected in every metadata object that references that
object. For example, if a metric is used to define a filter, and the filter is used in a prompt, then any change to the

original metric will be automatically reflected in both the filter and prompt.
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Figure 4.9 With MicroStrategy’s Dynamic Metadata Architecture, each report definition contains “pointers” to metadata objects
that are dynamically shared with other report definitions. By contrast, other Bl technologies depend on embedded metadata where
each report definition contains redundant copies of shared metadata.

Reusable Objects Ensure Consistency and a Single Version of the Truth

In the MicroStrategy metadata, there is only one definition of any object regardless of how many times it is used in
different reports and objects. As a result, there are fewer objects to maintain. Additionally, since metadata objects

map corporate data to the corporate business model, they ensure a single definition of any business entity in all Bl

applications deployed throughout the enterprise.
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Figure 4.10 MicroStrategy's recursive object definitions ensure that object updates are necessary in only one place. All the
dependent objects are updated immediately, transparently, and without any additional effort by the developer.

For example, a Top Stores filter, defined as “All stores whose sales exceed the average by 2 standard deviations,”
can be reused in many other objects including: a top stores grid report, a top stores graph report, a metric, a filter,

or a prompt.

Ad Hoc Querying with Highly Effective Drilling and Report Parameterization

MicroStrategy's dynamic assembly of report components delivers sophisticated, automated drilling anywhere in the
data warehouse. A drill action incorporates the destination attribute and additional filtering criteria into the report
definition dynamically before generating optimized SQL or MDX. In-depth investigative analysis is available from any

starting report in a Bl application.
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Virtually any object can be parameterized and selected by the user at run-time using prompts. A single report
definition caters for a large user population by allowing them to select the filter criteria, the attributes and metrics in
the report, and even define dynamic calculations. This MicroStrategy capability reduces metadata sprawl, and speeds

development as users are able to help themselves rather than rely on report designers to create custom reports.

MicroStrategy’s Auto Personalization
Automatically tailors the content

presented to every user based on their
security profile.

Industry’s Most Powerful Parameterization

Engine FROM A SINGLE
Generates multiple reports from a single REPORT DEFINITION
design with users selecting:
e Any Attributes

® Any Metrics

e Any Levels of Aggregation
e Any Filters
e Any Format Autostyles

MicroStrategy’s Unique Drill Anywhere
Lets users surf to any place in the
database, dynamically generating new
reports, never before designed.

Figure 4.11 The MicroStrategy architecture routinely reduces the number of stored report definitions through automatic
personalization, parameterization, and drill-anywhere.

4.10 SUMMARY

MicroStrategy’s metadata architecture, built and refined over many years, and based on robust design principles,
provides access to all enterprise data using familiar business terms, rules, and logic. The reusable, object-oriented
and dynamic nature of the metadata provides the most efficient Bl report, and application development processes

while maximizing maintainability and enforcing enterprise-wide consistency.









MICROSTRATEGY INTELLIGENCE SERVER ARCHITECTURE

The Business Intelligence (BI) standard for enterprises must provide a level of architectural and managerial
sophistication that is equal to enterprise operational systems. The MicroStrategy Bl platform service-oriented
architecture is designed to power enterprise deployments while retaining ease and flexibility in satisfying all
business needs. It offers the scalability, sophisticated analysis, extensibility, ease-of-use, performance, reliability,

maintainability, and the 24x7 availability required by mission critical monitoring, reporting, and analysis applications.

The architecture is comprised of three main pillars; MicroStrategy Web, Narrowcast Server, and Intelligence Server, with
Intelligence Server as the backbone powering the entire platform. MicroStrategy Web and Narrowcast Server are the major
nodes from which user’s access information, and from which information is distributed to users. The design tenets for the

MicroStrategy architecture meet extremely stringent requirements for architectural integrity and manageability, including:

e Unlimited data scalability

e Unlimited user scalability

e Full range of analytical processing
e Any RDBMS or other data source
e Any user interface

e Enterprise deployment ready

e Highly manageable

e Single version of truth

e Automatic fault tolerance

e QOpen Standards conformance

To meet these challenges, Intelligence Server contains a group of well-defined, modular, and reusable components
coordinated by a centralized management engine. This federated architecture within Intelligence Server provides

maximum scalability, performance, and analytical power. Major highlights include:

e 64-bit technology

e Optimized for any database

e Sophisticated analytic power

e Multi-level secure shared caching
e Extensive governing parameters
e Adaptive, robust security

e Automatic resource allocation

e Flexible deployment options

The result is an offering unrivaled in the Bl industry in offering enterprise—class Bl capability along with the

operational integrity of mission-critical ERP systems.
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5.1 POWERING THE MICROSTRATEGY Bl PLATFORM

In the MicroStrategy Business Intelligence (Bl) architecture, report processing is performed by Intelligence Server,
which manages live and scheduled report requests, services these requests either from cache or from the data
sources, and adds analytical insight and formatting to the results. Intelligence Server is the core processing

and management tier for the MicroStrategy business intelligence platform, and is linked to the other platform

components using a highly optimized communication framework.

The communication framework handles the information flow between different platform components, and provides
secure user access, efficient report delivery, and complete data interactivity. Intelligence Server manages all report

requests uniformly from any requesting source, including:

e MicroStrategy Web and Web Universal

e MicroStrategy Desktop

e MicroStrategy Office

e MicroStrategy Architect

e MicroStrategy Narrowcast Server

e MicroStrategy Administrator

e Third-party applications accessing the MicroStrategy APIs
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Figure 5.1 MicroStrategy Intelligence Server is the core of the MicroStrategy Bl architecture.



Centralized Bl Server Maximizes Productivity

This centralized architecture provides ease of maintenance, ease of management, integrated security, and one

version of the truth to all users regardless of the interface. The entire Bl system can conveniently be centrally

controlled from Intelligence Server. In addition, Intelligence Server is reliable and fault tolerant, with automatic

failover and fallback in the event of an unexpected fault. This architecture minimizes administration and

maintenance, and maximizes security and performance of the business intelligence system.

Aspect

Benefits

Features and
Functionality

User functionality and features available in Intelligence Server become accessible to client software
automatically. Enabling new features within Intelligence Server automatically makes them available to
the correct users.

Project Development
and Business Definitions
Modification

Project development and business definition modifications at the Intelligence Server are reflected
in the client software immediately. Creating new business definitions, and modifying objects at the
Intelligence Server automatically rolls them out to users.

Administration

Changing administrative settings in Intelligence Server automatically applies them to all client software.
Modified user security permissions and privileges are automatically applied to all client software.

Security

Connections to any secured data source are only established by Intelligence Server, allowing for higher
ease of administration and a more secure infrastructure.

Figure 5.2 The centralized metadata repository provides many benefits across the enterprise.

5.2 INTELLIGENCE SERVER ENGINES AND QUERY FLOW

Although Intelligence Server is installed and administered as a single unit, it is built up from a group of federated,

well-defined, modular, and reusable engines coordinated by a management engine. All the engines within

Intelligence Server are multi-threaded for maximum throughput, and linked by a highly optimized communication

bus. The main engines of MicroStrategy Intelligence Server are:

e Security Engine — manages user authentication and authorization

e Object Browsing Engine — presents the folder navigation of the Bl applications

e Prompting Engine — manages the presentation and resolution of prompts

e Resolution Engine — interprets business definitions for efficient execution

e Command Engine — manages all engine capacities and job queues.

e Cache Management Engine — retrieves report data from caches and history lists

e Dynamic SQL Engine — generates optimized SQL for relational data sources

e Dynamic MDX Engine — generates optimized MDX for multi-dimensional cubes

e Freeform SQL Engine -- bridges business definitions with relational data sources

e Query Engine — directs data retrieval from the data sources

e Analytical Engine — performs additional calculations, cross-tabbing, and subtotaling of results

e  Formatting Engine — adds rich formatting and converts results to the required output format

e Monitoring Engine — displays and logs current Intelligence Server activity

e Scheduling Engine — gathers and runs reports attached to time and event schedules

The query flow described below follows a typical job request to run a standard report. To respond to this query,

Intelligence Server dynamically processes multiple tasks with coordination provided by the Command Engine.

MICROSTRATEGY PLATFORM ARCHITECTURE
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Figure 5.3 Schematic of a query through MicroStrategy Intelligence Server.

MicroStrategy Intelligence Server receives a logon request from any interface. The Security Engine authenticates
the user, and allocates the appropriate authorization. If third-party authentication is used, the Security Engine
receives authentication credentials from the third-party before providing the proper authorization information.
The user navigates through the available applications, folders, and business definitions to run a report. This
activity is serviced by the Object Browsing Engine. The information is retrieved from the metadata repository or
from caches via the Cache Management Engine.

If the metadata information is not cached, a connection is made to the metadata repository to retrieve the
required object definitions. These object definitions are cached in memory, and managed by the Cache
Management Engine.

When the user runs a report, the information is handed over to the Resolution Engine for analysis. If the Cache
Management Engine determines that a valid cache exists for this report, the cached result set is passed to the
Analytic Engine and Formatting Engine before the final formatted report is sent to the user.

If prompts are included, the Prompting Engine manages the user input, resolves the prompt answers, and hands
the information back to the Resolution Engine. Possible prompt answers are retrieved from cache if available.
Otherwise, a connection (not shown) to the data source is created via the Query Engine.

Once all required information is gathered for query generation, the Dynamic SQL Engine generates the
optimized SQL for the specific data source. For multi-dimensional cube data sources, the Dynamic MDX
generates optimized MDX.

The Dynamic SQL Engine hands the SQL to the Query Engine for execution against the data source.

The Query Engine connects to the relevant data source, and runs the query. If a valid connection is cached, that



connection is used to reduce overhead. Upon completion, the final report results are retrieved.

9. |If intermediate calculations are required that are not supported by the data source, intermediate data is
transferred back to the Query Engine, and handed over to Analytical Engine for processing.

10. The intermediate results are returned to the data source to complete the query. Steps 9 and 10 can be repeated
many times if necessary.

11. The report results are handed over to the Analytical Engine, which performs additional calculations, and applies
cross-tabbing, page-by, and aggregation according to the report layout.

12. The final result set is added to the report cache, and indexed by the Cache Management Engine. Other nodes
in a clustered environment are notified that this report cache is available. This result set is now available for any
matching requests from any user interface.

13. The Formatting Engine applies all the report formats — fonts, colors, images, thresholds, alignment, size, bands,
and graphs — and converts the data into the required output type — XML, PDF, Excel, CSV, and HTML. The XML
is cached and available for all other Web users.

14. The final formatted report is delivered to the user.

Throughout this process, the Command Engine allocates resources between different queries having different priorities
among different engines. When multiple users execute multiple reports with multiple priorities, the Command Engine
determines how each report will be processed. If a critical report is executed, the Command Engine can decide to
suspend the execution of lower priority reports to service the critical report. In addition, when a particular engine

comes under relatively heavier load, the Command Engine shifts processing threads to where they are required.

Engines Maximizes Flexibility, Code Efficiency While Maintaining Control
By bundling key processing logic into individual engines, Intelligence Server gains added agility to provide best-of-

breed performance and data integrity. The benefits of this architecture include:

e Flexibility
e Code Efficiency
e Scalability
e Consistent Data

e Improved Monitoring

Resources available to these engines can be increased automatically to maintain optimum performance under
changing system loads. Different engines provide the flexibility to interrupt processing to expedite higher priority
requests. Engines are reused and revisited improving the efficiency of the system. With no redundant functionality

among engines, consistency is enforced, the same security is always applied, and the same data is always presented.

5.3 AUTOMATIC RESOURCE ALLOCATION

MicroStrategy Intelligence Server is a fully multi-threaded application. Each engine is a discrete processing unit in
MicroStrategy Intelligence Server, and contains a dynamic number of processing threads to perform its tasks. With
multi-threaded processing units, each unit can support multiple users executing different reports asynchronously.
In addition, each processing unit can leverage all available processors in a multi-processor system, enhancing the

scalability and performance of Intelligence Server.

At startup, Intelligence Server assigns a specific number of processing threads to each engine. After startup, the
Command Engine dynamically reallocates threads from one engine to another as the demand for individual engines
varies depending on the nature of user activity and reports executed. This adaptive balancing of internal capacity ensures

effective use of available resources, and allows the MicroStrategy Bl platform to scale while maintaining performance.

MICROSTRATEGY PLATFORM ARCHITECTURE
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Figure 5.4 Threads are automatically moved to the SQL Engine from other engines to remove a SQL processing bottleneck.

For example, increased demand for reports that contain extensive analytical processing places a higher demand on the
Analytical Engine. If the results for most of these reports are cached, the Dynamic SQL Engine will be under a low load.
Intelligence Server may reallocate some of the Dynamic SQL Engine threads to the Analytical Engine to process more

analytical calculations in parallel. Automatic thread balancing is easily enabled or disabled in MicroStrategy Desktop.

5.4 64-BIT BUSINESS INTELLIGENCE

The amount of memory a business intelligence product can address is determined by the number of addressable
bits. The change from 32-bit to 64-bit is a fundamental alteration; for a Bl product to be fully 64-bit ready, not
only does it need to execute on a 64-bit Operating System, it also needs to port to 64-bits. While other Bl products
claim 64-bit capable, they may simply execute on 64-bit Operating Systems when in fact the applications are still
operating under 32-bit limitations. MicroStrategy Intelligence Server is a fully ported 64-bit Bl application supported
on 64-bit operating systems.

With fully ported 64-bit Intelligence Server, the capacity of each Intelligence Server instance is increased multi-fold.

The benefits include:

e Increased number of users
e Increased cache capacity, and hence improved performance
e Richer Bl applications through increased metadata capacity

e Reduced number of physical servers



MicroStrategy Technology Running in 64-bit Mode

Application Metadata Shared Caches ’ Working Space for 50,000 Active Users

Up to 16 TB of Addressable Memory

MicroStrategy Technology Running in 32-bit Mode 64-bit Benefits
e ) * Support richest of Bl applications
Application Metadata Shared Caches Working Space for 50,000
Active Users * With highest performance at scale

* For the most users
2 or 4 GB of Addressable Memory * On the fewest servers

Figure 5.5 Native 64-bit technology in MicroStrategy supercharges BI.

True 64-bit technology increases the amount of data that Intelligence Server can store and access in memory.
MicroStrategy 64-bit Bl technology seamlessly scales with the growth in users and data sizes while delivering ultra

high performance.

5.5 OPTIMIZED FOR HETEROGENEOUS DATA SOURCES

Business needs often dictate that information is retrieved from different data sources. A business intelligence server must
be able to communicate with any data source to fulfill these requests. However, different data sources have different
connectivity mechanisms, optimization techniques, and result formats. Intelligence Server integrates with all major data

sources, is optimized to extract data from these data sources, and can merge the data into a single document.
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Figure 5.6 Report Services documents contain data from heterogeneous data sources.
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Open Database Connectivity (ODBC)

The MicroStrategy Bl platform accesses many database systems using a common ODBC layer. MicroStrategy packages
wire protocol ODBC drivers which communicate directly to the database through the database’s own wire level
protocol, eliminating the need for installation of the database’s native networking drivers. This approach effectively

removes an entire communication layer, further improving system performance and reducing system complexity.

The use of traditional ODBC drivers and the database’s native networking drivers requires database client libraries
for each version of database accessed by the Bl application. By contrast, when using the MicroStrategy BI platform,
only one wire protocol ODBC driver per database brand is required. This dramatically reduces administrative
overhead and potential conflicts because one wire protocol ODBC driver services all database versions from

the same vendor.

MicroStrategy Others
( ODBC Application > ( ODBC Application >
APVANTAG ES (Wire Protocol ODBC Driver> (Traditional ODBC Driver>
Highest Performance

Streamlined Deployment

Bundled & Certified ﬁ ( Database Native API >

Reduced Maintenance *
Database

W

Database

Figure 5.7 Schematic representation of traditional ODBC drivers and wire protocol ODBC drivers.

Dynamic SQL Engine

Database vendors invest heavily in optimizing their Relational Database Management Systems (RDBMS) to keep
up with the proliferation of data. Each RDBMS provides many strategies to deal with this trend. The MicroStrategy
Bl platform, with its Relational OLAP (ROLAP) architecture, complements these strategies. MicroStrategy uses the
RDBMS for much of its processing, making the most of the RDBMS investment. No time-consuming and costly

additional processing is needed to load the data into a datamart or proprietary cube before users can access data.
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Figure 5.8 MicroStrategy automatically generates multi-pass SQL that is optimized for the specific database being used.



Since each database uses its own optimized Structured Query Language (SQL) syntax, a generic SQL statement
performs very differently on different database platforms. The performance difference can be orders of magnitude
depending on the complexity of the query. Intelligence Server generates optimized SQL syntax specific to each

database platform and version. MicroStrategy Intelligence Server optimizes performance in several ways:

e Multi-pass SQL
e Aggregate Awareness

e \ery Large Database (VLDB) properties

Dynamic MDX Engine

MicroStrategy’s Dynamic Multidimensional Expressions (MDX) Engine generates optimized MDX syntax for multi-
dimensional data sources. Firstly, MicroStrategy connects to SAP using high performance SAP Business Applications
Programming Interface (BAPI®) via Java Connectors. For other cube data sources, the connections will use extensible

markup language for analysis (XML/A) as a Simple Object Access Protocol (SOAP) interface over Web services.

MicroStrategy’s MDX is dynamically generated using the multi-dimensional models imported from SAP InfoCubes,
QueryCubes, Operational Data Store (ODS) objects, and from other multi-dimensional cubes. End users can access
all the information contained in these data stores directly through the MicroStrategy Bl platform. All existing levels,
characteristics, hierarchies, key figures, measures, variables, and structures in the cubes can be accessed by end
users, ensuring that development efforts are not duplicated. Drilling back into the multi-dimensional cube for more

data is automatic and transparent, without any programming or prior design of drill paths.

BAPI takes advantage of all SAP Business Information Warehouse (BW) capabilities, and provides an open,
platform-independent interface to access any information that is available through the SAP BW OLAP engine.
MicroStrategy is a certified Powered by SAP NetWeaver® and OLAP Business Applications Programming Interface
(BAPI) for SAP BW solution.

XML/A uses XML to transmit MDX queries to other multi-dimensional cubes on any platform, allowing access to
all data stores that comply with these standards. Using XMU/A, the MicroStrategy Bl platform fully utilizes OLAP
functionality within the multi-dimensional data sources.
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Figure 5.9 Accessing multiple SAP BW Instances together with other data sources.
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Freeform SQL Engine

The Freeform SQL Engine in Intelligence Server provides access to data stored in any format accessible by ODBC,
including Microsoft Excel files, CSV text files, and other operational databases of systems such as ERP systems, RFID
applications, Web Site tracking, Call Center tracking, and CRM systems. It embeds hand-crafted SQL statements directly
into the MicroStrategy Bl platform to leverage existing investments such as proprietary stored procedures and SQL
routines. Freeform SQL statements are subject to the full suite of security features in the MicroStrategy Bl platform.

Prompts can also be included, increasing the flexibility of the SQL statements.
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Figure 5.10 Freeform SQL provides the agility to inject prototype data prior to formal inclusion in the data warehouse.

Freeform SQL also provides the agility to rapidly inject information from new data sources into the MicroStrategy BI
platform. Prior to committing new processes to extract, transform, and load data from these new sources into the
enterprise data warehouse, new data can be retrieved using freeform SQL, and presented to business users through

existing reports in an already familiar environment and format.

Global Model of Business in MicroStrategy Metadata Objects

Data
Warehouse

i RFI Web Call C Camp
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Other Operational Systems

Data Marts

Figure 5.11 Direct access to operational data together with other data sources.




Joining Data from Different Data Sources

Data from each of the above distinct sources can be combined for integrated reporting. After optimization against
each different data source, the MicroStrategy Bl platform retrieves the data, and then collates and combines it into
a unified virtual dataset. When common data exist within the datasets, these are joined within the Intelligence
Server. When there is no common data, Intelligence Server builds the relationships internally instead of simply
performing a cross join. Unlike other Bl products, this approach optimizes memory usage, reduces processing time

and enhances performance.

\

2 Document
s
== Region Year Revenue Units Sold Profit
/ T \ Northeast 2003 $1,230,989 29,368 $298,472
Northeast 2004 $1,103,875 27,380 $266,107
Z Z = Central 2003 $942,718 22,049 $229,126
Central 2004 $830,552 20,492 $199,603

Datasets

Figure 5.12 Joining data from distinct data sources into a virtual dataset is automatic and efficient.

5.6 SOPHISTICATED ANALYSIS

It is not sufficient for an enterprise-class Bl platform simply to retrieve information from a data source. Business
users must be able to apply analytical richness to the data to gain additional insight for accurate, data-driven
corporate performance monitoring and decision making. MicroStrategy enables questions, such as how the
business is doing, what problems exist, how to solve them, and how to improve operations, to be asked at the

enterprise level with a consolidated view. To achieve this, the MicroStrategy Bl platform:

e Supports a wide range of analytical functions

e Applies these functions across all data sources in the enterprise
e Supports commonly used analytical techniques

e Performs predictive data mining

e Offers rich presentation methods for easy data consumption

Metrics and key performance indicators available in the MicroStrategy Bl platform range from simple aggregations,
and counts to advanced financial and statistical models and predictive data mining analysis. With more than 270
analytical functions and operators, MicroStrategy empowers organizations for better monitoring, reporting,

and analysis.
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Figure 5.13 MicroStrategy analysis can be as sophisticated as required. This example shows the Black-Scholes option pricing model.

Prompts Control the Scope of Analysis
The Prompt Engine interacts with end users to manage all the prompts contained in a report. MicroStrategy prompting
allows the user to dynamically control the complete scope of an analysis, not just the filtering criteria. An analysis can be

made more comprehensive or more focused by answering simple questions like When, Where, Who, What, and How.

Prompts expand the potential analysis of a single report definition by giving users the flexibility to decide what
attributes and metrics to include when the report is run. Users have the flexibility to expand the scope of their
analysis to any part of the enterprise data warehouse dynamically, without the need for new reports to be created.
Prompts also focus the analytical process by having users provide filtering criteria that limit the cross-section of the

enterprise data warehouse to include in the analysis.

How

MicroStrategy Prompting

Wh Wh . ) .

y en e Which attributes and/or metrics?
e What elements of an attribute?
e What values of a metric?
/ e What level of a metric?
Who What

Figure 5.14 Control scope of analysis with MicroStrategy prompting.

Flexible Aggregation Defines the Level of Analysis

An important aspect of analysis is the level at which individual metrics are aggregated. In many cases, specific
groups are compared against their entire peer groups. For example, following an advertising campaign targeted
at Boston, New York, and Washington, D.C., the marketing analyst can use MicroStrategy to conduct cross strata

analysis as follows:



Boston
New York
Washington, DC

Boston
New York
Washington, DC

Boston
New York
Washington, DC

Bridgeport
New York Washington, DC
New Providence Philadelphia
Boston Wilmington Manchester

Al Cities
in Northeast

All Cities
in Northeast this Year

Figure 5.15 Flexible aggregation powers a single report for comparative analysis at different levels.

Each analysis above sheds new light on the impact of the campaign. With other Bl products, multiple reports will
be defined with complex custom SQL coding to answer each question. MicroStrategy prompts provide users the
flexibility to choose, “on the fly”, the level at which a specific group should be compared. In all circumstances, data

security continues to be enforced.

Additional Enrichment of Data in the Analysis

MicroStrategy Intelligence Server shares analytical processing with the database platform. When the database natively
supports a function, it is included directly in the SQL query. If the database platform does not support a function directly,
Intelligence Server first attempts to translate the function into a formula that the database can support. If a translation is
not possible, the data is retrieved, and passed to the Analytical Engine. The Analytical Engine uses the internal functions
to calculate the metric, adds it to the data set, and formats the data before sending the results to the user. Intelligence
Server dynamically performs these tasks without any intervention from the administrator or user. This automatic

mechanism answers all user questions, regardless of whether the database supports the underlying analytical function.

Business users often need to define their own data groups or clusters of data elements, irrespective of how data is
grouped in the database. The data schema within the database cannot always satisfy dynamic business needs. For
example, users might want to find the Top 10% of the most profitable customers by different attributes displayed in
separate rows on a report. Since this data changes every time new data is loaded into the data warehouse, maintaining
this groupings in the database causes significant additional overhead. Intelligence Server solves this problem with Custom
Grouping and Consolidations, in which attributes can be grouped into sets that define specific segments without

modification to the underlying data. Complex segmentation SQL is automatically generated without end-user coding.

Standard set operations — union, intersection, exclusion, and difference — can be applied across more than one
attribute set to refine the segmentation criterion. This is called Set Analysis. For example, in order to isolate a list

of target customers for a promotional campaign, sets of attributes can be used to identify customers who have
purchased the promotional items or products with a high correlation to the promotional items. Using these multiple
sets, a marketing department can isolate target customers, and coordinate supporting activities with stores and

suppliers to work towards a successful campaign.

o
o

MICROSTRATEGY PLATFORM ARCHITECTURE



CHAPTER 5: MICROSTRATEGY INTELLIGENCE SERVER ARCHITECTURE

Increase ———»  Customers Who Previous
TV Sales Bought TVs Target Customers Campaign Yield
- by Region

Customers Who
_y Purchased Related > Inventory
Products Needed

Current
Inventory

Figure 5.16 Set Analysis to segment a list of target customers for a TV promotion.

Iterative Analysis Technology

Iterative analysis is the dynamic mechanism that represents the continuous interaction and advanced analytical
techniques between Intelligence Server and the database. MicroStrategy uses this approach when complex
questions cannot be answered using only the database, or when a complex question that requires several steps
cannot be answered by a simple SQL query. Not only does the Intelligence Server automatically invoke iterative
analysis when required, it also dynamically decides the most optimal location to perform the calculations, based on
its own strengths and the database strengths, while minimizing data transfer. The MicroStrategy BI platform is the

only Bl platform in the industry that performs iterative analysis.

ANALYTICAL ENGINE

Perform running Perform statistical
Q contribution qualification to computation to determine
segment customers who products that are in the top

QQ make top 10% of profit 5% by profit

Join to product table to
find products being
purchased by most
profitable customers

DATA SOURCES

3

Join to supplier table to
find suppliers of these
products

Figure 5.17 Complex iterative analysis is automated and simple without user coding.

Data Mining Integration into Enterprise Bl

Data mining is the process of sifting through large amounts of historical data in search of hidden patterns and
predictive information using statistical analysis, modeling techniques, machine learning, and database technologies.
In other Bl architectures, organizations are limited to historic analysis within a Business Intelligence solution, and
are forced to perform predictive analysis in a separate system. With MicroStrategy, data mining scoring is fully
integrated into mainstream business intelligence. This complete integration elevates the availability of predictive

metrics to all decision makers and business users.

The integration of data mining models from other applications is accomplished by importing Predictive Model

Markup Language (PMML) into the metadata repository, and automatically creating a predictive metric. PMML is an



XML-based industry standard developed by the Data Mining Group (DMG) to describe predictive models. It supports

a number of different data mining algorithms, including Neural Networks, Clustering, Regression, Decision Trees,

and Association. MicroStrategy is the first Business Intelligence platform to support the PMML standard. Predictive

models are still developed in specialized data mining applications; MicroStrategy manages the data scoring and

distribution of the results across the enterprise.
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Figure 5.18 Predictive Model Markup Language creates MicroStrategy data mining metrics.

MicroStrategy Contains the Broadest Analytical Capabilities

The following table contains examples of the analytical capabilities available in the MicroStrategy Bl platform. BI

applications use these capabilities to add analytical richness to enterprise data.

Type of Analysis

MicroStrategy Analytics

Description

Data Summarization

Sum, counts, variance,
mean, mode, median

Summarization allows users to have an overview of their business
performance. For example, users can view histograms of customer
spending by product or age.

Time Series Analysis

Running and moving
averages, TY-LY, MTD, YTD,
transformations

Time Series Analyses allow users to dynamically compare data from various
time periods. For example, users can accurately forecast future purchasing
behavior using regression analysis or chart the 12-month moving average
of the stock price.

Segmentation
Analysis

Custom groups,
consolidations, deciling,
pareto analysis

Segmentation Analyses permit users to pull together data elements from
any dimension in a database, and cluster them as one customized group.
For example, enterprises want to segment their customers by many different
attributes, such as age, gender or income, so that specific products can be
promoted to the appropriate customer segments.

Conditional Analysis

Attribute comparisons, value
and percentage ranking

Conditional Analyses permit users to analyze data through a set of “What
If” scenarios. For example, users can compare ship and order dates to
calculate order fulfillment performance.

Affinity Analysis

Correlation, market basket
analysis, attribute affinity

Affinity Analyses allow users to discover hidden relationships between
business variables. For example, users may discover that certain products
sell better with other products during a specific day of the week.

Hypothesis Testing

Normal distribution,
probability, confidence
intervals, p-Values

Hypothesis Testing allows users to draw conclusions from sample data. For
example, the following questions can be investigated: Do certain colors
sell better in different cities? Do female customers respond better to direct
mail campaigns?

Predictive Analysis

Neural networks, clustering,
regression, trees

Predictive Analysis allows users to discover key business drivers, and
analyze their trends for proactive decision making.

Figure 5.19 The MicroStrategy Bl platform supports a broad range of analytical applications.
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5.7 CLUSTER-CAPABLE INTELLIGENCE SERVER

In clustering, a group of independent systems, called nodes, work together as a single system. In the MicroStrategy
Bl platform, multiple Intelligence Servers running on separate machines are clustered to work together as a single
logical system. Each MicroStrategy Intelligence Server is cluster-capable out-of-the-box, and requires no additional
third-party software. Compared to the clustering architectures used by other Bl products, the MicroStrategy

Intelligence Server cluster is an all-active peer-to-peer configuration, and is built to minimize resource overhead.

This autonomous configuration minimizes the network traffic by requiring no central management service for clustering.

The communication between each node is highly tuned, allowing for maximum information density per communication.

The features of Intelligence Server clustering include:

e Flexible Load Balancing
e Automatic Failover and Fallback

e Dynamic Asymmetric Clustering

Shared Data and Definitions maintain Single Version of Truth

Each node in a MicroStrategy Intelligence Server cluster connects to the same metadata repository as the other
nodes, ensuring that Bl users, applications, business definitions, security, data, and caches are identical for all nodes
in the cluster. Report results are always the same regardless of which node executes the report. Even when new or
updated definitions are added to a node, any changes are immediately available to all nodes within the cluster. This

ensures data integrity, and provides a single version of the truth.

Adding nodes to a single Intelligence Server deployment or to an existing cluster requires minimal administrative effort.
Aside from simply ensuring that each Intelligence Server node can access the other nodes via the network, a new node
simply needs to load the same Server Definition in the MicroStrategy Metadata Repository. Modifying cluster membership

is easy and straightforward using either MicroStrategy Desktop or MicroStrategy Administrator's Command Manager.
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Figure 5.20 All nodes share the same security, business definitions, data, caches, and users, ensuring a single version of the truth
for all business terms and measures.



5.8 MuULTI-LEVEL SHARED CACHING

Caching is the process of temporarily storing data in the Bl platform in memory or on disk, closer to users, to reduce
the processing time of job requests. Rather than going to the database for each query, a Bl system can leverage
cached data of previous job requests for subsequent requests. These job requests include browsing metadata,
providing prompt answers, and running or creating reports. As the number of business intelligence users increases,
the chances that two users will request the same information increases. As more users enter the system and create

more caches, average system response time decreases.

Average Response Time

8} Number of Users :/ ;z \:

Figure 5.21 Caching dramatically reduces average response time.

While other Bl products may simply provide report caching, the MicroStrategy Bl platform implements multi-level
shared caching. At each strategic point in a user interaction, key data is cached to boost performance. The result
is a significantly improved end-user experience and best-of-breed Bl performance. The types of MicroStrategy BI

platform caching are:

e Metadata Object Caching
e Attribute Element Caching
e Database Connection Caching

e Report and Report XML Caching

In addition, within a clustered Intelligence Server configuration, caches are synchronized across clustered nodes
without massive data transfer between nodes, and users connected to one Intelligence Server node benefit from

the caches stored by another Intelligence Server node.

Report Cache Creation and Delivery

Caching is only effective if the correct data is served. As a part of the MicroStrategy Bl platform’s integrated
security, Intelligence Server ensures that only the right cache is served to the right users. MicroStrategy uses a
sophisticated cache-matching algorithm that matches not only the components of caches or Intelligent Cubes, but
also the versions of those components and the user’s security context. Examples of information that identifies a

cache include:

e Report ID or Intelligent Cube ID
e Report version ID or Intelligent Cube version ID

e Template ID

MICROSTRATEGY PLATFORM ARCHITECTURE
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e Template version ID
e Filter ID

e Filter version ID

e Security filter ID

e Prompt answers

Upon receiving a report request, Intelligence Server verifies that the user is sufficiently authorized through privileges,
permissions and the access control list of the objects requested. If caching is enabled for the report request,
Intelligence Server proceeds to verify if there is a valid cache for the request using a well tuned hash table. The use

of a hash table compresses all subsequent logical verification steps into a single fast and accurate step.

The details of the logical steps are shown in the following diagram. Only after a number of verification checkpoints,
including verifying the security context, are cached data returned to the user. The security context includes the
user’s security filter, user’s database login, and the user’s connection mapping. If a cache is not available, Intelligence
Server automatically generates a highly optimized query against the data source on behalf of the user. This

implementation dramatically speeds up cache matching and performance.

Well Tuned Hash Table
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Figure 5.22 Intelligence Server cache matching algorithm ensures correct caches are used.

Cache Management is Automatic and Transparent

MicroStrategy Intelligence Server automatically optimizes and maintains all caches. The Cache Management Engine
in Intelligence Server automatically tunes in-memory cached data to meet user, and manages the amount of
memory resources used for caches. When this exceeds the configurable value, caches are off loaded onto disk using
a Least Recently Used policy. In this manner, the highest number of most frequently used caches are maintained in
memory. Compared to on-disk cached data, in-memory cached data provides a much higher degree of performance

boost, and Intelligence Server ensures that the most popular cached data remain in memory for maximum benefit.

Caches are automatically updated whenever any underlying object of a particular cache is changed. For example,
if the definition of a metric is altered, the new definition is propagated to all reports and other objects using
that metric, and all caches affected by the change are automatically invalidated. These caches are automatically

recreated the next time the reports or prompts are run.

When Intelligence Servers are clustered together, every cache created by any node in the cluster is available for
all clustered machines. The cache hash lookup table on all the nodes is automatically synchronized, making every

cache available to users on all nodes.



Intelligence Server statistics provide information on the most frequently used reports, reports with the largest result
sizes and reports with the longest query execution times. Caches for these reports can be created during off-peak
hours using Intelligence Server scheduling. Administrators can schedule reports to be cached based on time or event
triggers. For example, whenever new data is loaded into the enterprise data warehouse, an event can be triggered

for Intelligence Server to update related caches.

As the number of reports in a Bl application grows, ensuring that the latest data is cached and used becomes more
difficult. Some Bl products simply purge all cached data, and rebuild all caches from scratch when more data is
added to the data warehouse. MicroStrategy Intelligence Server provides a means to integrate with different data
loading processes, especially if they update different tables. Only cache files that use these tables are purged and
recreated, while the remaining caches are left intact. This maximizes the utilization of existing caches by minimizing

redundant cache updates.

Invalidate Caches with Data from Invalidate Caches with Data from
East Coast Revenue Table West Coast Revenue Table
6 PM EST Load 6 PM PST Load
Updates East Coast Revenue Table Updates West Coast Revenue Table

Figure 5.23 Table-based cache invalidation synchronizes caches with data sources.

ROLAP complementing Intelligent Cubes

Most Bl vendors use custom-made proprietary cube databases that are complicated to build and only hold
relatively small data volumes for cube analysis. As the demand for more Bl applications, more users and

more sophisticated analysis grows, hundreds, even thousands, of overlapping cubes are needed to cover all
combinations of data subsets, summarization levels, and security profiles for different users across multiple
applications. These ever-growing collections of cubes, or “cube farms”, create an immense burden on IT
departments that generate the cubes, pre-calculate the summarizations, distribute them to users, and retire them

when their data become outdated.

By contrast, MicroStrategy uses a ROLAP architecture that models the structure of the data sources as relational
multidimensional structures inside the metadata repository. This approach provides the same standard OLAP
functionality found in cube-based solutions — cross-tab, page-by, pivot, sort, filter, and drill — but the entire breadth
and depth of the data warehouse is available for analysis with no complex steps needed by IT. No further extraction
of data into a limited and proprietary structure is needed. The previous tradeoff for a ROLAP-only approach
(somewhat slower response-times due to the vast amount of data that can be processed) is eliminated with

Intelligent Cubes.

N
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Bl CUBE FARMS INTELLIGENT CUBES
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Figure 5.24 Intelligent Cubes enhance performance while providing break-through access.

No Separate Cube Creation Process

IT administrators of other Bl software products spend most of their time managing and updating cubes in various
locations, such as user desktops, Web servers, and file servers. Cube data is duplicated across all these locations,

and this quickly becomes impossible to manage and keep synchronized with the latest data. MicroStrategy OLAP
Services delivers fast OLAP by automatically creating and populating Intelligent Cubes in report cache files for use

across the entire enterprise.

Intelligent Cubes are designed by the same end-user report creation process. Designers place related business
definitions together, insert any required analytics, and scope out the dataset using filtering. New Intelligent Cubes
are either manually created by simply executing the source report or automatically when the report is scheduled.

Once created, the Intelligence Cubes are loaded into memory automatically when needed and discarded when not.

Intelligent Cube definitions are stored in the centralized metadata, and are automatically created and removed —
with cube data always up-to-date and synchronized — without an administrator’s involvement. Given that Intelligent
Cubes are part of the entire cache refresh system, refreshing Intelligent Cubes can be made an automatic part of
the Data Load process. Updating Intelligent Cubes is seamless, injecting flexibility, simplicity, and speed into the

MicroStrategy Bl platform, and leading to a high performance analysis environment.

Speed-of-Thought Analysis
Intelligent Cubes access data stored directly in memory in Intelligence Server. Full analytical reporting is performed
without accessing the data warehouse with every request. This provides a dramatic boost in performance, as the

responses to data manipulation occur almost immediately.

Even though the dataset within the cached subset is bounded by the report definition, users retain access to the
entire data warehouse when needed. Unlike other Bl products, MicroStrategy OLAP Services automatically detects
queries outside of the cached subset, and generates a highly optimized query against the specific data source to
retrieve the additional data. This process works behind the scenes, and is seamless to the end-user. From the end-
user's perspective, accessing data from an Intelligent Cube, from a report cache, or reaching through to the data
source is transparent. With Intelligent Cubes from OLAP Services, the MicroStrategy Bl platform embeds Speed-of-

Thought analysis.
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Figure 5.25 Drilling within and outside of Intelligent Cubes is seamless, embedding speed-of-thought analysis.

The following report manipulations are extremely fast because they are executed directly against Intelligent Cubes,

without generating additional SQL queries:

e Drilling

e Pivoting
e Page-by
e Sorting

e Subtotals

e Adding derived metrics and calculations

e Modifying column labels (column aliasing)

e Adding/removing information from the report view
e Filtering report cache results

e Formatting the report view

e Outline mode

e Banding

e Reset data to original report

5.9 SCHEDULING REPORTS AND ADMINISTRATIVE TASKS

Scheduling is the process in which tasks are automatically executed at a specific time or after an event occurs. The
MicroStrategy Bl platform is designed for both scenarios. This integrates the MicroStrategy Bl platform into existing
business processes, and automates tasks within Intelligence Server. While other Bl products only provide for the
scheduling of report executions, the Intelligence Server also enables the scheduling of administrative tasks. The

following tasks are available for scheduling within Intelligence Server:

e Report Execution
e Cache Management
e History List Message Management

e  Project Status Management

MICROSTRATEGY PLATFORM ARCHITECTURE
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Frequently updated reports can be scheduled to automatically execute after each new data load or at specified
times. As part of a regularly timed data load, Intelligence Server automatically executes reports at specified times.
In scenarios where the data load process is less predictable, the data load process can fire off an event which
automatically triggers report executions within Intelligence Server. Similarly, various administrative tasks can be
scheduled. For example, when business usage cycles are demarked by time or by event, Intelligence Server can

automatically off-load or load projects, invalidate caches or delete user History List messages.

5.10 EXPORTING DATA

While other Bl products provide limited options to export data, the MicroStrategy Bl platform offers numerous

options. Within the MicroStrategy BI platform, users can export their report results into various formats:

e HTML

e Microsoft Excel (No formatting, with formatting, or CSV files)
e PDF file

e Microsoft Word

e Microsoft Access

e Text file (Comma, Tab, Semi-colon, or Space delimited)

These different formats are useful for different purposes. For example, PDF documents are often used for presentation
quality data summaries suitable for executive review. Excel documents are useful for offline data analyses, and are
also strongly preferred by finance departments who are skilled at using Microsoft Excel. Using sophisticated analysis
within the MicroStrategy Bl platform, users can build data subsets for users in other systems. Microsoft Access format,
delimited data formats or datamarts are often used to handle large data sets such as address lists where a customized

subset of the data is needed for use in third-party applications, such as a campaign management tool.

When exporting data into Microsoft Excel workbooks, reports can be associated with the MicroStrategy Bl platform
using MicroStrategy Office; when underlying data is updated, the report results in the Microsoft Excel workbooks
can be updated. In addition, with graph reports, grid data can be exported in addition to the graph representation.
This functionality is called “Live Charts”. By the inclusion of the raw grid data within Microsoft Excel, a dynamic

workbook is generated, giving users opportunities to further analyze the data while offline.

Datamarts

With access to the entire data warehouse along with sophisticated analysis from the MicroStrategy Bl platform,
users are often keen to use analysis results in other applications within the enterprise. When result sets are

large, writing the results back into database tables as datamarts provides a convenient path to making the data
accessible to different applications. To optimize this process, the Intelligence Server utilizes parameterized queries,
and provides a list of user configurable options. This flexibility allows for maximum customization to any specific
database environment, ensuring maximum performance. As datamart reports can also be scheduled just like any

other report, this workflow can be triggered along with data loads.

CREATE [Table Qualifier] TABLE [Table Descriptor][Table Prefix] <table_name>
[Table Option] ( <column_expressions> ) [Table Space][Create Post String]

Figure 5.26 Customizable parameters within [ ] brackets provide maximum flexibility and performance.



5.11 FORMATTING DATA

Once all report data processing is complete, Intelligence Server formats the data using a highly sophisticated
formatting engine. Each cell within the result data is formatted accordingly. The following are available cell

formatting options within the MicroStrategy Bl platform:

e Number Format — General, Fixed, Currency, Date, Time, Percent, Fraction, Scientific, Special, Zip Code,
Telephone, Custom

e Alignment — Text Alignment: Vertical or Horizontal, Wrap Control

e Font - Type, Language Script (Character Sets), Size, Bold, Italic, Strikeout, Underline, Color

e Border — Line Style, Location: Top, Bottom, Left, Right, Color

e Background — Fill Color, Pattern Color, Pattern

As each cell can represent data at an intersection of business definitions, the formatting engine combines
information from multiple business definitions to create the final report presentation. The final format of a single
cell'is built from five different formatting layers, with the lowest level overriding higher levels. The levels are listed

below, with the highest level listed first:

1. Pre-defined formats in Autostyles
Metric Formatting
Report Banding Formatting

Custom Group Element / Consolidation Element Formatting

v weN

Report Thresholds Formatting

1. Autostyle 2. Metric Formatting 3. Banding 4. Custom Group/ 5. Thresholds
Consolidation Element

Figure 5.27 Five layers of formatting definition in MicroStrategy grids.

An Autostyle is a set of pre-defined format styles provided by the MicroStrategy Bl platform. It consists of a
collection of formatting definitions for different sections in a report. These include row-level headers, row-level
values, column-level headers, column-level values, metric headers, metric values, subtotal headers, and subtotal
values. Within the MicroStrategy BI platform, users are able to create their own custom-defined Autostyles. The
other formatting layers are controlled by formatting information within specific business definitions such as metric,
custom groups, consolidation, and reports. These 5 layers of formatting information enable the MicroStrategy BI
platform to provide highly sophisticated formatting for final report presentation within MicroStrategy Desktop,

MicroStrategy Web using XML or any of the export formats listed in the exporting section above.

5.12 SIMPLIFIED CENTRAL ADMINISTRATION

The administration of the MicroStrategy BI platform is centrally located at the Intelligence Server. Unlike other
Bl platforms, the Intelligence Server components and services were built organically. As a result, there is a single

unified administration interface within MicroStrategy Desktop, and full-featured, integrated scripting support from
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MicroStrategy Administrator — Command Manager. The administration of Intelligence Server is comprised of two

main components:

e Monitor

e Control

Together, these two components provide full oversight into the MicroStrategy Bl platform.

Monitoring Gives Instant insight
MicroStrategy Intelligence Server provides real time system information in all aspects of the platform. From

MicroStrategy Desktop, various information feeds such as the following are available:

e Jobs
e Projects
e Users

e Database Connections
e Scheduled Jobs
e Caches

e Clusters

Each of these monitors provides details on the number of items and a snapshot of their statuses. For example: The
Job Monitor below shows 4 jobs currently executing. The user executing the report “Top 10 Profitable Products”

is currently providing prompt answers. A document called “Customer Analysis Scorecard” is currently executing
with two child reports named “Q3 Top 10 Most Profitable Products” and “Q3 Top 10 Customers by Profit”. All of
these reports are executed by the user “Administrator” connected to the project “Customer Analysis Module”. The

reports are submitted within a short time of each other and from the same client machine.
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Figure 5.28 The Job Monitor provides real time details on report executions.

Similarly, another example is the Cache Monitor. This monitor provides real time insight into what caches are

available and their states. Below, there are 5 caches. The cache monitor reflects the projects in which their reports

reside, the cache sizes, statuses, and creation times, and details on how many times each cache was used.
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The status of each cache is also listed in the cache monitor. This provides additional insight into how the caches can

be used. The following is a list of cache statuses:

Ready: Cache can be used.

Processing: Cache is being created.

Invalid: Cache cannot be used because the report definition has changed.
Expired: Cache cannot be used because it is too old.

Filed: Cache is written to disk.

Loaded: Cache is in memory.

Dirty: Cache in memory is newer than cache on disk.

Updated: Cache has been updated.

In addition to real time data, Intelligence Server also logs historical usage statistics, allowing comprehensive analysis

of system usage.

Take Action With Controls for Maximum Efficiency

By default, Intelligence Server is already preconfigured, however, it is also designed with various levers and controls

at numerous levels and components, allowing the BI platform to be configured and optimized for any deployment

scenario. Complementing the extensive amount of monitoring information available, Intelligence Server provides full

control into the business intelligence system to maximize the system’s efficiency. Control of the Intelligence Server

can be broken down into three main categories: Server Workload, Memory and Prioritization.

Administrators can control the following in order to govern the server workload:

Number of Network Threads

Maximum number of executing jobs

Maximum number of user sessions and per project
Maximum number of jobs per project, user, or session.
Number of database connections

User idle time

SQL cancel

Maximum report execution time

Maximum recent reports for manipulation

Project Failover Latency

Configuration Recovery Latency

Memory management is a key requirement for an enterprise class platform. MicroStrategy Intelligence Server

governs memory usage through the following parameters:

Report execution size

Number of rows returned

Number of elements returned

Maximum number of XML cells

Maximum number of XML drill paths

Maximum memory consumption for XML, PDF, and Excel
Maximum RAM usage for object cache

Maximum RAM usage for report cache

Maximum number of caches
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e Maximum RAM usage for element cache

e Maximum RAM usage for Intelligence Server process

e Minimum reserved RAM for external processes

e Minimum machine free RAM

e Maximum Intelligence Server use of virtual address space

e Maximum Single Allocation Size

e Memory Request Idle Time

e Maximum RAM usage for Working Set
e Cache Lookup Cleanup Frequency

e Maximum number of messages per user
e Maximum message lifetime

e Maximum Attribute Elements to Display

Prioritization of report requests is critical to ensure that users receive the level of service appropriate to their
positions. Without this capability, a CEO would need to wait at the end of the queue before his or her requests

are processed. To avoid such scenarios, all requests must be prioritized, and routed through a central server. The

Intelligence Server prioritizes jobs based on:

e Report cost

e User groups

e Projects

e Request type

e Application type
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Figure 5.30 Parameterized processing threads provide flexible report request prioritization.




By combining the wealth of information available via monitoring and near real time statistics, together with the
capability of scripting control actions, MicroStrategy Intelligence Server provides the foundation for sophisticated

system administration.

5.13 SUMMARY

MicroStrategy Intelligence Server provides enterprises with one central location for all user querying, reporting,
and advanced analysis needs. With optimized query generation for different data sources, multi-level caching,
Intelligent Cube architecture, and a fully optimized 64-bit technology, end-users can easily perform the most
sophisticated analysis on data reaching through to the entire enterprise data warehouse while experiencing great
performance and report interactivity. In addition, Intelligence Server's clustering, caching, monitoring, and control
enable enterprises to scale to multiple terabytes of data and thousands of users as well as ensure a 24x7 fault

tolerant environment.
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MicroStrategy Web is the primary business user interface of the MicroStrategy Bl platform. MicroStrategy’s Web
architecture provides a single, consistent interface to all users whether the Bl application is departmental and internal,
or an extranet application deployed to hundreds of thousands of users. MicroStrategy Web allows business users of

any skill level to move fluidly between all styles of Bl to satisfy their reporting, analysis, and monitoring needs.

Across all industries, styles of Bl and deployment profiles, customers demand a Bl Web architecture that is:

e High performing and scalable
e Secure, yet extremely simple to deploy and maintain
e Asintuitive and interactive as the best desktop applications

e Easily integrated with existing systems, software and hardware

6.1 CoORE DESIGN PRINCIPLES

With over 15 years of experience supporting the most demanding Bl applications, MicroStrategy delivers a unified
Bl platform and Web architecture that is proven to meet these customer requirements. MicroStrategy ensures

customer success by rigorously adhering to five fundamental design principles:

e Be a part of a Service-Oriented Architecture for BI

e Use open standards in a layered architecture

e Build a platform-independent architecture on a single code base
e Ensure data security for all users

e Provide robust user interactivity with a no compromise, zero footprint interface

6.2 OPTIMIZE PERFORMANCE WITH A SERVICE-ORIENTED
ARCHITECTURE

MicroStrategy Web is the primary user interface of the broader MicroStrategy Bl platform. Before discussing
the Web architecture in detail, a brief review of how MicroStrategy Web fits into MicroStrategy’s multi-tier Bl

architecture is useful. A Web-based deployment of MicroStrategy’s Bl platform consists of four primary tiers:

1. Data sources, which can be a relational database, ERP system, MDX cube, flat files or a combination of these.

2. MicroStrategy Intelligence Server, operating on a wide variety of hardware and operating system combinations.

3. MicroStrategy Web, operating on a wide variety of application server, Web server, and operating system
combinations.

4. A Web browser operating on an end user’s computer.

o]
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MicroStrategy’s Bl architecture optimizes the distribution of work across all four tiers in order to provide business
users with the best possible performance. Jobs are distributed to the tier which can perform them most efficiently,

minimizing the hardware and database resources required for the Bl deployment.

MicroStrategy’s Web Architecture Provides the Fastest Response Times by Distributing
User Requests and Performing Work Where It Can Be Done Most Efficiently

User Interactivity Optimized for
Ease of Use and Performance

Tiers within Layered
MicroStrategy Architecture

Enabling Technologies and
Design Features

Web Browser on Business Javascript Format pixel-perfect reports
User Computer HTML/DHTMUxHTML Design enterprise reports
CSS WYSIWYG editing of reports

HTTP and HTTPS
Manage current state of report

MicroStrategy Web Object oriented Java architecture Cache styles and select Metadata
Operates identically in J2EE and ASPnet objects and user information
XML converted to HTML/Javascript Connection pooling
Web services enabled v

TCP/IP transfer of encrypted XML, PDF, or Excel file Data slicing (incremental data retrieval)

MicroStrategy Intelligence Optimized SQL and MDX generation Pivot

Server Multi-dimensional caches Drill within cube
Analysis engine Create additional calculations
Multi data source data joining Join data from multiple sources

ODBC and BAPI/XMLA
Drill anywhere

Any Relational Data Source
Data Sources Yy Ad hoc request
MDX Data Sources
. Real-time data updates
Flat Files

Figure 6.1 MicroStrategy’'s multi-tier Bl architecture optimizes performance by distributing work to the tier which can process it
most efficiently.

MicroStrategy Web’s Role in the Multi-Tier Architecture

At the highest level, MicroStrategy Web serves two primary roles within the multi-tier MicroStrategy architecture:

e Translate end user actions into requests for information from Intelligence Server.

e Present end users with all the information, formatting, and interactivity provided by Intelligence Server.

The following high-level steps describe MicroStrategy Web's role in processing a user request:

1. Business users access MicroStrategy Web through their Web browser via a standard http(s) connection to a Web
server. These user actions generate requests that are transmitted back to MicroStrategy Web.

2. MicroStrategy Web translates user actions into XML requests that are transmitted via TCP/IP to Intelligence
Server. These requests may be for report results, metadata object definitions, or ad hoc calculations.

3. Intelligence Server retrieves data from data warehouses, operational systems, cubes, and the metadata
repository, adds analytical richness to the data, and formats it.

4. Intelligence Server returns report results, formatting, security privileges, and other information to MicroStrategy
Web in an XML format.

5. MicroStrategy Web translates the XML data into Web pages with all the appropriate information, formatting,

layout, and BI functionality.
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Figure 6.2 MicroStrategy Web handles all communications between end users and MicroStrategy Intelligence Server.

Many requests can be satisfied by MicroStrategy Web without communicating with Intelligence Server, and most user

interactions and job requests occur with sub-second responses for hundreds or thousands of users simultaneously.

6.3 OPEN, LAYERED DESIGN OPTIMIZES PERFORMANECE,
INTEGRATION, AND CUSTOMIZATION

MicroStrategy Web's internal architecture consists of JavaBeans, Java classes, XML files, a servlet or ASP.NET
container, and a thin layer of either ASPNET pages or JSP pages. This architecture allows MicroStrategy Web to
operate on virtually any operating system, application server, and Web server combination. MicroStrategy Web is

installed on the server that hosts the application server.

The layered architecture separates the data access logic from the presentation and control logic, providing a more
efficient internal workflow. Additionally, interface and application customizations are much simpler, since the cleanly

layered architecture isolates modifications to a single layer of the architecture.

i 1 e Arranges reusable JSP or ASPNET files as content on
Presentation Layer ‘ web pages

(ASPNET or .JSP) e Choice of J2EE or ASPNET environments

Transform Layer : ‘ o Refines data to account for user preferences an privileges
(Java) o Generates HTML/DHTML/JavaScript

\
J

e Contains Java Beans representing page level objects, such
as reports and folders
e Exposure user-level event on that data

Information Layer
(Java)

,
C

‘ e Converts XML into a rich API of interconnected objects

‘ e Requests and receives data from Intelligence Server

Figure 6.3 The MicroStrategy Web architecture provides distinct functional layers for more efficient processing of requests, and
easy customization and integration.
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The Communication Layer Interacts with Intelligence Server
The lowest layer of the Web architecture is the Communication Layer that manages the communication between
MicroStrategy Intelligence Server and MicroStrategy Web. All messages are passed using an efficient XML structure

that maximizes the throughput of Web requests.

The Function Layer Translates Requests into XML

The Function Layer sits above the Communication Layer and performs two primary jobs:

e Converts the XML returned by Intelligence Server into interconnected objects for use by other layers.
e Translates object interactions (for operations such as pivot, page-by, prompt, drill, and search) into requests for

data from Intelligence Server submitted through the Communication Layer.

The Information Layer Instantiates All Web Data and Functionality

The Information Layer gathers the data and available functionality for a report, and forms self-contained
MicroStrategy Java Beans, called “Web beans”. A Web bean for a report provides the report data as well as the
methods and properties necessary to pivot report grids, sort the data, and expose other report interactions. That
is, in the context of a Model-View-Controller design paradigm, a Web bean is a miniature, combined Model and
Controller object. It is a Model object in that it represents a high-level data concept (such as a report). It also fulfills
the role of a Controller by coordinating the use of several Web objects to fulfill the collection of XML, and by

managing the transform objects which are the View objects.

The Transform Layer Converts Web Bean Information into Output Formats
The Transform Layer combines Bl information contained in the Web beans with transform styles to create report

output formats. This layer also manages user preferences, and enforces user security privileges on the Web server.

The Presentation Layer Constructs the Final Web Page

The Presentation Layer defines the final Web page layout that is presented to the end user. It organizes the page sections
such as header, page-by, grid, toolbar, footer, left panel and right panel, and identifies where the data from the Web
bean should be rendered in those sections. A single Controller, used by either an ASPNET or Java servlet, controls overall

page execution, and manages all interactions between the presentation layer and the objects in the underlying layers.

Customizing the MicroStrategy Web Interface

Changes to the way MicroStrategy Web presents reports and Bl functionality occur in external XML configuration
files. No ASP.NET, JSP or Java coding is required for most customizations. The configuration files also provide a ready
catalog of all changes made to the default configuration of MicroStrategy Web, resulting in customizations that

are easy to maintain, extend, upgrade, or roll back to their default configuration. It is important to note that the

configuration files do not need to be modified at all to fully deploy MicroStrategy Web.

MicroStrategy Web report results, functionality, formatting, and user interactivity are easily integrated in any
commercial or homegrown portal and with other IT applications. MicroStrategy’s layered Java architecture is

compatible with industry standards such as:

e J2EE

e ASPNET
e XML

e xHTML

e JSR168
e WSRP

e SOAP



Style and Layout Parameter Files Determine Web Page Content

Modifications to Web page content are stored in the Style Catalog and Layout files using an xHTML format to
embed MicroStrategy-specific tags into a familiar HTML structure. Only simple changes to file parameters are
needed to perform common formatting and layout customizations such as rearranging or removing menus,

toolbars, grids, and other GUI elements that compose the report page.

The Page Configuration File Catalogs All Web Pages

MicroStrategy Web contains Web pages specifically tailored to the activity performed on each page. Examples
include the Login Page, Report Execution Page, Shared Reports Page, My Reports Page, Create Report Page and
Create Document Page. The Page Configuration XML file catalogs all the pages available to the Web application
in a format that is easy to understand and manage. Each JSP or ASP.NET file represents an independent, pluggable
component that is not dependent on other JSP/ASP.NET files. The Page Configuration file externalizes the logic for

combining these files into complete Web pages linked together for navigation.

Integration with Corporate Portals

MicroStrategy provides a Portal Integration Kit as a part of the MicroStrategy SDK. This kit contains deployment-
ready portlets that require no additional programming when delivering MicroStrategy Web reports and functionality
in third-party portal products. The Portal Integration Kit also contains sample code for a generic JSR-168 compatible

portlet and sample code for deploying MicroStrategy within an Apache Struts framework.

Web Services Allow Loosely-Coupled Integration with Other Applications

The MicroStrategy SDK includes a Web Services Development Kit, which is composed of sample code and
documentation describing MicroStrategy’s Web services API's. The Web Services Development Kit is used as a
starting point to deploy MicroStrategy reports as Web services for integration with other Web services applications.

It utilizes the object-oriented layered MicroStrategy Web architecture and Apache SOAP Toolkit.

External Application
(Web Services Client)

Presentation Layer

Transform Layer

Web
Services
Kit

Information Layer

‘o

—
Over 3,000 native XML API methods
and properties

Figure 6.4 \Vith the Web Services Development Kit, application developers use Web Services to integrate MicroStrategy B
applications with external applications or systems.
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6.4 A SINGLE, PLATFORM-INDEPENDENT CODE BASE
PROVIDES FLEXIBILITY AND CONSISTENCY

MicroStrategy Web uses a single code base that is truly platform independent, and ensures that updates and
upgrades occur on all supported environments simultaneously. The exact same reports, functionality, and user
experience is delivered regardless of the choice of application server, operating system, hardware or ASP/JSP front-

end. MicroStrategy Web supports all leading of application servers, Web servers, and operating systems.

Increases Flexibility and Reduces Future Risk

Many IT environments contain a variety of hardware and software, and require the flexibility to mix and match
hardware and software across applications. Some organizations even choose to operate one hardware platform,
operating system, and application server combination in their development and testing environments, and a

different combination for their production systems. MicroStrategy’s Web architecture enables this flexibility today.

Fast Response to Customer Issues and Enhancement Requests

Since 2003, MicroStrategy’s Web architecture has consisted of a single unified code base across all supported
operating systems, application servers, and Web servers. Other Bl tools have different Web architectures for
different styles of Bl applications. These tools may have one Web interface and architecture for dashboards, and
another interface and architecture for OLAP analysis. Compounding this problem, each interface is often compiled
from separate code bases in order to run on different operating platforms. The same enhancements and issue fixes
must be programmed many times into several different code bases. As a result, some fixes or enhancements appear

in different interfaces or on different operating systems at different times, if at all.

Internet Mozilla Netscape
Explorer Firefox Navigator

Platform choice is completely
transparent to \Web Browsers

WebSphere WebSphere Sun ONE ~ Weblogic ~ Tomcat
AIX Linux Solaris Windows — HP-UX

Platform choice is completely
transparent to Intelligence Servers

Figure 6.5 MicroStrategy Web's platform-independent, single code base provides maximum deployment flexibility.



6.5 ALL DATA IN THE Bl APPLICATION IS SECURE

MicroStrategy addresses security requirements with an elegant architectural design that is optimized for high
performance and high scalability while providing information security. Five primary design principles ensure the

integrity of the MicroStrategy Web architecture:

1. Secure communications across firewalls
The MicroStrategy platform is normally installed on more than one server to distribute the Bl workload. Secure
communication across these servers is often governed by layers of firewalls constructed into Demilitarized Zones
(DMZ). With three firewalls, two distinct DMZ's are created with one DMZ protecting the Web server and the

second DMZ securing the infrastructure of the data source and Intelligence Server.

2. No database connection from the Web Server
Web servers are the most common targets for hackers. It is vital that there is no direct access to the data
warehouse from the Web server. MicroStrategy’s Bl architecture avoids this potential security problem by routing
all communications with databases or other data sources through Intelligence Server. In this configuration, a

hacker who gains access to the Web server does not also gain access to the data sources.

3. Single port control for data access
Firewalls protect corporate information assets by limiting applications to certain computer network ports. The
ports used by MicroStrategy Web and Intelligence Server for inter-server communication and for data access are
fully configurable. As a result, intrusive port scans can be blocked by firewalls while letting users access critical

business information.

4. No external Remote Procedure Calls (RPC) or Remote Method Invocation (RMI) calls
RPC and RMI calls are hazardous because they allow hackers to access, and control remote and distributed
computer processes. More importantly, these calls often allow anonymous access through separate, open ports
in the firewall. MicroStrategy Web uses only XML to communicate with Intelligence Server eliminating the need

for RPC or RMI calls completely.

5. No reliance on ActiveX, Java applets, or a specific Web Browser
Many corporate firewalls prevent incoming ActiveX or Java applets as a standard security procedure. Unlike
other Bl products, MicroStrategy’s Bl platform does not make use of ActiveX, Java applets, downloaded

compiled code, or a specific Web browser to deliver complete Bl functionality to business users.
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TRANSMISSION & ENCRYPTION

AUTHENTICATION { % AUTHORIZATION

Multiple Firewalls
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MicroStrategy

Browsers MicroStrategy Web Intelligence Server Data
e Secure User e Encryption of Sensitive e Granular User Privileges
Authorization Data (E.g. SSL) e Access Control
e Integrate Existing e Unique Port Opening e Security Profiles
User Directories e No Database Connection
e Organize Users on Web Server
into Groups

Figure 6.6 The MicroStrategy Bl platform manages three layers of security: user authentication, user authorization, data
transmission, and encryption.

6.6 EMPLOY LEADING EDGE TECHNOLOGIES TO MAXIMIZE
EASE-OF-USE AND INTERACGTIVITY

Zero Footprint Interface Maximizes User Adoption

MicroStrategy provides all Bl functionality through a zero-footprint interface unlike other Bl architectures that offer
less functional zero-footprint interfaces alongside full-featured ActiveX or Java applet interfaces. Providing a full
functionality, zero-footprint Web interface has been a guiding design principle for MicroStrategy Web since before

2000. MicroStrategy's zero-footprint Web architecture is well designed to satisfy common deployment requirements.

Requirements

Microstrategy Web's Features Support these Requirements

Access Bl applications using any Web browser.

No dependence on a specific browser. Supports Internet Explorer,
Mozilla Firefox, Netscape Navigator, and other browsers.

Deploy Bl applications quickly and safely.

Users only need a URL address, which can be included on a
corporate website or internal portal.

Restrict installation of additional software, applets, and
plug-ins or ActiveX components on client machines.

No need to install any compiled code, or use plug-ins and ActiveX
already embedded in Web browsers.

Minimize impact of Web browser security setting on the
usability of the BI application.

User sessions are managed in cookies on the client or without
cookies on the application server.

Conduct worry-free upgrades of Bl Web server software.

MicroStrategy Web is only installed on the application server or Web
server, and is updated to the latest software version within minutes.

Provide an interface compatible with the US Government's
Section 508 accessibility requirements.

An HTML-only view of the interface is compatible with the US
Government'’s Section 508, and designed to work with accessibility
technologies such as screen readers.

Figure 6.7 MicroStrategy Web's zero footprint interface satisfies all user and administrative requirements.




MicroStrategy provides a single Web interface for all business reporting, analysis and monitoring applications.
The same Web URL accesses all reports, dashboards, scorecards, analyses, and ad hoc queries. Navigation in the
interface, running reports, and interacting with the results is identical for all styles of Bl; users do not need to learn

how to use different interfaces.

Groundbreaking Interactivity and Ease of Use

In 2002, MicroStrategy pioneered the use of XML, DHTML, JavaScript, and asynchronous communication in a zero-
footprint Web interface that looked, and acted like a traditional desktop application. In 2005, the term “AJAX"
(Asynchronous JavaScript and XML) was coined and popularized as a description for a category of applications that
extensively use XML, DHTML, JavaScript, and asynchronous data loading and formatting for creating interactive
Web applications. Although the term, “AJAX", is relatively new, its component technologies and characteristics
evolved over multiple years into a general paradigm for Web development. For many years MicroStrategy has
pioneered innovative uses of AJAX technologies such as DHTML and JavaScript in order to provide business users

with the most intuitive and interactive Bl experience on the Web.

Designed for the Business User with “Windows-on-the-Web” Simplicity

Business users of all skill levels find MicroStrategy Web intuitive and simple to use as they recognize familiar tools,
techniques, and formats similar to any desktop application. With no prior training, MicroStrategy Web users easily
access vital reports, perform insightful analysis, and monitor key business metrics using familiar techniques and

Windows-like paradigms such as:

e Drag and drop actions

e Right click menus

e Drop down menus

e One-click functionality in toolbars

e Undo/redo buttons

Familiar Web Navigation Techniques

With MicroStrategy Web, all reports are organized into folders and subfolders with a navigation bar clearly
indicating the location within the folder hierarchy. Reports and other objects can be found quickly using a familiar
“Search” box. A single click of the mouse accomplishes common tasks like running a report, exporting a report, or
drilling to additional detail. New reports can be saved in existing or new shared folders, or in private folders. Favorite

reports can be bookmarked in a user’s personalized “My Reports” area.

Floating Dialogs Instead of Intrusive Panels

Many Bl tools provide input dialogs using panels that occupy valuable on-screen real-estate, and partially obscure
the report. These panels cannot be moved, and restrict the business user’s ability to interact with a report while still
viewing the full context of the report. In contrast, for user input, MicroStrategy Web utilizes floating dialogs that are
formatted to have a similar appearance to standard Windows dialogs. These dialogs can be moved anywhere on the

screen, ensuring that business users never have to sacrifice important report context for interactivity.

Toolbars Provide Powerful One-Click Interactivity

The vast majority of Bl interactions are available as toolbar buttons in the Web interface. The single-click actions are
described by tooltips, which are displayed when the mouse pointer hovers over the toolbar button. The buttons are
grouped into a series of toolbars, which can be hidden or shown with a simple right mouse click. Only users with

the corresponding security privileges can use a given toolbar button.
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Context-Sensitive Menus

A menu shows all available Bl actions for a piece of data, an object, or an area of a report by simply right mouse-
clicking on the data, object or area. MicroStrategy Web only displays the options that are permitted by the user’s
security profile, and that are appropriate in the current context. For example, when right-clicking on a report or
folder name, common file management tasks such as copy, move, rename, or create a shortcut are available.

When a business user right-clicks on a scorecard, dashboard or enterprise report, actions such as drilling, renaming,
changing displays, copy, paste, and format are presented. This makes MicroStrategy Web as easy to use as an office

productivity application.

6.7 SUMMARY

For organizations planning to deploy their first Bl application, and for those organizations consolidating tens or

hundreds of applications into a common Bl platform, MicroStrategy Web provides:

e An efficient, scalable, and high performance Web architecture.
e Independence from hardware, software, and operating environments.
e An extremely intuitive and easy-to-use interface.

e Asingle Bl interface that supports all of an organization’s users, Bl applications, and data sources.
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MICROSTRATEGY NARROWECAST SERVER ARCHITECTURE

After business parameters and metrics are identified, and reports and documents have been created to depict
the data in meaningful ways, users often need to run them regularly to monitor business progress. Often at this
point, no interaction with the business intelligence system is necessary other than to retrieve the information in an

efficient and timely manner.

7.1 NARROWCAST SERVER IS THE REPORT DELIVERY ENGINE

MicroStrategy Narrowcast Server expands the MicroStrategy BI platform with automated content delivery

capabilities. Enterprises benefit from flexible configuration options that support many different use cases such as:

e Batch reporting — sending out personalized operational reports, such as invoices, account statements, and
business reports to analysts, partners, or customers.

e Business Monitoring — automated delivery of scorecards, dashboards, and threshold-driven alerts.

e Offline Analysis — delivering reports, including the underlying data, in business application formats such as

macro-enabled Microsoft Excel workbooks or CSV data files.

Single Definition of a Report
Created from Any Device

=
3 Id - m
Web Microsoft Networked E i File Portal Windows
Browsers Office Printers “mat Servers ortals Desktop
True Easily Automatic On-Demand, Scalable One-Stop Precision
Zero Refreshable Personalized  On-Schedule, Automatic  Shopping with Design
Footprint Data Print On-Event Archiving Full Security

Figure 7.1 Narrowcast Server proactively delivers non-interactive information.
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Information Delivery Design Tenets
Narrowcast Server is designed to efficiently and automatically deliver personalized information to any user in a

timely manner. The underlying goals of the MicroStrategy Narrowcast Server are to:

e Scale from departmental solutions with tens to hundreds of users to support millions of users and messages
per day.

e Support scheduled information delivery, exception-based information delivery, and ad hoc or on-demand
initiation of content delivery.

e Allow a centralized rollout of information delivery or allow content and delivery process to be controlled by
users themselves through self-subscription.

e Support the widest variety of delivery methods, with optimal formatting for each device and application.

e Support the broadest range of message content from small alert messages containing links for further analysis
to consolidated reports from different information sources.

e Provide multi-locale support for international rollout.

These requirements are optimally addressed with a modular architecture and workflows that reflect the needs
of the end user community. Once the system has been set up, it should run autonomously, and with minimal

administration and maintenance.

Simplified Self-Subscription in MicroStrategy Web

Narrowcast Server contains default services and schedules that enable automated report delivery directly from

the MicroStrategy Web interface. A user would run a report, provide answers to any prompts, and perform any
additional analysis. After the final analysis is saved, it is available for immediate or scheduled delivery. The delivery
schedule, format, method, and address, along with a subject and message, can be specified with each subscription.

A subscription is automatically created in the metadata repository containing this information.
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Figure 7.2 Users can subscribe to receive or send reports to others through MicroStrategy Web.



Narrowcast Server constantly evaluates all schedule patterns, and calculates a list of execution times for the
appropriate services. At a specified time, Narrowcast Server starts the execution by retrieving all subscriptions for
the schedule from the metadata. After evaluating all subscriptions for the associated schedule, it retrieves the
information in the format that was specified in the subscription from Intelligence Server. Then it completes the

message, and delivers it to the specified address. Delivery is possible via email, to printers, and to file servers.

7.2 ARCHITECTURE AND WORKFLOW

Enterprises deploy report delivery applications in a top-down or bottom-up fashion. The top-down method is a
managed process in which information is delivered without immediate control over the process or information
for the recipient. Examples are the email delivery of invoices and account statements to customers, or sales

performance overviews and customer information to account representatives.

The bottom-up approach, referred to as self-subscription, gives control and personalization capabilities to the
recipient. For example, individuals define the scheduled delivery of a weekly business report to a local printer for a

regular meeting, or the alert-triggered email delivery of a report that monitors a business process.

Both deployment methods serve application-specific needs and therefore are well supported. The following

capabilities enable top-down deployments:

e Manually subscribing recipients as part of the deployment process
e Importing subscription information in bulk
e Dynamically creating subscription lists in an external application at runtime

e Users subscribing other users to reports and documents in the MicroStrategy Web interface

Bottom-up deployments are possible using:

e The MicroStrategy Web interface, which allows self-subscription for email, printer, and file deliveries
e The Subscription Portal, which enables self-subscription to delivery services with optional personalization for

end users

Many MicroStrategy report delivery applications use both methods to deploy information to different user communities.

Functionality Broken Down Into Components
Narrowcast Server comprises four main components — a metadata repository, a delivery engine, an administration

console, and a subscription portal.

e The Metadata Repository is a central data store that maintains all information about delivery services and

subscriptions.

e The Delivery Engine is responsible for creating, formatting, transmitting, and administering messages. It is

comprised of the following components:

- Distribution Manager — determines when a service is executed, assigns an execution engine, queues
service requests, and provides failover support

- Execution Engine — determines the service definition and subscriber information, and directs the
service execution

- Information Source Module - retrieves information from various data sources
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- Formatting Module — formats the data for delivery to the requested device

- Information Transmission Module — transmits the formatted documents using the appropriate protocol
for the requested device

- Logger — logs execution statistics and debug information for every step in the

service execution process

e The Narrowcast Administrator provides a unified console to monitor and manage the delivery engine remotely.
It also provides a development environment for the creation, testing, and deployment of services using its built-

in object management functionality.

e The Subscription Portal is responsible for Web-based delivery of personalized messages. It also provides
Web-based subscription capabilities for delivery services, including ways to capture preferences for message
personalization, and is also responsible for gathering user profiles. The Subscription Portal comprises the

following components:

- Subscription Portal — accesses report information and subscribes to services in a Web interface
- Subscription Site Designer — defines the look and feel of a Web-based subscription portal

- DataDirect SequeLink® ODBC Socket server — provides managed access to the metadata repository

Each component of Narrowcast Server plays a role in creating, formatting and delivering services to subscribers.
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Figure 7.3 Narrowcast Server’s four components provide flexible deployment options.




Workflow of Data through Narrowcast Server

A delivery service is used to control and map the flow of data from its source to the recipient.

At a high level, Narrowcast Server receives reports and documents in HTML, Microsoft Excel or Adobe® PDF format

from Intelligence Server and delivers them to email recipients, Web portals, file servers, and printers. The following

workflow explains the architecture, as depicted above, when executing a delivery service through Narrowcast Server.

1. Narrowcast Server provides delivery services facilitating delivery of reports and documents scheduled
in MicroStrategy Web. Additional delivery services can be created by developers using the Narrowcast
Administrator console. These services, including sub-components and schedules, are maintained in
the metadata.

2. If Web-based self-subscription to delivery services is enabled, MicroStrategy Web and/or the Subscription
Portal provide self-subscription capabilities. Users can set up and maintain subscriptions to personalized
reports and documents or subscribe to receive messages from delivery services. These subscriptions are stored
in the metadata.

3. When the service execution is triggered, the Delivery Engine first loads the service definition from the metadata.
It also retrieves all the subscriptions for the service, which can exist statically in the metadata, or which can be
retrieved from Intelligence Server or another information source as a Dynamic Subscription Set.

4. The Delivery Engine will then request personalized information from Intelligence Server by executing reports
and/or documents. This information will be formatted in the way that was specified by the service designer or a
self-subscribing user. This content will be used to create the final messages.

5. The finalized messages are delivered to the Subscription Portal, printers, file servers, email server, or other
output device for delivery via email.

6. The Narrowcast Server Administrator allows full administration of the Delivery Engine. Service executions can be
triggered, monitored and canceled, and machines can be dynamically added or removed depending on capacity

requirements. Administrators can receive operational status messages and alerts via email.

Configuration Options Ensure Secure, Reliable Report Delivery

The primary reason for separating Narrowcast Server into four components is to give enterprises flexibility in
deploying the components on different machines. While the simplest configuration is to install all Narrowcast Server
components on a single machine, there are good reasons to opt for configurations that deploy the components on

multiple machines or nodes in an enterprise environment.

e As Narrowcast Server provides a non-interactive reporting environment, it often requires less stringent response
time requirements than the interactive Web environment. Narrowcast Server also takes over the formatting
tasks of Report Services documents when it is installed on a separate machine, reducing the load on the

interactive environment.

e Many enterprises have strict rules protecting sensitive data, especially when applications are deployed to
extranet users. Narrowcast Server is designed to support multi-tiered configurations with application and Web

components located on separate networks divided by firewalls.
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Figure 7.4 The 4-tiered configuration of Narrowcast Server components in a secure extranet deployment.

e When Narrowcast Server processes large volumes of subscriptions, it divides the work into smaller sets called
segments. These segments are processed in parallel, and significantly enhance message throughput. Narrowcast
Server implements a divide and conquer algorithm that distributes these segments effectively between the
machines in a cluster, and also allows granular tuning of the delivery process. For this to occur, the Delivery
Engine is broken down further into Distribution Manager and Execution Engine functionality. One node in a
Narrowcast Server cluster will take on the role of Distribution Manager. This node directs the delivery process
by breaking down the work of executing a service into segments, and managing their processing on the other

nodes that take on the role of Execution Engine.
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Figure 7.5 Segmentation allows efficient load balancing in a Narrowcast Server cluster.

Narrowcast Server contains full clustering and failover capabilities, ensuring reliable delivery of information.
Execution Engines back each other up using a round robin algorithm. An additional node can be designated as the

backup Distribution Manager for complete failover support.



7.3 CREATING REPORT DELIVERY SERVICES

Delivery services are created in the Narrowcast Administrator console. All service definitions are stored in the
metadata repository. A service is defined as a combination of a message definition, recipient information, delivery

information, and a schedule.
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Figure 7.6 The Narrowcast Administrator provides an intuitive Service Wizard for creating services.

The Service Wizard guides the service designer through a sequence of three simple steps to successfully create a service:

1. Select the delivery method:

@ Email, Web portal, printer, file server

2. Define personalized message content.
i.  Define independent layouts for different message parts.
e Email subject, email body, and attachments
ii.  Specify the appropriate document format for optimal delivery.
e HTML, Microsoft Excel, PDF, plain text, XML, and compressed zip file

iii.  Specify personalized dynamic content using MicroStrategy reports and documents.

3. Subscribe users to delivery schedules:
i.  Choose the service recipients’ delivery addresses
e Static subscriptions from the Subscription Book or dynamic subscription rules to determine recipients
at runtime
ii.  Select the schedule that triggers the report delivery

. Time intervals, external events, and threshold alerts

Flexible Delivery Services Handle Large Report Volumes
Narrowcast Server's delivery services take advantage of efficiencies that exist when similar information is sent to a large

number of recipients. The features listed below provide the industrial strength needed for enterprise deployments:

e Specify processing and delivery of messages in any supported language and locale. A single service can make
content available in many languages, such as English, German, and Korean.

e Format information specifically for the target delivery devices. For example, emails sent to mobile devices with
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small screens should be designed differently from emails sent to desktop users with large screens.

e Combine content from several information sources in the same message. Information can come from different
MicroStrategy projects or, by using custom modules, from other IT systems.

e Optimize the information gathering process by taking advantage of report caches and Personalized Page
Execution mode (PPE), also called report bursting. In this mode, result pages of one large Intelligence Server report
are distributed to different subscribers according to the page-by settings. This approach significantly reduces the
number of jobs submitted to Intelligence Server, making it possible to scale report delivery operations.

e Distribute the formatting process for Report Services documents to the Narrowcast Server machines.
This results in an optimally balanced system, improving response times for interactive Web users and for
Narrowcast Server deliveries.

e Import recipients from third-party systems dynamically using Dynamic Subscription Sets.

e Custom build Information Transmission Modules which send documents and reports to fax machines, FTP

servers, or any other output devices.

Smart Alerting using Dynamic Subscription Sets

Report delivery is taken to a new level via Delivery Services that automatically determine who should receive critical
information. Combining the analytical capabilities of Intelligence Server with Narrowcast Server’s ability to reliably
distribute information creates an Information Radar — a Bl system that can check thousands of business parameters

concurrently, and alert stakeholders only when necessary.
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Figure 7.7 MicroStrategy’s “Information Radar” lets organizations stay on top of business parameters.

Efficient alert-driven deliveries are implemented using Dynamic Subscription Sets. Instead of applying a simple list of
recipients to a service, Dynamic Subscription Sets generate a set of recipients according to the information retrieved
by a report or limited by a filter. The evaluation criteria can be as complex as the analytical engine allows. Individual

personalization of parameters is possible. Dynamic Subscription Sets provide the following benefits.

e Maintenance of subscription lists is reduced. For example, a weekly delivery service sends account details to the
sales team. The content that each team member receives changes over time — new hires are added, members
leave the team, and accounts change hands. A Dynamic Subscription Set picks up these subscription changes

directly from the data warehouse or sales force automation system.
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e Only relevant information is sent to recipients, eliminating unnecessary deliveries. Dynamic Subscription Sets
are generated with the analytical capabilities of the MicroStrategy BI platform. The filtering criteria used in the
report determine the list of subscribers. For example, an inventory shortage alert is delivered only to certain
store managers for products with low stock levels or outages. The list of store managers who receive this

regular alert is created every time the service is run.

Extensibility Using Modules

Narrowcast Server is an open and extensible information delivery platform. The foundation of this extensibility is the fully

documented Narrowcast Server APl and the concept of modules. Modules extend the delivery platform in three areas:

e Information Source Modules give access to non-MicroStrategy data sources, such as SAP BW and other ERP
systems, Web pages from Internet providers and portals, and non-relational content such as flat files and images.

e Document Formatting Modules add new formatting capabilities to Narrowcast Server messages. For example,
reports can be formatted into Microsoft Word or PowerPoint documents.

e Information Transmission Modules deliver information using new communication protocols. Examples include

document delivery to Fax devices or file transfer protocol (ftp).
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Figure 7.8 Modular design allows extending Narrowcast Server functionality.

The MicroStrategy SDK includes sample code and documentation to facilitate rapid development of custom
Narrowcast Server modules. Once included in Narrowcast Server, these custom modules become available for use in

all report delivery services.

7.4 DEPLOYING NON-INTERACTIVE CONTENT USING THE
SUBSCRIPTION PORTAL

The primary function of the Subscription Portal is to deploy non-interactive content and documents defined in
delivery services over the Web. The Subscription Portal is configured and maintained using a wizard called the
Subscription Site Designer. The Subscription Site Designer itemizes which delivery services are published on the
portal, and which personalization options are available for each service. The appearance of the Subscription
Portal interface can be changed to conform to corporate standards. SSL encryption ensures a safe transmission of

corporate data to remotely located recipients.
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The Subscription Portal offers self-subscription capabilities for report delivery services, and enables users to manage their

profiles and preferences. Users complete four steps when subscribing to delivery services in the Subscription Portal:

Select the report delivery service they wish to receive
Select the device on which they want to receive the message

Select the schedule or trigger for service delivery

AN =

Select personalization settings that should be applied to the data

The self-subscription paradigm used with the Subscription Portal or MicroStrategy Web enables deployment to
large, diverse user communities. Because the subscribers create their own profiles and preferences themselves,

administrative overhead is reduced significantly.
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Figure 7.9 The Subscription Portal allows users to personalize and subscribe to services from any Web browser.

7.5 ARCHITECTED FOR ENTERPRISE-CLASS REPORT DELIVERY

MicroStrategy Narrowcast Server provides a flexible architecture that is designed to support all batch reporting,
monitoring, and offline analysis applications. Its range of features enables a robust, scalable, and efficient rollout to
Bl users, partners and customers alike. The integration into MicroStrategy Web empowers existing Bl users to use
MicroStrategy Bl more efficiently. The flexible concept of delivery services supports both top-down and bottom-up
subscription management. In sum, Narrowcast Server makes it possible to deliver personalized information to any

user at any time, empowering users to make critical business decisions in a timely manner.
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SECURITY

Most organizations describe their Bl projects as strategic or mission critical. As they make their systems available
to wider internal and external audiences, information must be safeguarded from potential security threats such
as unauthorized access, data tampering, and eavesdropping. A truly secure Bl system must have a multi-layered
security paradigm; security in the business intelligence platform alone is insufficient since there are multiple points
of access to the data warehouse. A wide range of security products and techniques are available for protecting the

overall implementation, including:

e Intrusion detection software

e Antivirus software

e Firewalls and proxy servers

e Authentication schemas

e Data warehouse connections

e Security views in the data warehouse
e Application-specific security

e Control over application functionality
e Cell-level security for reports

e Encrypted data storage and transmission

The MicroStrategy Bl platform integrates seamlessly with these security measures, and includes its own security features.

8.1 SECURING BUSINESS INTELLIGENCE APPLICATIONS

Securing Bl applications and the sensitive data they contain requires resolving three fundamental questions:

e Is the person trying to access the Bl system a known user, and can his or her identity be verified?
e For what functionality, reports, metrics, and data is the user authorized?
e How can the system respond to user requests in a manner that prevents the data from being accessed by

anyone other than the authenticated and authorized recipient?

More generally, these questions may be abstracted into three critical areas of enterprise software security:

1. User Authentication

2. User Authorization, including three key subcomponents:

Application functionality security
ii.  Access control lists
ii. Data security

3. Internet architecture and transmission security
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MicroStrategy provides a Bl architecture that enables corporations to confidently address all security requirements in

a manner that maximizes flexibility and scalability, and minimizes administrative effort.
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Figure 8.1 Security must be deep and pervasive throughout the architecture.

8.2 USER AUTHENTICATION

User authentication is the process of confirming a user’s identity. The MicroStrategy BI platform maintains a
profile for each user of the Bl system. These profiles can be created using a graphical interface, scripts with textual

commands, or synchronized directly with Windows or LDAP user directories.

Validation of user credentials during initial access can be performed:

e Within MicroStrategy using “Standard” Authentication
e Outside of MicroStrategy using “Linked” Authentication with a third-party such as Windows NTLM, Active
Directory, LDAP, a Relational Database, or SAP

e Through customization via an External Security Plug-in

Standard Authentication

With standard authentication, all user logins, passwords, and security settings are stored within MicroStrategy
metadata in a hashed format. Standard authentication is manual process where a user is prompted for his or her
user login and password each time a new session is started. The login and password are sent to MicroStrategy using
a 160-bit one-way encryption algorithm, and is compared to the login and password stored in the MicroStrategy
metadata repository; and if a match is found, the user is granted access to the system. Throughout the user’s
session, all security settings associated with the user login will remain in effect, and be applied by MicroStrategy in a

manner that is fully transparent to the user.
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Linked Authentication

Many corporations have a single, centralized security directory which governs user access to internal systems and
applications across the entire enterprise. MicroStrategy integrates seamlessly with security directories through

linked authentication, which is also referred to as external authentication. Benefits of linked authentication include
reduced administration and maintenance of users in the Bl system, and increased ease of use for end users. Linked
authentication is often automatic, meaning the MicroStrategy system detects the user credentials, and automatically

validates those credentials against one of the following security systems:

e Lightweight Directory Access Protocol (LDAP)
e Microsoft Windows Active Directory®

e Windows NT® LAN Manager (NTLM)

e Database security

e SAPBW

With automatic, linked authentication, users typically use a single login to access both the network and the
MicroStrategy Bl platform. Business users are able to move freely between all Bl applications and other enterprise
applications without maintaining multiple logins and passwords. This single sign-on capability further simplifies
administration and maintenance of security profiles and groups, and complementary authentication technologies

such as digital certificates are applied transparently to the MicroStrategy Bl platform.
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Figure 8.2 User authentication is based upon user security profiles in MicroStrategy’s metadata or links to other security systems
such as the database, LDAP or Windows.

Integrating with Single Sign-On Solutions

MicroStrategy also provides methods for integrating with customized security authentication schemes already in
use within an organization. Corporate Portals and identity management products like eTrust™ Identity and Access
Management (formerly Netegrity) or Oracle Identity Management (formerly Oblix) are common systems with which

to implement single sign-on integration.
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8.3 USER AUTHORIZATION

Within any enterprise application, it is crucial to distinguish between users based on each individual's knowledge,
business needs and security level. Users are not granted the same rights to application functionality, reports, and
data. Once a user has been authenticated, the Bl system still must determine and enforce security policies governing
the functionality, reports, and data for which the user is authorized. Authorization refers to the three-dimensional

process by which an application determines:

e Application functionality privileges
e Object access permissions

e Data access security
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Figure 8.3 MicroStrategy’s comprehensive application, object access, and data access security provides granular control for Bl
administrators.

Application Functionality Privileges

Users fall into various types, including casual users, power users, application developers, and administrators.
Depending on their levels of sophistication, certain users might need basic functionality such as running reports and
sorting the results, while power analysts might need to create their own analyses and publish them. Application
developers need object creation privileges, and administrators require specific monitoring and management
functionality. MicroStrategy employs over 130 privileges to assign application functionality to user groups, user

roles, and individual users.
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Figure 8.4 Desktop has a graphical interface to assign privileges to users.

These privileges can be assigned to users, user roles, and user groups through a graphical interface, and through

text-based commands that can be run in batches with Command Manager.

Such fine-grained control ensures that all users access the MicroStrategy platform according to their level of proficiency.
With administrators setting various levels of application functionality security, users can start using the Bl applications

with minimal training. Over time, administrators may grant users more privileges as they become more experienced.

Object Access Permissions

Individual MicroStrategy metadata objects are governed by their own security permissions, called Access Control
Lists (ACL). Each data abstraction object, business abstraction object, report component, and report definition

may have its own unique ACL, which grants users or user groups a set of privileges for the object. To simplify
application maintenance an ACL can apply to many objects. MicroStrategy's object-oriented metadata allows ACLs
to be inherited by child objects and applied recursively. Seven permissions can be combined to grant or deny object

behavior to user groups or to individual users.

e Browse — view the object in a folder and viewer

e Read - view the object’s properties (definition and, ACL settings)

e Write — modify the object’s definition but not the ACL settings

e Delete — delete the object from the metadata repository

e Control - modify the object’s ACL settings and take ownership of the object
e Use - reference the object when creating or modifying other objects

e Execute — reference the object when running documents and reports

These permissions have been arranged into predefined groups that reflect the most commonly used sets of

permissions as follows:

e View — contains Browse, Read, Use, and Execute
¢ Modify — contains Browse, Read, Write, Delete, Use, and Execute
e  Full Control — contains Browse, Read, Write, Delete, Control, Use, and Execute

e Denied All — explicitly denies all object access
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Figure 8.5 Users and user groups are granted or denied access privileges through object properties.

For example, when a report contains many metrics, each metric's “Execute” permission determines whether a user
can view that metric in the report. Developers can minimize the number of reports they create and store in the
metadata repository by making use of this feature. When two users run the same report, they will receive different

versions of that report from a single report definition in the metadata, based on their ACL settings.

Different users may even be given access to completely different subsets of the data and business abstraction
objects. For example, corporate expense attributes, metrics, and reports can be restricted to managers and finance
department users. ACL settings can also be applied when drilling so that some users can drill down to detailed

information while others cannot.

Securing Data using Database Security

In a database, security restrictions for database logins can be placed on tables, rows, and columns. MicroStrategy’s
Bl platform accesses data sources using database connections. Separate database connections can be created to
access the same data source with different logins. MicroStrategy users and user groups are linked to database

connections using connection maps.

All users allocated to a database connection will log in to the database with the same credentials, and will be
subject to the security setting in the data source. Furthermore, database views may include a restriction by database
login in their definition. This login, obtained from the database connection information, limits the rows that are
selected by the view when processing queries. These security views provide row-level security for every query
submitted by the user. Since an administrator defines this security view inside the data source, all query tools
accessing the data source with a particular login will use the view. The SQL statement used to create the database

view can also be used within MicroStrategy to define a logical table in the metadata.

The main disadvantage of using database views to manage security is that performance may degrade because the
view is processed at run-time. Security views must also be recreated every time new data is added to the tables in

order to optimize the query that defines the view.
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Securing Data with Security Filters

Security filters provide a method for ensuring cell-level data security. All the filtering sophistication available in
MicroStrategy can be used to limit the data that a user or user group can access. For every data source request,
including documents, reports, and prompt lists, additional filtering criteria is automatically added to the query to

restrict the result set to information that the user is permitted to access.

Take an example of a new Northeast Regional manager who was transferred from the South at the beginning of
2005. She needs access to all Northeast data to-date, but may also need access to South data for previous years. As
a result of this security filter, all data requests will be restricted to the Northeast region, and also the South region

for prior years.
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Figure 8.6 A filter applied to Northeast Manager; the resulting SQL of a report includes the filter condition.

Security filter definitions may also specify Top and Bottom range attributes. A Top range attribute specifies the
highest level of detail that the security filter allows the user to view. If a Top level is specified, the security filter
expression is NOT raised to any level above the Top level. A Bottom range attribute specifies the lowest level of
detail that the security filter allows the user to view. If this is not specified, the security filter can view every level

lower than the specified top range attribute that otherwise meets the filter expression criteria.

Many companies use hand-coded SQL queries in their MicroStrategy Bl applications to retrieve and distribute
select information to groups of business users. The difficulty of ensuring appropriate data security on these
freeform SQL queries is significant. MicroStrategy addresses this difficulty by embedding security filters within
freeform SQL queries. Though these SQL queries are hand-coded and static, they can include a “wildcard” that
will dynamically insert the appropriate user security condition at run time while leaving the rest of the custom SQL

query unchanged.
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Figure 8.7 Security filters are embedded into freeform SQL queries at run-time.

MicroStrategy also provides a user login condition that incorporates individual user logins as a condition in the SQL
query. This ability integrates user data access based upon security tables inside the data warehouse with security set
up inside the MicroStrategy metadata. The user login prompt can be set to apply to all users of a Bl application or
to specific users or user groups. Even more fine-grained control is possible by including the user login condition on

a report-by-report basis. For example, all reports run by a user “Meredith Roe”, would include an additional filtering

clause in the SQL query with her login, “mroe”, dynamically inserted at run-time.
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Figure 8.8 The SQL engine dynamically inserts the user id of the authenticated user.

Organizing Users into User Groups and Security Roles

With all of the granular controls for user authorization described above, administrators can easily be overwhelmed
by the task of assigning security parameters for every individual. While offering maximum flexibility with full control
at the individual level, MicroStrategy’s administration architecture also employs a far more powerful and scalable

mechanism to organize security profiles into group- and role-based user assignments. All elemental building blocks
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of User Authorization — Application Functionality Privileges, Object Access Permissions, and Data Access Security
— are first assigned to a series of user groups and security roles. Users are then assigned to any number of groups
and roles, and the MicroStrategy architecture dynamically calculates privileges, permissions, and security filters to

create an aggregate user profile for each user upon login.

User Groups
e Are a Set of Users
e Privileges and ACLs can be Assigned to User Groups
e User Group Privileges Apply to All Projects a Users
e Example: Users with Common Information Needs:
- Marketing Users

- Sales Users
- Finance Users &
Security Roles

e Are a Set of Privileges

e Security Roles can be assigned to Users and/or Users Groups Security Roles
Specific Groups

e Security Roles Apply to Specified Individual Projects
and ACLs can be Assigned to User Groups

e Example: Users with Common Functionality Needs: Users
- Executive Users Need to Run, Sort, and Print Reports e Are Identified by a Unique Login and User Name
- Business Analysts Need Additional Capabilities to e Users are Defined in the Metadata Repository
Drill and Change Subtotal Definitions o Users Exist Across Multiple Projects

Figure 8.9 All three dimensions of user authorization (application functionality privileges, object access permissions, and data
access security) may be defined at the user, group or security role level.

Security is managed in MicroStrategy in two ways.

1. Intuitive graphical interfaces make setting up and administering security an easy task. Editors and wizards
within MicroStrategy Desktop provide a non-programming environment to change security definitions quickly
from a single location. Users can also be imported from external security repositories.

2. Consistent with MicroStrategy’s emphasis on maximum flexibility and scalability, text-based commands can
easily make mass changes to users, groups, roles, and security profiles. These commands can be generated from

third-party tools to automate common tasks and reduce administrative overhead.

The end result is that every system user has a personalized user profile that governs all privileges across all Bl
applications and reports. Each user sees only pertinent data, and interacts with the data in a controlled way,

regardless of who created the report, and how the report is defined.
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Figure 8.10 Each MicroStrategy user is assigned to any number of user groups and security roles, which combine to define
each user’s unique security profile. The profile is applied to every report, ensuring that all data is fully secured regardless of who
developed the report or who is running it.

8.4 MULTI-TIER WEB ARCHITECTURE AND TRANSMISSION
SECURITY

As a Web-based reporting, analysis, and monitoring platform, MicroStrategy supports the most stringent Internet

security requirements in two ways:

1. MicroStrategy conforms to the most widely accepted security architecture standards by using a third generation
multi-tier architecture as its foundation.
2. MicroStrategy incorporates several data encryption algorithms that ensure the secure transmission of data to all

users accessing MicroStrategy Bl applications.
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Third Generation Multi-tier Architecture

Companies are deploying more and more applications over the Web, making security requirements much more
stringent. MicroStrategy addresses these requirements with an elegant architectural design that is optimized for
high performance and high scalability while providing secure information to all Bl constituents. Five architectural

tenets ensure the integrity of the data in the Bl system.
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Figure 8.11 Communications between the components of the MicroStrategy platform form multiple protected zones.

1. Secure communications across firewalls
The MicroStrategy platform is normally installed on more than one server to distribute the Bl workload. Secure
communication across these servers is often governed by layers of firewalls constructed into Demilitarized Zones
(DMZ). Using multiple firewalls, two distinct DMZ's are created with one DMZ protecting the Web server and

the second DMZ securing the infrastructure of the data source and Intelligence Server.

2. No database connection from the Web Server
An effective DMZ is characterized not only by the mere presence of firewalls. It is equally important that the
architectural component that accesses the database should reside behind a firewall. MicroStrategy Intelligence
Server is the core of MicroStrategy’s Bl platform, and is the only component that accesses the database. It
resides between two firewalls in the same way that the Web Server resides between two firewalls. Only in this

configuration is a hacker who gains access to the Web server prevented from accessing the database.

3. Single port control for data access
Firewalls protect corporate information assets by limiting which application has access rights to certain
computer network ports. To take full advantage of this protection, the Web-based application must allow for
granular port access control. MicroStrategy’s Web architecture allows administrators to configure which port is
used for data access and for inter-server communication. Connections to other ports can be disallowed by the

firewall, thus minimizing exposure.
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4. No external Remote Procedure Calls (RPC) or Remote Method Invocation (RMI) calls
RPC and RMI calls are hazardous because they allow hackers to access and control remote and distributed
computer processes. These calls often allow anonymous access through separate, open ports in the firewall.
MicroStrategy Web uses only XML to communicate with Intelligence Server, eliminating the need for RPC or

RMI calls completely.

5. No reliance on ActiveX or Java applets or dependence on a specific Internet Browser
Business partners and customers who access an extranet business intelligence application usually have to
cross the safety of their own corporate firewall, which often prevents all incoming ActiveX or Java applets as
a standard security procedure. Unlike other products that mandate the use of applets, downloaded compiled
code or a specific Internet browser, MicroStrategy’s Web uses HTML and DHTML, and is designed to be
browser-independent. This true zero footprint Web interface provides maximum end user functionality and

flexibility without limiting Web deployment and security options.

Data Encryption and Transmission
As corporate business information is transmitted over the Internet, security of the data itself becomes important.
MicroStrategy’s Bl platform can be set to encrypt data as it is being transmitted across the network or while it is

being stored. MicroStrategy uses the following encryption protocols:

1. Secure Socket Layers (SSL)
Communication between Web browsers and the Web server can be encrypted using SSL. This uses a public and
private key encryption system from Rivest-Shamir-Adleman (RSA), and includes the use of digital certificates.
As SSL technology continues to improve, MicroStrategy’s Bl platform seamlessly takes advantage of better and

stronger security.

2. Tiny Encryption Algorithm (TEA)
Report results that are sent from Intelligence Server to MicroStrategy Web can be encrypted using TEA. This is a

2-way encryption algorithm that uses a 64-bit block cipher with a 128-bit key length.

3. RACE Integrity Primitives Evaluation MD-160 (RIPEMD-160)
Passwords that need to be stored are encrypted using a one-way cryptographic hash function called RIPEMD-
160. This encryption occurs before the password is transmitted across the network, ensuring that network

sniffers have no way of obtaining clear-text passwords.

8.5 ENTERPRISE-CLASS SECURITY AT EVERY LEVEL OF THE
Bl ARCHITECTURE

The MicroStrategy BI platform’s industrial strength security architecture is built to meet the highest security
requirements of any organization. Seamless integration with Windows, LDAP, databases, and other third-party
systems ensures that only appropriately authenticated users are granted access to the Bl system. Combining data
access security with application functionality privileges and object access permissions provides granular, cell-level
data security that is personalized for each individual, user role or user group. This personalized security of corporate
information combines with a multi-tier Web architecture, robust encryption functionality, and a true zero-footprint

client in order to offer a layered approach to protecting sensitive data.
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RELIABILITY AND FAULT TOLERANCGCE

High availability and reliable high performance are critical requirements for companies implementing enterprise-
class business intelligence systems for day-to-day business decision making. Companies must be assured that their
implementation is capable of delivering 24x7 availability, that it can scale easily, and that it will perform reliably

under heavy loads.

MicroStrategy customers can guarantee high availability via clustering, which is the ability to group multiple servers,
called nodes, into one functional unit. If any node fails, users and jobs are transparently routed to available nodes
in the cluster in a manner that avoids the dropping or duplication of job processing. This dynamic rerouting is called

“failover.” MicroStrategy’s clustering and failover capabilities make it resilient to failures of particular nodes.

9.1 STATEFUL AND STATELESS ARCHITECTURES

Software applications can be designed to be “stateful” or “stateless.” In a stateful system, significant information
about the user and the service is kept in memory (e.g., user session information, cached data, and history of recent
user interactions). Stateless systems do not maintain such data, and each interaction with the software has no
memory of prior interactions. Such systems use less memory, but performance may be lower since each request

needs to rediscover information that is kept in memory in a stateful system.

Since critical components require higher performance, MicroStrategy designed its most critical components,
Intelligence Server and Narrowcast Server, to be stateful. Less critical MicroStrategy components are designed to be

as stateless as possible. This dual approach is illustrated below:

STATELESS MEMORY, USE STATEFUL MEMORY USE FOR
FOR THIRD PARTY SHARING CACHES AND COMMUNICATION
P < <
MicroStrategy Web Cluster MicroStrategy Intelligence Server Cluster

Figure 9.1 The MicroStrategy Bl platform is designed to be both stateful and stateless, to work with third-party expertise where
appropriate, and to provide MicroStrategy clustering capability only where MicroStrategy has core expertise.
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MicroStrategy interacts with third-party components, such as the application server, Web server, file server, and
database server, in a standard, stateless manner; these components can work seamlessly with third-party clustering
mechanisms. MicroStrategy servers are designed to work with server system management software so that, if a

server running MicroStrategy Intelligence Server stops, the load can be taken on by the other nodes in the cluster.

Portal
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Figure 9.2 A typical third-party enterprise system management “console view" of a system using MicroStrategy.

In the stateful portions of this system architecture, implementing effective clustering and failover becomes a
complex problem due to cached session data. In order for failovers to be transparent to the user, the data that

is cached must be available to a node that starts to service the jobs of a failed node. Solutions from third parties
cannot effectively cluster Intelligence Server and Narrowcast Server since they would be unaware of the cached data
in memory. Therefore, MicroStrategy offers a clustering solution that makes intelligent use of this data to provide
high availability.

Clustering business intelligence servers is a considerable technological achievement. At its core, MicroStrategy offers

three key architectural characteristics that make clustering possible:

1. A completely separable and modular set of components
2. Shared, unified metadata

Effective intra-cluster communication
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9.2 MobuLAR CoMPONENTS CAN BE KEPT TOGETHER
OR SEPARATED

The MicroStrategy architecture encourages enterprises to optimize their Bl environments at all stages of the project
lifecycle. When the project is small, all components (data warehouse, metadata, file cache, server, and Web server) can
reside on a single server. As Bl requirements shift towards critical high availability, each component can be separated

from the rest, placed on optimized server resources, and clustered to provide complete reliability and fault tolerance.

9.3 SHARED, UNIFIED METADATA

MicroStrategy’'s customers have always required the best and most efficient use of metadata, especially when
supporting the industry’s largest user populations and most robust Bl applications. MicroStrategy has long
maintained a single shared metadata for all servers, projects, users, and reports. This shared metadata can be
separated from the rest of the architectural components, and placed on an optimized server. All nodes of the cluster

can point to this central metadata repository, establishing a single version of the truth for all users.

H.R. Quality

METADATA

Figure 9.3 A single shared and optimized metadata for all nodes in a cluster.

9.4 COMMUNICATION BETWEEN CLUSTER NODES

A key requirement for efficient clustering is that the nodes of the cluster be able to share and synchronize
information on an as-needed and scheduled basis. This capability is achieved with cluster-node communication. The
architectural philosophy behind this functionality is that it is far more efficient to share and synchronize information
between cluster nodes, consuming a few milliseconds of time and a few bytes of network bandwidth, than to

duplicate metadata or report caches.

The Intelligence Server cluster is an all-active peer-to-peer configuration in which:

e Each node is aware of data available to other nodes

e Each node shares and can access data across all nodes

w
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FILE CACHE METADATA

Figure 9.4 All metadata and report file cache data is available to all nodes.

Nodes maintain their own session caches and report caches. The nodes of an Intelligence Server cluster
communicate every time the in-memory or the file-based report cache is changed by any node. Moreover, only the
exact references to the updates are communicated, which simplifies the message, and reduces the size, complexity,
and the time taken to transmit and process the updates. With the updates, each node can access cached results
from all another nodes. In order to maximize network efficiency and avoid data replication, no actual report data

is transmitted.

9.5 MICROSTRATEGY CLUSTERING CAPABILITIES

MicroStrategy’s modular components, unified metadata, and intra-cluster communication are the foundation of a
robust clustering architecture that supports asymmetric clustering and automatic failover for the Intelligence and

Narrowcast Servers.

Dynamic Provisioning with Asymmetric Clustering

Organizations deploy many different Bl applications to monitor and analyze the performance of an increasing
number of business processes. Loading many applications on a single node can consume a relatively large
amount of memory. Intelligence Server addresses this problem by supporting asymmetric clustering, in which
each Intelligence Server node within a cluster can host a different set of projects. This feature enables further
opportunities to optimize the overall Bl application, better utilizing available resources and increasing

performance through:

e  Further optimized resource allocation
e Added load balancing configurations for MicroStrategy Web, MicroStrategy Office, and Narrowcast Server
e Increased agility to react to usage fluctuations

e Enhanced Failover and Fallback Logic

N
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Figure 9.5 An example of asymmetric clustering in Intelligence Server

With Asymmetric Clustering, an organization can systematically distribute projects across different Intelligence

Server nodes within a cluster. Factors influencing the distribution include:

e Usage pattern
- Average: A collection of projects may be more resource-intensive than others. These can be better
serviced by having particular nodes service only these projects, while other projects are more distributed.
- Periodic: A collection of projects may require more resources at certain hours of the day. These projects can
be better serviced at those hours by loading them on more nodes while reducing the number of nodes on

which other projects operate.

e Business priorities
- Mission-critical projects that are used by a large number of users can be loaded onto all nodes in
the cluster, while projects used by few users can be loaded on a subset of the nodes. This approach not
only provides excellent fault tolerance, but also ensures high scalability and performance. Distributing
projects across at least 2 nodes ensures that those projects will be available even if one of those nodes

becomes unavailable.

Asymmetric clustering provides flexibility in using Bl resources, as the number of nodes running a project can be

modified to accommodate the requirements of the users.

U]

MICROSTRATEGY PLATFORM ARCHITECTURE



CHAPTER 9: RELIABILITY AND FAULT TOLERANCE

. e
Ble £t Wew Go ook Admstration Schema Window Heb |
Blibe X nzz e ee o3
et Shesieuts | Logakiors |6 MicroSusiegy Bl Developer Ki/hdmirishiation.
Tuicad Shatcuts| [ =
= & MictoStrategy B1 Developes Kit
= & Administration HebMorsor] Project Mordor
Jok Manies
Prcjec! Morited
Uiser Cannesciion Moo
Database Connsction Monitor
Scheduls Morior
Mo Connech
Chaster Moritor
Dratabase Instancs Manags
Scheduls Maneps Chumber Monitor ~ Database
- b Ml srvage o
@508 MicioStrategy Tutorisl poms
® §) MicioStategy B Developer K [Dieect] B
- 1) MicioSthastegy Tutonal [Desct]
B L Sales Froject
BRI France Project

[0 ohjectis) sekacted MicroStrategy Bl Developer KB | Server Oris

Figure 9.6 Cluster nodes can be administered easily using the Desktop graphical interface.

Clusters are administered through the administrative console in the Desktop interface, and via commands in
Command Manager. It is easy to modify the capacity of a growing Bl environment because it is simple to add
or remove nodes from a cluster. This means that system maintenance and system growth are far more easily
accommodated in a cluster than by administering a single machine. Furthermore, the status of all nodes and

projects on those nodes in the cluster can be viewed in these interfaces.
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Figure 9.7 A view of the list of projects and their status sorted by the nodes of the cluster.
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9.6 AUTOMATIC FAILOVER

In the event of a fault in one node, all sessions in related components (MicroStrategy Web, MicroStrategy Office,
and MicroStrategy Narrowcast Server) are transferred to another node in the cluster. The failover process is
transparent to end users, who will not even realize that a failure occurred. Executing reports from the node that

failed are automatically queued ready to be automatically re-executed on the newly-allocated node.

The system administrator has a choice of hot or cold failover, each of which is invisible to the end user.

Sharing the History List for Hot Failover

The Intelligence Server’s History List stores report and job messages requested by each individual user. Each node in
a cluster maintains its own set of history list reports and messages for users that have previously logged in to that
particular node. The communication between nodes transmits the location of all history list data stored in each
node. When a user logs into a node, all the relevant history list information from all nodes in the cluster are loaded
on that node. In addition, history lists are automatically synchronized across nodes. In case a node fails, another

node will take over the processing, and the completed report will run on the other node.

Sharing the Report Caches for Cold Failover

Cold Failover refers to report results being sent to a shared report cache on a file server. If a node goes down, a
second node will reference and load the report cache when the user session is transferred. This functionality is
supported by a cache lookup table, which is replicated in memory on each node, which maintains the locations of
all report caches for a particular project. Each node is aware of the caches on the other nodes, and all cache lookup

tables on all nodes are automatically synchronized via cluster broadcasts of lookup table updates.
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Figure 9.8 Cache lookup tables are maintained so that the shared file cache can be referenced from either node at run-time.
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9.7 CLUSTERING FOR BATCH-PROCESSING AND
REPORT DISTRIBUTION

Narrowcast Server’s Delivery Engine has built-in redundancy down to the component level, ensuring that delivery
service messages are not dropped or duplicated. Using a master-slave clustering architecture and an effective
“divide and conquer” algorithm for service execution, Narrowcast Server has built-in failover and load balancing

capability at multiple levels:

e Backup Distribution Managers provide failover for Narrowcast Server operations
e Multiple Execution Engines provide workload balancing
e Retry logic provides robust handling of failure situations

e Failover tracking of each message ensures message delivery and avoids duplication

A backup Distribution Manager can be installed on a separate machine. This backup machine continually polls the
primary Distribution Manager and automatically takes over if it stops receiving a response. It uses a diagnostic log

file to determine which processes were interrupted, and resubmits them.

Multiple Execution Engines can also be implemented. The Distribution Manager balances the load of delivery service
requests by assigning them to different Execution Engines. The Execution Engines may be on the same machine or

on several different machines to promote scalability.

Narrowcast Server has built-in retry logic for delivery services. If an external resource, such as access to subscription
information, becomes unavailable, the Distribution Manager will stop service execution until that resource becomes

available again or the service expiration time is reached.

~ &
MICROSTRATEGY NARROWCAST SERVER MICROSTRATEGY NARROWCAST SERVER
(backup) (primary)

Execution Engine Execution Engine

I 1

Distribution Manager Distribution Manager

MICROSTRATEGY
INTELLIGENCE SERVER

Non-relational
Data

Figure 9.9 In Narrowcast Server, a backup Distribution Manager can be configured to automatically take over if the primary
Distribution Manager becomes unavailable.
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Narrowcast Server also tracks the execution and distribution of each personalized message. If the system is
disrupted in any way, there is seamless recovery from these disruptions. No message is ever dropped or duplicated.
In configurations with multiple Execution Engines, each Execution Engine is aware of the delivery services that are
allocated to other Execution Engines. If one Execution Engine fails, another Execution Engine will automatically take

over the jobs that were not completed by the failed engine.

Adaptation to Changing Conditions

A final aspect of reliability is the ability to perform consistently under varying conditions, such as those resulting
from increased or unexpected demands on the business intelligence system. To alleviate potential processing
bottlenecks that can occur as demands on the system increase, the platform configuration can be adjusted

manually or automatically using one of the following mechanisms:

e Manual adjustment (by the administrator)
e Self-tuning built into the software

e Integration with system management software

The MicroStrategy platform can automatically reallocate computing resources in response to changing demands
on the business intelligence system. Either the administrator or system management software can adjust the

asymmetric clustering, the number of nodes in a cluster, change the number of open database connections, idle
the server or change report execution parameters. There are many other settings that can be used to control the

platform’s operations and performance at a granular level.

9.8 SUMMARY

MicroStrategy’s native clustering capabilities, comprehensive real-time monitoring, and ability to adapt to changing
conditions offer the industrial strength reliability and fault tolerance that are necessary to ensure 24x7 availability

of the business intelligence system. Clustering at multiple levels in the business intelligence system insulates users
from hardware and operating system failures, ensuring that reporting, analysis, information delivery, and transaction

execution can be conducted with confidence.
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SCALABILITY AND PERFORMANCE

Today's companies are collecting ever-increasing amounts of information in their data warehouses. Growing trends of
systems integration and automation of business processes provides companies with unprecedented opportunities to
amass detailed information and data on all aspects of their operations for comprehensive analysis. Accompanying this
increase will also be the number of business intelligence application users. As a result, the Bl system supporting the
business needs to be scalable. Scalability is the ability to support large numbers of concurrent users accessing and
analyzing large sets of data efficiently, and effectively. In addition, it is the ability to implement more hardware resources

with proportionally increasing performance. Such a system should be equipped to handle the following issues:

e Increasing numbers of data tables
e Increasing table sizes
e Increasing numbers of active users

e Increasing sophistication of analysis

The MicroStrategy BI platform is the first to meet all of these challenges while maintaining efficient administration
and superior performance. Both the enterprise data warehouse and the business intelligence system must be able to
handle accelerated data growth so companies can successfully monitor, report, and analyze their operations. As the
amount of information increases to the multi-terabyte size, and the number of users potentially reaches millions,

it is vital that system performance does not degrade. At the core of the MicroStrategy Bl modular architecture is

the MicroStrategy Intelligence Server, which is designed from the ground up to meet both today’s and tomorrow’s

business needs. It achieves maximum scalability and performance through characteristics that include:

e Query Optimization

e Multi-level Shared Caching
e Distributable Execution

e  64-bit Technology

e Multi-threaded Processing

Although the initial Bl application may not be scoped to reach a large size, the right choice of a scalable Bl platform
upfront can ensure there are no restrictions to future growth. The MicroStrategy Bl platform is the only proven
architecture capable of scaling to hundreds of applications, millions of users, and multiple terabytes of data in order

to handle all enterprise business intelligence needs.
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10.1 RPUERY OPTIMIZATION

Database vendors invest heavily into building Relational Database Management Systems (RDBMS) that keep up

with the proliferation of data. Each RDBMS provides many strategies to deal with this trend. The MicroStrategy

Bl platform, with its Relational Online Analytical Processing (ROLAP) architecture, uses the RDBMS for much of its
processing, making the most of the RDBMS investment. No time-consuming and costly additional processing is
needed before business users can access data. MicroStrategy incorporates the following RDBMS optimizations when

generating SQL:

e Dynamic indices, statistics, and hints
e  Partitioning, clustering, and parallel queries
e \olatile tables, derived tables, and common table expressions

e Materialized views, and parameterized queries

Because of its uniqgue ROLAP approach, MicroStrategy seamlessly works with all of these database-driven strategies
for providing quick response time even with massive quantities of data. Any technical advances in the database
are seamlessly accessible to the MicroStrategy platform. In addition, the Intelligence Server generates efficient

SQL to minimize query response time, and work in tandem with strategies employed by databases. These features
are automatically applied for all users but can also be customized to meet unique scenarios. Examples of these

features are:

e Multi-pass SQL
e Aggregate Awareness

e \ery Large Database (VLDB) properties

Any scalable system must capitalize on the strength of each component of the application. VLDB properties,
massively parallel syntax, and intelligent aggregate navigation ensure that the use of the data warehouse — the
component in which most companies make the biggest investment — is maximized. Organizations can design and
build applications with the assurance that MicroStrategy will continue to leverage each database’s strengths to

provide optimum performance and scalability.

Multi-pass SQL
One of the key elements to providing analytical sophistication in business intelligence applications is MicroStrategy’s
ability to generate multi-pass SQL. Multi-pass SQL is required to answer analytical questions that cannot be

answered with a single SQL query block. Examples of scenarios that require multi-pass SQL include:

e Set analysis
e Split metrics

e Calculation at different levels of aggregation

Sets allow the definition of complex selections and custom groupings of customers, products, suppliers, or other
individual areas of business interest. For example, when data on customers, their recent purchases, and other
characteristics related to their transactions is available, sets allow the targeting of customer groups based on

specified criteria.
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Figure 10.1 Set Analysis using Custom Groups is performed with multi-pass SQL.

The MicroStrategy Bl platform enables much more complex analyses. For example, questions such as “Show me sales
by region over the last six months, but only for customers who purchased one of the 5 most popular products in 2004,
and for regions where vendors have the most reliable shipment times over all time,” can be answered. With multi-
pass SQL, when sets cannot be calculated together, MicroStrategy breaks them down into manageable components
to achieve results quickly. Similarly, queries requiring calculations against different database tables with complex
relationships cannot always be resolved with direct queries and require multiple steps. The Dynamic SQL Engine

recognizes the structure of the tables, and generates correct SQL to ensure accurate data with fast performance.

Often times, organizations need to compare results between different strata. These calculations involve aggregating
data into different levels for cross comparison. Individual performances are compared to total group performances
to obtain insight into relative value. For example, stores contributing the highest revenues to their regions are
identified as benchmarks, and all other stores are compared against them. When this comparison is done at the
percent contribution level, no custom SQL coding is required; the analysis is automatically supported using multi-
pass SQL.

Support for these scenarios, especially when combined together, provides a framework for answering significant
analytic questions, and creating tremendous value to business users. MicroStrategy generates SQL that performs

these multi-pass queries as efficiently as possible for each particular database.

Aggregate Awareness

The MicroStrategy BI platform features intelligent aggregate table navigation. Query performance in many data
warehouses is enhanced through the use of aggregate tables or summary tables, which store pre-computed
aggregate results. Report queries access information from a summarized set of data rather than the detail level data
that would be stored in the fact table, often improving query performance by orders of magnitude. Administrators

can build as many aggregate tables as are necessary and useful.

MicroStrategy has used an aggregate-aware SQL-generation engine since its products first became available in
1994. MicroStrategy transparently navigates aggregate tables, dynamically directing queries to summary tables
when doing so is optimal, without the user having to specify use of the table. Once these tables are included in
the application, Intelligence Server automatically evaluates all the potential options for generating the results, and

intelligently chooses the best aggregate tables for the query each time SQL is generated.
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Very Large Database (VLDB) Parameters
Each major relational database has specific syntax to make use of its query optimization features. Small changes to

the SQL can guide the database optimizer, and provide a dramatic improvement in query performance.

The MicroStrategy BI platform automatically ensures that each query leverages the high-end capabilities of the
database through VLDB properties for the databases. VLDB properties are parameters that optimize the SQL
generated for performance. Intelligence Server is automatically configured to use the right set of VLDB properties
for each major database when that particular database is selected. Using these out-of-the-box VLDB properties,
Intelligence Server adapts to the existing environment, and capitalizes on the inherent strengths and native
optimizations of each database platform. Business users are not required to understand any usage rules within the

business intelligence system or within the database to benefit from VLDB settings.

For example, databases that support derived tables can provide orders of magnitude increases in performance
over generic SQL. Rather than generate generic SQL, Intelligence Server generates SQL that uses derived tables
whenever possible. The following SQL sample of a report shows two different SQL statements generated when
the derived table switch is toggled. In this case, the response time was approximately 190 % faster when derived

tables were used.

As each Bl implementation is unique, the VLDB properties can be manually adjusted to suit a particular database
schema, metric calculation, or report. Over 40 properties in 11 categories are customizable to produce highly

efficient SQL queries.

Without Darived Tables

With Darived Tables
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Figure 10.2 Different SQL statements generated when the ‘derived table’ switch is turned on.

VLDB Property Levels

VLDB properties can be configured at different levels in the MicroStrategy Bl environment. A system administrator
can customize the global and application settings, while a report designer can tweak individual metrics, templates,
and reports. In the following diagram, the VLDB properties set at the report level override the same properties set at

higher levels.
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Figure 10.3 VLDB Properties Hierarchy determines which VLDB properties to apply to a query.

Types of VLDB Properties
VLDB properties at each level are defined in a simple graphical interface in the Windows development environment.

A SQL preview shows the effects of changing a setting. The VLDB properties fall mainly into the following types:

e Query optimization

e Fallback optimization

e Join guidance

e Parallel execution guidance

e Database tuning optimizations
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Figure 10.4 VLDB properties that can be set for a specific report.
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SQL Query Optimization

Query optimization properties generate SQL for the best possible query performance by adjusting the Data
Definition Language (DDL), and Data Manipulation Language (DML) automatically for each major database. Even
then, VLDB properties can be customized to match unique reporting scenarios. For example, if using derived tables
is not feasible, MicroStrategy can utilize Common Table Expressions instead. Similarly, if joins to attribute descriptors
impede performance, MicroStrategy can delay these joins until the final SQL pass. The latter can reduce query

execution times by 90% or more.

In addition, an experienced Report Designer has the opportunity to further improve query performance by orders of

magnitude with custom Optimizer hints. For example, the Oracle optimizer uses hints that can be customized per report.

SQL Query Optimization Property Description
SQL Hints Provides guidance to the optimizer on how best to execute a query
Intermediate Table Type Provides guidance on how intermediate data is stored. Storage types include derived

tables, common table expressions, volatile tables, and global temporary tables.

WHERE clause driving table Provides guidance on which tables to use in WHERE clause qualifications. This setting is
used as an optimization for databases that perform better when columns from smaller
tables are used in the WHERE clause.

Additional Final Pass Provides guidance on when to join back to lookup tables for attribute descriptions. This
setting is used in situations where SQL performance can be enhanced by isolating the
retrieval of metric calculations from attribute text columns.

Separate COUNT DISTINCT Provides guidance on issuing COUNT DISTINCT. In certain environments, separating COUNT
DISTINCT into isolated SQL statements improves performance by reducing concurrent
resource requirements.

UNION Multiple Inserts Provides guidance on use of UNION clauses rather than multiple separate intermediate
tables with INSERT clauses. In certain environments, queries against partitioned tables
using UNION clauses can improve performance.

Figure 10.5 Examples of SQL query optimization VLDB properties.

Fallback Optimization

In addition, MicroStrategy VLDB properties provide fallback mechanisms for query optimizations that are used as an
alternative to the default setting. For example, if a particular query cannot be executed using derived tables, VLDB
properties will reconfigure the generated SQL to alternate intermediate table syntax to ensure that the query returns

correct results.

Fallback Optimization Property Description

Sub-Query Type Provides guidance on sub-queries syntax. Controls whether EXISTS IN statements or
intermediate tables are used when performing sub-queries.

Fallback Table Type Provides guidance on the intermediate table SQL syntax used. If the primary intermediate
table type is unavailable in a database, either permanent or true temporary table syntax
will be used.

Figure 10.6 Examples of fallback optimization VLDB properties.

Join Guidance

Correct joins are essential for accurate results and can also impact query performance. MicroStrategy automatically
generates optimal SQL with the appropriate joins for data accuracy and query performance. Custom configuration of
joins may be required for particular user requests. For example, the sequence in which tables are joined can impact

query performance depending on the database. VLDB properties can adjust this sequence for maximum performance.
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Join Guidance Property

Description

Lookup Table Join Order

Provides guidance on the sequence in which database lookup tables are joined. This setting is used
as an optimization in scenarios in which a database optimizer may not be up-to-date.

From Clause Order

Provides guidance to the sequence in which database tables are used in the FROM clause of SQL. This
setting is used as an optimization in scenarios in which a database optimizer may not be up-to-date.

Figure 10.7 Examples of join guidance VLDB properties.

Parallel Execution Guidance

As the volume of data in an enterprise data warehouse increases, partitioning the data provides significant

improvements in query performance by distributing the workload between multiple resources in parallel. By dividing an

SQL statement among multiple processes, a database can run the statement more quickly than if a single process ran it.

As part of this functionality, high end databases allow tweaks to be added into SQL for additional guidance. For

example, when creating tables in a partitioned database, the partitioning key is used to determine the partition

on which each row of data is stored. When performing join operations, MicroStrategy uses the partitioning key to

improve performance.

Queries with intermediate tables may also benefit from indexes on these tables. In MicroStrategy, most intermediate

tables will either be joined on the attribute columns back to fact tables or serve as temporary storage for metrics

that will be joined with other intermediate tables to produce a final result. Creating an index on the attribute

columns may improve performance, since those columns will usually be involved in a join later in the report SQL.

Property

Parallel Execution Guidance Description

Intermediate Table Index

Partitioning keys can be turned off altogether using the Intermediate Table Index VLDB
property. When using this setting with a partitioned database, the database will distribute
data according to the first column in the table.

Allow Index on Metric

By default, the partitioning key is created on all attribute ID columns that are used in the
intermediate table. Fact columns can also be included in the partitioning key, using the Allow
index on metric VLDB property. Depending on joins required, some queries may benefit from
distributing data by the fact columns as well as the attribute ID columns.

Max Columns in Index

The application designer can control the size of the partitioning key through the Max
columns in Index VLDB property.

Figure 10.8 Examples of parallel execution guidance VLDB Properties.

Database Tuning Optimizations

In order for a database to calculate the most efficient SQL execution plan, optimization engines require up-to-

date information especially when new objects, such as intermediate tables, are created. Using VLDB settings,

MicroStrategy Intelligence Server can insert complete or partial SQL statements throughout the dynamically

generated SQL. For example, the Table Post Statement VLDB setting can be used to update optimizer statistics on

new intermediate tables and indexes.

Tuning DB Optimization Engines VLDB Property Description

Pre/Post Statements

Triggers updates to optimizer statistics when used with database-specific
SQL syntax. For example: “Collect Statistics”, and “Runstats.”

Figure 10.9 Example of VLDB Properties to tune database optimizers.
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String Insertion

Besides VLDB properties that automatically alter the overall structure of the SQL statements, MicroStrategy
Intelligence Server also provides a multitude of manual entry VLDB settings. These VLDB properties control string
syntax used in SQL queries generated by the Intelligence Server. A report designer can further optimize SQL for
their specific environment using these string insertion settings. The following illustrates example locations for string

insertion for Oracle. Each potential location is highlighted in bold.

[Report Fre Statement]
[Table Fze Statemsnt]

CREATE [Table Qualifier] TRELE [Table Descriptox] [Table Prefix]-<table name:>
[Tabkla Option] [Table Space] AY

SELECT [BQL Hint] <column_expressicns>

FROM <table_liat>

WHERE <joins_and filter expressions>

BROUP BY <column_expressicns>

[Ingsart Fost Statement]

CREATE [Index Qualifier] TNDEX [Index Prefix]<index nams> ON
<column cxprossions> [Index Post Striag)

[Tabla PostStatemant]

SELECT [8QL Hint] <column_sxpressionsk
FROM <table list>

WHERE ﬂ]ﬂ‘l!'l.ﬂ_n&l-'ld"fll :er_ewnressions:

GROUP EY <column expressions>

[Report FostStatement]

Figure 10.10 Example of string insertion VLDB locations.

VLDB Properties Updates
When database vendors add new functionality to their databases, administrators can easily update the VLDB
properties. MicroStrategy provides new VLDB property files, along with new releases when necessary, that reflect

the added functionality. Administrators simply update their properties using the new file and they are ready to go.
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Figure 10.11 Upgrading VLDB properties via a simple dialog box.
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10.2 MuULTI-LEVEL SHARED CACHING

With other Bl products, query performance decreases as the number of users on the system increases. When
Intelligence Server caching is enabled, and since cache tuning is based on user activity, performance either improves
or remains constant. More users on the system provide the Intelligence Server with a more accurate profile of the
most popular reports and data. This allows Intelligence Server to more accurately cache the right data closest to

end-users for maximum performance.

Some Bl products attempt to implement caching by simply storing data at a single level of the middle tier, thus
missing most caching benefits. MicroStrategy Intelligence Servers implements a truly efficient self-tuning caching
strategy. The foundation of caching within the MicroStrategy Bl platform is to implement caches at key points
within the overall query flow, taking into consideration various usage scenarios, and user behavior, to provide the

most improvement.

A typical user may log into MicroStrategy, search for a report, build a new report, answer a prompt, run the
report, conduct further analysis on the result set, and save the report before logging out. Within this query flow,

Intelligence Server caches specific data in the following crucial areas:

e Metadata Object Caching
e  Attribute Element Caching
e Database Connection Caching

e Report and Report XML Caching

The diagram below shows how response time dramatically decreases using strategic cache implementation within

the Intelligence Server, even as the number of users increases.

Metadata Object Caching
Attribute Element Caching
Report Caching

Report XML Caching

AVERAGE QUERY RESPONSE TIME

NUMBER OF USERS CREATING CACHES

Figure 10.12 Query response time decreases as the number of users increases.

In a clustered Intelligence Server configuration, caches are synchronized across clustered nodes without the massive
data transfer between nodes, and users connected to one Intelligence Server node benefit from the caches stored

by another Intelligence Server node.
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Metadata Object Caching

Metadata objects store information about Bl applications that define the data abstraction from the data sources,
the business rules and key performance indicators, and the format and layout of documents, reports, and analyses.
Users interact directly with these objects and navigate between objects. A responsive system during this interaction

is essential for high productivity and unhindered user experience.

Each time a Metadata Object is first accessed, its business definition is cached in memory. When the memory
allocation for this cache is reached, the least frequently used object is removed from the cache. Over time, user

interaction self-tunes the system to ensure that the most frequently used objects are cached.

Attribute Element Caching
Attribute elements are the row level data for each attribute normally stored in lookup tables in a data warehouse.
Lists of attribute elements are displayed when answering prompts, building filters, and browsing the data warehouse.

Caching these attribute element lists improves the business user experience and overall system performance.

Intelligence Server optimizes performance by caching the most frequently listed attribute elements and swapping
out the least recently used lists. Attribute element lists often span thousands of elements. Intelligence Server
employs further techniques for caching this data, and providing rapid response times. As specific sections of
attribute element lists are requested, only these snippets of the entire list are initially cached. While the user is

perusing the cached section of the list, Intelligence Server prefetches upcoming sections and caches them.

.
Attribute Elements Cached Subset User View
@@
Data Source Intelligence Server Client Software
. J . J J . J

Figure 10.13 Optimized attribute element caching reducing resource requirements while boosting system response times.

Database Connection Caching

When establishing a connection, a database must allocate communication and memory resources, as well as
authenticate the user and set up the corresponding security context. To minimize this overhead, the MicroStrategy
Bl platform implements its own connection pooling strategy via Database Connection Caching. Whenever a
connection is established, this connection is kept and re-used when possible. This implementation is database and

operating system platform independent, improving the end-user experience and the performance of the Bl system.

Report Caching
The MicroStrategy BI platform creates report caches to avoid re-executing requests for exactly the same information
against the data warehouse each time, speeding the delivery of information to business users. There are 3 types of

report caches in the MicroStrategy Bl platform.
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1. Result set caches. These store the final results of a report or dataset after Intelligence Server has performed
additional analytical processing but before formatting is applied to the results. Result set caches are stored in a
highly efficient binary form both in memory and on disk.

2. Formatted PDF and Excel files. Pixel-perfect documents are cached to disk after Intelligence Server has applied
all the formatting. Links to these documents appear as messages in individual users’ history lists.

3. XML caches. Web receives reports from Intelligence Server in chunks of XML according to the number of rows
defined in the “Incremental Fetch” setting, and the contents of the “Page-by” section of a report. These are

cached in XML format improving performance for Web users.

Intelligent Cubes Provide High Performance Analysis

As Intelligence Server fulfills report requests from the data warehouse, MicroStrategy OLAP Services creates
Intelligent Cubes that model the relational database. Intelligent Cubes give users sophisticated OLAP functionality
while maintaining full user access to the entire enterprise data warehouse. The data in the cubes is always up-to-
date; if a cube is missing data that the user needs, or if the data has been updated in the data warehouse, the
Intelligence Server will retrieve it from the warehouse. Intelligent Cubes present highly interrelated subsets of data
to end-users, making it simpler to perform quick analyses. Data proximity accelerates system performance while

maintaining user self-service access to all corners of the enterprise data warehouse.

Automatic Data Management

Administrators of other Bl software spend significant amounts of time maintaining cubes based on business
requirements. The cubes reside in multiple locations, such as user desktops, Web servers, and file servers. The data
is duplicated across these locations, and time spent managing the data quickly grows exponentially. In contrast,
MicroStrategy Intelligence Server automatically builds and refreshes data. Maintenance is orders of magnitude easier

and security is always enforced.

Full Access to Entire Data Warehouse

During regular use, the Intelligence Server automatically accesses Intelligent Cubes whenever relevant without
any user intervention. As users analyze the data and expand the scope of their analysis requiring more data, the
Intelligence Server automatically accesses the data source on behalf of users. Accessing data from an Intelligent
Cube or reaching through to the data source is seamless to users. This provides a dramatic shift in user analysis.
Without bounds to a limited aggregate of data, users on the MicroStrategy Bl platform are free to navigate the
entire data warehouse for comprehensive analysis. IT departments no longer have to build different cubes to serve
different business requirements. Instead, most frequently requested data is bundled once, and users self serve ad

hoc requests.
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Figure 10.14 Speed-of-thought analysis powered by Intelligent Cubes.

Custom Caching for Maximum Efficiency

To further boost performance, administrator can selectively elect to pre-cache groups of frequently used long
running reports for the highest impact while allowing Intelligence Server to create caches on-the-fly, as required,
for other reports. Alternatively, caching can be disabled for reports querying against Online Transactional Processing
(OLTP) data sources. Intelligence Server statistics provide guidance on what should be cached, with information on
most frequently used reports, reports with the largest final result sizes, and reports with the longest query execution

times. Armed with this information, the administrator can make intelligent custom caching decisions.

Caching Disabled: Reports sourcing OLTP data. Report
with complex prompt sequences with low probability
of repeated combinations of answers.

On-demand Cache Creation: Reports Intermittently used.

Figure 10.15 Multiple caching strategies applied to all reports ensure efficient caching.
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10.3 DISTRIBUTABLE EXECUTION

As organizations move toward Bl consolidation together with increased data warehouse sizes and more enterprise
users, an enterprise Bl system needs to be able to handle the increased load. In addition, organization with Service
Level Agreements (SLA) requiring predictable levels of service need confidence in their Bl system as it grows. These
needs are met using distributable execution. MicroStrategy Web, Narrowcast Server, and Intelligence Server are all

cluster capable.

Multiple MicroStrategy Intelligence Servers configured in a cluster work cohesively as a single logical unit, and each
node services end-users seamlessly. Workload can be distributed across nodes in a cluster, and adding new nodes is
straightforward. Resources available to different projects can be dynamically adjusted based on real-time workload.

MicroStrategy Intelligence Server clustering enables this via:

e Load Balancing

e Asymmetric Clustering

In addition, clustering allows enterprises to maximize their hardware utilization by starting with a small server
implementation, and adding hardware incrementally as the number of end-users increases. As a result, the initial

investment in hardware is always preserved, and performance is always excellent.

Load Balancing

Load Balancing refers to a process or algorithm that shares the load on a system among the available servers.
Within the MicroStrategy BI platform, load balancing is performed using algorithms on MicroStrategy Web or
MicroStrategy Narrowcast Server that route new requests for user sessions to Intelligence Server with the most

available open sessions.

Once a session is established, all requests from a connected user are directed to the same Intelligence Server. Load
balancing ensures that response time is maintained as the number of end-users increases. The additional users are

distributed across multiple servers which process jobs simultaneously.

Unlike other BI products where the load balancing algorithm cannot be customized, load balancing within an
Intelligence Server can be customized by the load balance factor. With MicroStrategy Web and MicroStrategy
Narrowcast Server, each node within an Intelligence Server cluster is assigned a work load weight; user connections
are distributed to reflect the ratio of these weights. As a result, business needs or hardware considerations such as

the following can be incorporated into the MicroStrategy Bl platform:

e Upgrade Transition
e Mixed Clients Deployment

e Geographic Proximity

During an upgrade cycle, Intelligence Server nodes are upgraded in a rolling window to minimize risk and avoid
downtime. After a server is upgraded, the load balancing factor can be used to give the upgraded machine a

heavier load.

w
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Figure 10.16 Load balancing across Intelligence Server nodes is tunable depending on each node’s hardware resources.

An organization with a mix of Desktop power users and Web end users can decide to dedicate an Intelligence
Server to Desktop users due to their usage profiles. If there is a small number of Desktop users, resources available
on the dedicated node may not be used heavily, but can peak sporadically. The organization can choose to divert a
small amount of Web user load onto this server to capitalize on the idle resource, and speed up end-user experience

for the Web users.

An organization with a multi-location environment can choose to point each location to a particular Web server,

and configure the load balancing factor of that MicroStrategy Web to favor the closest Intelligence Server node.

Asymmetric Clustering

MicroStrategy Intelligence Server provides Asymmetric Clustering, in which each Intelligence Server node within

a cluster can host a different set of projects. This feature enables further opportunities to optimize the overall B
application, better utilizing available resources, and increasing performance. Asymmetric clustering in MicroStrategy

Intelligence server allows:

e Further optimized resource allocation
e Increased agility to react to usage fluctuations

e Enhanced Failover and Fallback Logic

Additional load balancing configurations are available for MicroStrategy Web, MicroStrategy Office, and

Narrowcast Server.

N



E . . ) : ' Customer Project :
. Financial Project Y X . . B
H o Financial Project '

B I

: Financial Project [ Customer Project .

Customer Project

Customer Project

Day of Week

abesn 1aloud

Figure 10.17 Asymmetric clustering in Intelligence Server spreads the load of the Bl applications across nodes.

10.4 64-BIT BUSINESS INTELLIGENGE

Continuing to spearhead business intelligence system scalability and performance, MicroStrategy began
development work towards true 64-bit technology in 2001. Part of this challenge was to incorporate a new

technology framework compatible with all operating systems on any architecture.

Envisioning the boost in scalability and performance, MicroStrategy started incorporating parts of this technology
framework in MicroStrategy offerings in 2002. Development in this direction continued until its completion, and
the release of MicroStrategy Universal in 2004. With a single code base, there is functional equivalence across all
platforms. All platforms can be released simultaneously, and businesses choosing to leap to 64-bit MicroStrategy

Business Intelligence technology can simply switch out the software supporting their existing implementations.

Leaping from 32-bit technology to 64-bit technology provides a gargantuan capacity increase for a business
intelligence system. The more memory the business intelligence system can track, the larger the data sets it can

manage and hold, and the faster it can service users.

Most business intelligence vendors only offer 32-bit solutions where the addressable memory is limited to 4
gigabytes. Others may execute on a 64-bit environment but may not be optimized for a 64-bit environment, and
still be limited to 4 gigabytes of addressable memory. A true 64-bit solution can address up to 16 exabytes of

memory. As a result of being a true 64-bit technology, MicroStrategy Bl systems can support:

e Increased number of users
e Increased performance through increased cache capacity
e Richer Bl applications through increased metadata capacity

e Reduced numbers of servers

True 64-bit MicroStrategy Bl technology seamlessly scales with the growth in Bl applications, users, and data sizes

while delivering ultra high performance.
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MicroStrategy Technology Running in 64-bit Mode

Application Metadata . Shared Caches 7% Working Space for 50,000 Active Users '

Up to 16 TB of Addressable Memory

MicroStrategy Technology Running in 32-bit Mode 64-bit Benefits

o 3 * Support richest of Bl applications
Application Metadata Shared Caches Working Space for 50,000
Active Users * With highest performance at scale

* For the most users
2 or 4 GB of Addressable Memory * On the fewest servers

Figure 10.18 64-bit MicroStrategy technology supercharges Bl allowing more users, applications, and caches.

More Users for Enterprise Wide Reporting & Analysis

With MicroStrategy 64-bit technology, far more users are able to tap into the largest databases, and obtain answers
to their reporting and analysis inquiries. Information collected throughout business operations becomes available to
the entire enterprise instead of select groups of individuals. Critical and active analysis is now available throughout

the organization.

More Sophisticated and Comprehensive Analysis with Complete Data Warehouse Coverage

With MicroStrategy 64-bit technology, more capacity provides the opportunity to perform multi-layered, multi-level
complex analysis on the entire data warehouse beyond the bounds of the database by business users. Analysis is no
longer bound by 32-bit limits. Bl systems have more capacity to match the growth of enterprise data warehouses,
and to cover all aspects of information gathered and stored inside. More sophisticated questions can be answered

to shed more comprehensive insight into the entire business operation.

Reduced Number of Servers Drives Enterprise Standardization
With increased capacity comes the opportunity to consolidate. A single Bl system can support more users with better
performance and richer applications. The management of Bl systems is simplified with a reduced number of servers.

MicroStrategy 64-bit technology provides a new level in support of an organization’s Bl standardization efforts.

10.5 MULTI-THREADED PROCESSING

Compared to other Bl products, MicroStrategy Intelligence Server is a fully multi-threaded application that consists
of a group of well-defined components. Each component performs specific tasks, and each task is performed by
multiple processing threads. This approach, called multi-threaded processing, leverages all available processors in a

system, giving it vertical scalability. According to Gartner Research:

“This technique enables an application to support many users simultaneously with a single image of the software.
Instead of executing a separate copy of the application for each user requesting services, a single instance of the
application spawns “threads” or sub-processes, as needed, to support concurrent users. This imposes less of a load
on the server, and does not require the initial startup time for each new instance of the application. Additionally,
threads can take advantage of multiple processors, if they are available, further enhancing scalability. Developing
multi-threaded code is difficult, especially in the debugging stage. Consequently, many Bl software providers do not

support multithreading, or they offer only limited support.”
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Figure 10.19 Multi-threaded processing concurrently executing reports on multiple processors.

The following are examples of multi-threaded components within MicroStrategy Intelligence Server. Each
component is assigned a certain number of threads. The higher the number of threads allocated to a component,

the more capacity it has.

e Object Browsing Engine
e Resolution Engine

e Command Engine

e Dynamic SQL Engine

e Dynamic MDX Engine

e Query Engine

e Formatting Engine

e Analytical Engine

The demand for individual components will vary depending on the numbers and types of job requests for report
creation, report execution, and data manipulation being processed. For example, when many users request
different queries simultaneously, the Dynamic SQL Engine, being one common component, experiences a load
increase. When the report results have been retrieved from the data source, processing shifts to the analytical and

formatting engines.

To prevent a bottleneck in any one of these components, Intelligence Server employs an advanced automatic
resource balancing scheme. This consists of dynamically allocating resources for each component based on its
immediate needs. In the above scenario, the Intelligence Server will initially allocate more threads to the Dynamic
SQL Engine. When the Analytical and Formatting Engines take over, Intelligence Server dynamically increases the
number of threads for these components while reducing the number of threads for the Dynamic SQL Engine. This
adaptive balancing of internal capacity ensures effective use of available resources, and allows the MicroStrategy BI

platform to scale while maintaining excellent performance.
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Figure 10.20 Distributing processing threads between processing engines automatically removes performance bottleneck.

10.6 EFFICIENT COMMUNICATIONS

The MicroStrategy BI architecture is designed to minimize network traffic between the different components within
the architecture. While each component handles different parts of the user query, coordination and communication

between these components are required.

Network traffic from the data sources and metadata repository to the Intelligence Server, coordination between
nodes of an Intelligence Server cluster, and communications between client interfaces and the Intelligence Server

are network efficient.

Interacting with Data Sources

When Intelligence Server interacts with data sources, only the required data is brought back, and as much
aggregation as possible is performed at the data source. When data needs to be written back to an RDBMS,
parameterized queries are used to reduce the net amount of data transferred. When querying a large attribute
element lookup table, only the rows that are needed are retrieved and cached. When accessing business definitions

within the Metadata Repository, Intelligence Server caches the most frequently requested definitions to reduce traffic.

Report Snapshot Delivery

With other Bl products, when reports containing thousands of rows are returned to the client, the transmission process
can slow down or be limited by the volume of network traffic. Even as bandwidth becomes cheaper, optimizing data
transmissions remains important as the data still requires processing for client rendering. Just as search engines results
typically display 20 hits per page, despite finding 30,000 hits or more, the MicroStrategy Bl platform returns results

to the end user in 20-row snapshots. This number is configurable by the end user by adjusting the incremental fetch.

Users have the ability to click “Next,” or select a page number, to view the next batch of results.
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Figure 10.21 Report snapshot delivery incrementally fetches needed subsets of results to users.

Report snapshot delivery minimizes network traffic while maximizing performance as the amount of data processing

on client machines is minimal.

Efficient Report Manipulation with Drilling

Drilling anywhere allows users to simultaneously navigate through the entire data warehouse and perform train-of-
thought analysis. Other BI products require users to retrieve all items, all regions, and all months for drilling. Instead of
this approach, which increases network traffic and poses data volume limitations, the MicroStrategy Bl platform drill
anywhere feature allows users to specify the slice of data for drilling. For example, when a user wants to drill from a
specific item to geographic information, only the geographic information for that particular item is retrieved. In addition,

drill paths can be customized per report, giving guidance to end-users and reducing the number of errant jobs.

Personalized Page-by Execution

MicroStrategy Narrowcast Server’s personalized page-by execution mode allows a single report to be parsed into
sub-reports for individual subscribers. Requests are consolidated, saving on overhead, and later sliced into specific
subsets for report bursting to users. Consequently, Narrowcast Server can deliver thousands of personalized
services while ensuring a minimal load on the data warehouse. Personalized page-by execution is especially useful
for personalized reports with common themes. Rather than running 1,000 different reports for 1,000 different
users, a large report can be run just once. Selected rows of the large report are sent to recipients based on their

personalization settings.

With personalized page-by execution, the processing workload is distributed across architectural tiers, and
communication overhead between the Intelligence Server and data source is minimized. In addition, overhead

within the data source is also minimized as only one query is requested.

Large Result Set

s O
s
s O

Figure 10.22 Personalized page-by distributes individual reports from a single Intelligence Server query.
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CHAPTER 10: SCALABILITY AND PERFORMANCE

10.7 PROVEN SCALABILITY AND PERFORMANCE

With all of the above technologies, the MicroStrategy Bl platform leads the pack in both scalability and
performance. By embedding the goals of building an architecture with world class scalability and performance
into the design process, MicroStrategy sets the standard for these characteristics. With each user query, multiple
complementary technologies work hand-in-hand to boost performance, and reduce total response time. By

servicing users in the most expeditious manner, resources remain available for other users.
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Telefénica Telecom <250 GB Ora;ce\fv,e?QL 2,000 Users Charming Shoppes, Inc. | Retail >2TB | Teradata 800 Users
Dick’s Sporting Goods | Retail 27TB Oracle 250 Users
Carl Warren & Co. |Insurance <250 GB | SQL Server | >2,000 Users Financial
Bank of Montreal . 2TB IBM DB2 2,000 Users
Consumer SQL Server Services
Amway Goods 1.5TB 2000 >2,000 Users
H-E-B Retail 2.5TB | Teradata 800 Users
u.s. Dgpt. of Government 500 GB Oracle 4,000 Users
Education
3 - 10 Terabytes
5,000 — 20,000 Users Cox Business Service Telecomm. 3TB Oracle 100 Users
Hudson’s Bay . B Oracle, LoanPerformance Financial 3.5TB | SQL Server 90 Users
Company Retail 2-3T8B Teradata 5,000 Users Services
Lotte Mart Retail 3.6TB | Teradata 500 Users
éce Hardware Retail >1TB Teradata 8,600 Users
orp. Grange Insurance Insurance 47TB | SQL Server | 300 Users
ARC Travel 25578 | Teradata | 15,000 Users Autotrader.com Retail 778 Oracle 800 Users
Teradata,
Sprint Telecom >1TB Oracle, 16,000 Users
Informix >10 Terabytes
Bavarian State eBay Retail 127TB | Teradata 300 Users
Ministry of . 250 GB -
Sciences, Research | EdUcation 17 | SQLServer | 17,000 Users Ahold Retail 15TB | Oracle | 1,000 Users
& the Arts Lowe’s Companies Retail 16 TB | Teradata | >2,000 Users
METRO Group Retail 347TB Teradata 2,500 Users

>20,000 Users ) )
*Data collected as of May 2005. Data sizes are expected to increase further.
US Postal Service | Government 337TB Teradata | >20,000 Users

British Telecom/

Telecomm. 47TB Oracle 30,000 Users

Xansa
European Pharmaceu- In Oracle Up to 40,000
Medicines Agency |tical Dev. Users
Northwest
Evaluation Education In SQL Server Up to 100,000
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Association

*Data collected as of May 2005. User bases are expected to expand further.

Figure 10.23 Customer proven scalability and performance with the MicroStrategy Bl platform.

Large numbers of customers using the MicroStrategy Bl platform are able to scale their Bl deployments using the
MicroStrategy Bl platform both in terms of the number of users, and the amount of data accessible to them. Proven

scalability and performance are hallmarks of the MicroStrategy Bl platform.

a
[w]









EXPORTING DATA AND REPORTS

Most MicroStrategy users work online, running live reports against the most current information loaded in the
data warehouse. MicroStrategy adds analytical context to this data, making it much more valuable for monitoring

business processes, enriching enterprise reports, and improving analytical decision making.

11.1 MICROSTRATEGY EXPORTS ENHANCED DATA
Enhanced information is often needed outside MicroStrategy’s interfaces and applications for:

e Offline Analysis — obtaining data while connected to a network, and then disconnecting from that network
before analysis is performed

e Application Integration — sharing data with other applications, for example ERP, Supply Chain Management,
and Budgeting systems, without human intervention

e  Offline Review — generating files in a static format, such as HTML, PDF, and Microsoft Word and PowerPoint

e Batch Printing — distributing reports directly to any network printer in an industry-standard printable format

e Report Archives — storing reports and documents of any size in specified file locations for recording purposes

Offline Excel Analysis | &l ; Data Mart Reports AD-HOC

ANALYSIS

APPLICATION
INTEGRATION

= lwa [y | { A OFFLINE
h|;-.n=-f lIW | "J:l,j sy 2B REVIEW

Targeted Offline Invoicing
& Network Printing PRINTING

SCM ERP FINANCE DM

T

Increasing Analytic Sophistication & User Interactivity

Vi
et
wunt®

From One Cell to Millions of Cells @ ARCHIVING

\j

Increasing Size of Data for Offline Export

Single Report — Multi-page Report — Programmatic Data Refresh — Million Cell Export — Data Marts — Bulk Files

Figure 11.1 Offline use cases arranged by user interactivity, data size, and frequency of export.
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CHAPTER 11: EXPORTING DATA AND REPORTS

11.2 MICROSTRATEGY PROVIDES EFFICIENT EXPORTING

Requests for data required outside the MicroStrategy BI platform are initiated differently, depending on how and

where the data is going to be used. MicroStrategy provides four main approaches to fulfilling such requests:

e Exporting data directly from the user interfaces
e Saving reports in datamart tables in a database
e Performing bulk exports with Narrowcast Server

* Integrating with open APIs and Web services

Each of these methods addresses the requirement that the right data is transferred quickly and efficiently in a useful

format. Deciding which method to use depends on the following factors:

e Data Accuracy
e Data Volume

e Data Format

Data Accuracy Keeps Export Processing to a Minimum

MicroStrategy contains many ways to control the accuracy of the data in a report. Ensuring that only the necessary
data is exported reduces the amount of processing required to package and consume report information. Besides
the standard filtering contained in reports and documents, this is accomplished via user input, ad hoc navigation,

prompted reporting, and an automated security process.
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Figure 11.2 Users navigate to the data they need with a right-click menu.

N



Ad hoc navigation is performed naturally by a user, who changes the initial context of a report using standard analytical
methods such as pivoting, page-by, sorting, and drilling. When this navigation results in a useful set of data for offline
analysis, the user can export the data immediately if the result set is relatively small. For large result sets, the information

can be saved as a datamart table or a standard MicroStrategy report that the Narrowcast Server can process.

Prompted reports efficiently personalize the data retrieved through simple questions and answers. More accurate
data is initially displayed, reducing the amount of ad hoc navigation needed before exporting the data. If the report

is saved before exporting, the user’s actual prompt answers are remembered for future use.
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Figure 11.3 A MicroStrategy prompt in a standard report.

User permissions add another tier to ensure data accuracy. Security filters and object access control lists are
automatically applied to any report requested by a user. Even reports that are run by Narrowcast Server on behalf of

a user are subject to this security layer.

Data Volume Exported Varies by Use

The data volume exported from the MicroStrategy Bl platform ranges from a single row or cell of data to many
millions of rows. Small, manageable datasets are usually exported directly from user interfaces. These are typically
composed of a few screens or pages, and can span up to several thousand rows of data. Export actions are
embedded in all MicroStrategy interfaces. MicroStrategy Office is designed to handle larger datasets than the other

user interfaces.
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Figure 11.4 The Export buttons in MicroStrategy Web.

Certain third-party applications, such as data mining tools, require datasets that are several gigabytes in size. These
datasets should be saved as tables in a database using dynamic datamarts, or exported using Narrowcast Server’s

bulk export feature.
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CHAPTER 11: EXPORTING DATA AND REPORTS

The amount of data that must be transferred and the total number of distinct export requests affect the time taken
to retrieve the data from the data warehouse, apply additional analytical processing, formatting, and transfer the
data. The MicroStrategy Bl platform utilizes both Intelligence Server and Narrowcast Server for efficient processing
of export requests. Intelligence Server manages immediate exporting that is optimized for delivering small datasets

quickly, while Narrowcast Server is designed for bulk information delivery.

T ‘

: USER COMMUNITY ‘

‘ Ad-hoc Export Programmatic Export :

UL s )
OPTIMIZED FOR SPEED OPTIMIZED FOR SCALE

Bulk Export N
*l# :lli*
MicroStrategy Intelligence Server MicroStrategy Narrowcast Server

Figure 11.5 Exporting in MicroStrategy is optimized for different use cases.

Report Data is Exported in Many Output Formats

Depending on the use of the data, the required output format varies significantly. Ad hoc offline analysis is typically
done in Microsoft Excel. Offline review is normally conducted in Microsoft PowerPoint, Microsoft Word, HTML, and PDF
formats. In most of these cases, the precise formatting of the MicroStrategy report must be kept in the final output.

Indeed, MicroStrategy applies the formatting stored in the metadata repository to exported data when required.

When larger amounts of data are exported, detailed formatting of the data itself is generally not necessary. The
output format is of more importance, as large datasets are mostly imported into other applications. Formats used

for these datasets include database tables, text, and Web services formats.

Narrowcast Server delivers data and reports in emails as HTML or text content, and as PDF, Excel, and text file
attachments. The attachments can be compressed automatically before being sent. Narrowcast Server also delivers

reports to printers, and to file systems for offline review and report archiving.

MicroStrategy has invested significant resources into supporting a wide range of output formats for thousands of
customers worldwide who use many different RDBMS, and hundreds of thousands of report designs. Along the

way, MicroStrategy has addressed significant challenges, including:

e Repeating row and column headers over multiple pages
e Incorporating correct HTML codes
e Optimizing inserts for each supported database
¢ Handling data formatting issues such as:
- nullvalues
- leading zeros
- negative values
- spaces

- double-byte characters
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MicroStrategy Office formats data using information in the metadata. This formatting can be changed in the

Microsoft documents directly, and will persist if the data is refreshed. MicroStrategy Office supports the widest

range of Excel formats:

e Grids
e Charts
e Qutlines

e  PivotTables®

e  PivotCharts®

e  Flattened

*  Quickgrids
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Figure 11.6 MicroStrategy Office gives users many options for running reports with different output formats in Microsoft Office.

Different components in the MicroStrategy Bl platform convert report data into the desired data format. For some

formats, such as PDF, the formatting can be distributed across more than one component in order to spread the

processing across more than one server. Exporting to the following formats is available from MicroStrategy:

Export Format Formatting Component User Interface
HTML MicroStrategy Web MicroStrategy Web, Desktop
PDF MicroStrategy Intelligence Server, Narrowcast Server MicroStrategy Web, Desktop
Excel Intelligence Server, Narrowcast Server, MicroStrategy Web MicroStrategy Web, MicroStrategy Office, Desktop
PowerPoint Intelligence Server, MicroStrategy Web MicroStrategy Office

Word Intelligence Server, MicroStrategy Web MicroStrategy Office, Desktop
Access Intelligence Server, Desktop Desktop

Email MicroStrategy Narrowcast Server N/A

Zip MicroStrategy Narrowcast Server N/A

Web Services MicroStrategy Web MicroStrategy Office

Data Mart MicroStrategy Intelligence Server N/A

CSV Text Files MicroStrategy Web, Intelligence Server, or Narrowcast Server | N/A

Figure 11.7 MicroStrategy's user interfaces export report data to many different formats.
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CHAPTER 11: EXPORTING DATA AND REPORTS

11.3 MICROSTRATEGY OFFICE INTEGRATES WITH EXCEL,
WORD, AND POWERPOINT

Microsoft Office is the most prevalent desktop productivity suite. MicroStrategy Office runs MicroStrategy reports
for users of Excel, Word, and PowerPoint, extending business intelligence to many more people. Simply put,
MicroStrategy Office allows Microsoft to be the interface to the business intelligence system with all of the security,

robustness, and data consistency of the MicroStrategy Bl platform.
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MicroStrategy Business Intelligence Platform
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Figure 11.8 MicroStrategy Office runs reports directly in Microsoft Office, extending business intelligence to many more people.

Integration with the productivity suite is robust, because MicroStrategy Office uses shared Microsoft Office
components, adheres to the Microsoft .NET Architecture for Office, and is coupled to the MicroStrategy BI platform
using Web services. Data is transmitted in SOAP packets in XML or CSV formats. The lightweight .NET add-in
provides native support for Microsoft Office worksheets, charts, PivotTables, and PivotCharts. The same formatting
viewed in MicroStrategy’s standard interfaces is applied to reports and documents run from Microsoft Office. Charts
can be presented as live Microsoft Office charts or as images from Intelligence Server. Additional formatting added

in the Microsoft Office document is automatically retained even if the data is refreshed.
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Figure 11.9 A MicroStrategy report can be run simultaneously as a PivotTable and PivotChart. Using the PivotCache, millions of
rows can be analyzed offline.
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MicroStrategy Office is particularly efficient for exporting workbooks that contain many reports. Persistence data is
stored in the Microsoft Office document, and an entire document, potentially containing dozens of MicroStrategy

reports, can be completely refreshed with new data with just one click.
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Figure 11.10 MicroStrategy Office options provide the flexibility that the Microsoft Office developer requires.

Beyond the simple exporting of reports, the Microsoft Office integration takes advantage of browsing and searching
MicroStrategy reports, accessing the History List, and re-prompting. The user can also access many projects in series.
All enterprise security enforced by MicroStrategy Intelligence Server is also enforced for Microsoft Office users. For

developers interested in extending these capabilities, MicroStrategy Office has a complete programming API.
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Figure 11.11 MicroStrategy Office persistence data stored in the Microsoft Office document.
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CHAPTER 11: EXPORTING DATA AND REPORTS

11.4 MICROSTRATEGY SUPPORTS FLEXIBLE EXPORTING FOR
ALL USES

The MicroStrategy BI platform offers the broadest, most scalable exporting options for extracting analytical
information from data warehouses and other data sources. MicroStrategy Web, Desktop, and MicroStrategy Office
users can export most report data volumes directly from their preferred interfaces into an output format of their
choice. Narrowcast Server sends report information to email systems, file systems, and printers, and can handle very
large files. For the dominant use cases in exporting and offline use, MicroStrategy offers an efficient, robust, and

scalable solution.
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DATA MINING AND PREDICTIVE ANALYSIS

While providing sophisticated historic analysis of an organization’s business has been the mainstay of Bl applications,
using the historical information to generate, and distribute predictive insight is often a challenge for organizations.
In search of predictive analysis capabilities, organizations have invested in homegrown utilities and standalone data
mining products. These data mining tools incorporate statistical analysis, modeling techniques, machine learning,
and database technologies to search for hidden patterns in historical data. Organizations develop predictive models

from these hidden patterns, and use them to assess the likelihood of future events.

Despite the practical value of developing predictive models with data mining tools, adoption of predictive analysis
by mainstream business users has been slow. Some commonly cited reasons for poor adoption of data mining by

the business user community include:

e Data mining practitioners must be highly skilled in statistical analysis, modeling techniques, numerical analysis,
database technologies, and process knowledge. These highly specialized skills are not the core competency of
typical business users who need to use the predictive insights to make everyday decisions.

e Data mining tools often require the extraction of sample data from the enterprise data store for use with
the data mining tools. Data samples are subject to pre- and post-processing so that the data mining tool can
use them. The data extraction and subsequent pre- and post-processing often lead to islands of information,
differences in business definitions, and the challenge of reconciling information between the Bl system and data
mining tools.

e Implementing data mining requires practitioners to learn and understand these specialized data mining
products. Since the data mining products are separate products, distinct from the Bl applications, they represent
yet another set of tools that business users need to master.

e Perhaps the most common reason for poor adoption of data mining is the inability to distribute the predictive
models in an easy-to-consume, highly formatted, and timely manner that is integrated with other Bl reports and
analyses. Integration of data mining into the business intelligence platform has to satisfy these requirements:

e Offer various options for generating predictive analysis for everyday reporting.

e Make it unnecessary for business users, who must consume the predictive insight to be highly skilled in the data
mining technology and predictive algorithms.

e Provide a consistent, unified interface for the distribution and consumption of the predictive analysis that can
be incorporated into scorecards, dashboards, enterprise reports, advanced analysis, and alerting.

e Re-use a corporation’s existing investment in data mining products.
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CHAPTER 12: DATA MINING AND PREDICTIVE ANALYSIS

12.1 INTEGRATING DATA MINING INTO BUSINESS INTELLIGENCE

In general, data mining software assists and automates the process of building and training highly sophisticated data

mining models, and applying these models to larger datasets. The data mining process involves the following steps:

1. Creating a predictive model from a data sample
A sample of data with a known outcome is extracted from the enterprise data store and pre-processed for the
development of the predictive model. Advanced statistical and mathematical models are used to identify the
significant characteristics and trends using the pre-processed fields as inputs, resulting in a predictive model.

Generally, only a small subset of the all characteristics and trends in the sample data is used in the model.

2. Training the model against the dataset and its known results
The new predictive model is applied to additional data samples with known outcomes to validate whether the
model is reasonably successful at predicting the known results. This gives a good indication of the accuracy of

the model.

3. Applying the predictive model to a new dataset with an unknown outcome
Once the predictive model is validated against the known data, it is used for scoring, which is defined as the
application of a data mining model to forecast an outcome. For example, a data mining model that predicts
the likelihood of a customer responding to a marketing campaign will generate a score for each customer that
indicates his or her likelihood to respond. This score can be a simple binary result, such as a “Yes” or “No,” or it

could be a number indicating the propensity or confidence in that customer responding, say “97%."

As mentioned earlier, the " Create-Train-Apply” process is typically the domain of the statistician or the data mining
analyst. A solid understanding of data mining concepts, statistical concepts, techniques, and data mining tools is
necessary in the “Create” and “Train” steps. Applying the predictive model requires less expertise, and is available

for all business users.

Scoring Data for a Bl Application

There are three main approaches to integrating predictive insight into a Bl application:

1. Data mining tool scores the database
The data mining tool scores the records in a batch process, and saves them as columns in database tables. The

Bl application references the scored columns as required.

2. Database does the scoring

Database uses embedded scoring algorithms to score records in response to SQL queries from a Bl application.

3. Bl application does the scoring

The BI Platform scores records using scoring metrics and reports.
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Figure 12.1 Scoring can be performed by any one of the three components of enterprise Bl applications, i.e., data mining tool,
database, or the Bl application.

Al three approaches are viable methods for deploying data mining results throughout the enterprise. Determining which

approach to use depends greatly on the business need for predictive analysis, and the IT infrastructure and philosophy.

The starting point for most data mining implementations is to use the data mining tool for scoring. Although it
is very common for the data mining analyst to provide scores in standalone flat files or spreadsheets, integrating

scored results into databases has long been a common practice.

When scoring is required on a real time basis, or when predictive models are created, and changed faster than
scores can be calculated and stored in the database, one of the other approaches must be adopted. If the database
supports data mining, deploying models in the database is a possible next step. If the Bl Platform contains data
mining capabilities, deploying models directly in Bl applications can speed the adoption of predictive analysis by

business users.

Irrespective of which approach is suited for an organization’s predictive analysis needs, the MicroStrategy Bl platform
can integrate predictive insight into all Bl applications used by business users. The following sections discuss the

benefits and drawbacks of each approach.

Data Mining Tool Does the Scoring

In this approach, a data mining scoring application calculates, and inserts scores into the database as new tables,
new columns in existing tables, or updates to existing (old) scores. Once the scores are part of the database, the
Bl application reads these scores just like any other data, directly from the database. Historically, this approach has

been the most common, and has the following benefits and drawbacks:

Benefits:

¢ Since a data mining tool does the scoring, model complexity, and performance is hidden within the scoring
engine. The scoring process does not require any Bl resources, and should not impact other concurrent Bl processes.

e Atruntime, Bl applications simply read the scores from the database without having to calculate scores on the fly.

Drawbacks:

e Requires database space and database administrator (DBA) support.

e Large datasets can take a very long time to score.

e New records inserted after batch scoring are not scored.

e Updating the data mining model or scores requires more database and DBA overhead.

e Adding new or changing existing models requires rescoring the data.
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Database Does the Scoring

In this approach, data mining features inside the database management system perform the scoring. Several major
databases have the ability to score data mining models. The most common approach is to import the predictive
model into the database, and then generate scores by using extensions to SQL queries. A key feature of this
approach is that the model can be imported and stored in the database. Several standards, such as the Predictive
Model Markup Language (PMML), OLE DB for Data Mining, and the JSR-73 Java standards, enable the database to
import of predictive models. The sophisticated techniques needed to create the model are not required to score the
data. Scoring simply involves mathematical calculations on a set of inputs to generate a result. This approach has

the following benefits and drawbacks:

Benefits:

e Scores can be done “on the fly” even if new records are added.

e Updating the model is easier than having to re-score the entire database.

e Requires less database space than scoring the database since scores do not have to be persisted in the
database.

e Bl applications can take advantage of this approach by using the database’s data mining capabilities directly.

Drawbacks:

e Requires database space and database administrator support.
e Requires application knowledge of the database’s data mining capabilities. Typically, this is different from the
database administration skills.

e Bl applications must be customized for each database’s data mining implementation.

Business Intelligence Tool Does the Scoring

The third approach for integrating data mining uses enterprise data resources without significantly increasing the
database overhead. This is accomplished by importing predictive models into the Bl platform as standard metrics.
Deploying predictive models in the Bl platform allows sophisticated data mining techniques to be applied directly
within the business intelligence environment on only the data that has been requested. Like the other approaches,

it also has benefits and drawbacks:

Benefits:

e Scores can be done “on the fly” even if new records are added.
e Adding a new model or updating an existing model is simply a matter

e Does not require database space or database administrator support.

Drawbacks:

e Input characteristics need to be passed to the Bl application even if they are not displayed on the report.

e \Very large datasets may use a large amount of Bl resources.

12.2 DATA MINING SERVICES IN MICROSTRATEGY

MicroStrategy introduced Data Mining Services to provide data mining scoring capabilities in Intelligence Server,
making MicroStrategy the only Bl platform that supports all three approaches to integrating data mining with

mainstream business intelligence. The goals behind the introduction of Data Mining Services were as follows:

o



e Allow business users to apply the predictive models in their everyday reports, against all relevant data in
data warehouse

e Minimize the time between data scoring, and the availability of the score to end users.

e Improve the distribution and reach of the predictive insight through the various user interfaces of the
MicroStrategy platform, including the zero-footprint Web client, the integration with Microsoft Office, the
Desktop development environment, and the proactive report delivery and user self-service capabilities.

e Provide a unified security and industrial-strength Bl architecture for data mining that was integrated with the
rest of the Bl platform.

e Accomplish all of the above with minimal assistance from the database administrator.

12.3 DATA MINING ALGORITHMS

Data Mining Services added numerous scoring algorithms to the extensive library of over 270 analytic functions

available in the MicroStrategy BI platform.
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Figure 12.2 MicroStrategy supports numerous scoring algorithms that execute the predictive analysis models such as regression,
neural network, decision tree, clustering, and segmentation.

e Regression:

Regression is a powerful, commonly used algorithm that evaluates the relationship of one variable, the

dependent variable, with one or more other variables, called independent variables. By measuring exactly how

large and significant each independent variable has historically been in its relation to the dependent variable,

the value of an unknown dependent variable can be estimated using known values of the independent

variables. Regression models are widely used in applications such as seasonal forecasting, quality assurance, and

credit risk analysis.
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Figure 12.3 An example of a regression model that applies a multi-variate regression predictor for sales by region and quarter.
The tree-regression model predicts quarterly on-line sales revenues for each region.

Neural Network:

A Neural Network is a sophisticated pattern detection algorithm that uses machine learning techniques to generate
predictions. This technique models itself after the process of cognitive learning and the neurological functions of the
brain capable of predicting new observations from other known observations. Neural networks are very powerful,
complex, and accurate predictive models that are used in detecting fraudulent behavior, predicting the movement

of stocks and currencies, and improving the response rates of direct marketing campaigns.

Figure 12.4 Example of a simple neural network model used to predict a customer’s likelihood to respond to a marketing
campaign using the customer’s psychographic profile.

Decision Tree:

A Decision Tree is a tree-shaped graphical predictive algorithm that represents alternative sequential decisions,
and the possible outcomes for each decision. This algorithm provides alternative actions that are available to the
decision maker, the probabilistic events that follow from and affect these actions, and the outcomes that are
associated with each possible scenario of actions and consequences. Their applications range from credit card
scoring to time series predictions of exchange rates.
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Figure 12.5 A Decision Tree model used to predict the lifetime value of a customer based upon demographic and
psychographic factors. It displays the number of customers by income range with a high lifetime value. The tree algorithm then
breaks down high lifetime value customers by the number of people in a household.

e (Clustering/Segmentation
Clustering/Segmentation is the process of grouping items together to form categories. Once the characteristics
of a group of items are determined, they can be used to find customers with similar characteristics. This
algorithm is used to create logical groups, such as customers for marketing campaigns, rate groups for

insurance products, and crime statistics groups for law enforcement.
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Figure 12.6 Example of a classification model used to segment customers based upon products in their shopping cart.

Predictive Analysis Using MicroStrategy Analytic Library

The MicroStrategy BI platform contains an analytic function library of over 270 basic, OLAP, mathematical, financial,
and statistical functions that can be used to create business metrics and key performance indicators. In addition, it
offers numerous advanced analysis capabilities such as set analysis, transformations, dimensional, and conditional
metrics that can be used in conjunction with the function library to provide predictive analysis without requiring a

third-party data mining tool.
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For example, market basket analysis identifies customers who are likely to buy certain products based upon the
existence of other items in their shopping carts. This technique uses historical purchase information from other
customers to identify products that are commonly purchased together. This information can be used to target

customers who did not buy a complementary product with a marketing campaign.

Increase Customers Who Previous
TV Sales Bought TVs Target Customers Campaign Yield
. . by Region
Customers Who '
Purchased Related Inventory

Products Needed

Current
Inventory

Figure 12.7 Market basket analysis predicts customers likely to purchase TVs.

Another example of the native predictive analysis capabilities in the MicroStrategy platform is the ability to define
multi-variate regression models that relate several independent variables to predict an outcome of the dependent
variable. The regression model supports both linear and exponential regression. These models can be constructed as

tree models where each node of a tree contains a separate regression.
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Figure 12.8 Business users can create and view predictive reports just as they would with any other MicroStrategy report. This
report shows how linear regression, the straight line, and multi-variate regression, the dotted line, is used to forecast sales using
quarterly periods as independent variables.

Regression models are created with a Training Metric Wizard that prompts for the dependent variable, independent
variables, and tree levels. The Wizard also specifies the desired outputs of the model, including the score and the
confidence level of the score. Upon completion, the wizard generates a standard MicroStrategy metric, and a PMML

rendering of the model.
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Figure 12.9 A Training Metric Wizard allows users to select the dependent and independent variables, and automatically generates
the regression model and associated predictive metric.

Predictive Analysis Using Third-Party Data Mining Products

With Data Mining Services, organizations can maximize their investment in data mining products by importing

a predictive modeling mark-up language (PMML) representation of the predictive models generated by the data
mining product, and seamlessly encapsulating the model as a predictive metric for use with any report or document.
Business users continue to inherit all the object-reuse, security, administrative, and manageability benefits of the

MicroStrategy Bl platform.

The workflow that integrates the MicroStrategy platform with third-party data mining tools to generate and use

predictive metrics is described below.

MicroStrategy Data Mining Services Supports Predictive Model Markup Language (PMML)
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Figure 12.10 Data mining workflow — 1) Create a data sample in MicroStrategy, 2) Import the sample into a data mining tool and
develop the predictive model, 3) Import the model into MicroStrategy, and 4) Use the predictive metrics in documents, reports,
filters, and other metrics.
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1. Create a sample dataset and export it to a third-party data mining tool
A user creates a standard report in MicroStrategy that contains a known historical outcome to a business issue,
and a list of characteristics that may or may not influence the outcome. The user runs this report, and can
add more information or drill down or across to other hierarchies to get a desired data sample. Next, the data
sample is either exported to various formats, for example text files or Microsoft Excel, or saved to a database
table using a dynamic datamart in MicroStrategy. Dynamic datamarts are a preferred approach when dealing

with large datasets, whereas exporting to a text file or Excel may be more convenient for smaller datasets.

2. Use third-party data mining tools to develop predictive models
A domain expert, data mining analyst or statistician imports the data sample into the third-party data mining
tool through an ODBC connection to the datamart table or by simply uploading the exported file. The data
mining tool analyzes the data sample in search of predictive information, and builds a predictive model from

this dataset. When complete, the predictive model is exported to an XML file in PMML.

3. Upload the PMML predictive model, and generate predictive metrics
The PMML file is uploaded into MicroStrategy, which interprets the predictive model, and automatically
creates scoring and confidence predictive metrics. These new predictive metrics are stored in the MicroStrategy
metadata, and can be used like any other metric. By complying with the PMML standard, MicroStrategy works

with all leading data mining tools.

4. Build and distribute reports with predictive metrics
Predictive metrics can be added to reports just like any other MicroStrategy metric. All report manipulations,
such as sorting, filtering, adding new calculations, and defining thresholds are possible. Predictive metrics also

inherit all the object-reuse, security, administrative, and manageability benefits of the MicroStrategy BI platform.

12.4 BENEFITS OF INTEGRATING BUSINESS INTELLIGENGE
AND DATA MINING

While adding data mining scores and predictive models directly in the database is beneficial, there is additional

value to be gained by integrating data mining scoring inside the Bl platform.

e Business users can view predictive reports in a wide variety of user interfaces.

e Highly formatted predictive reports provide the easiest possible user consumption and professional presentation.

e Personalized messages and predictive reports can be delivered to very large user populations based on alerts or
schedules.

e Ad hoc query and analysis that includes predictive metrics is possible without requiring knowledge of SQL, table
structures, or predictive models.

e Business analysts can perform further analysis, such as slice-and-dicing data, ad hoc report creation, drilling,
pivoting, and sorting, on predictive reports.

e Strict security is applied to users within, and outside the organization.

The industry leading MicroStrategy Bl platform is the first to deliver data mining and predictive analytics to all
users through a fully integrated enterprise-caliber Bl system. Business users, report designers, and analysts can
view and build predictive reports using MicroStrategy, and distribute these reports to all relevant decision makers

and stakeholders.
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CLOSED-LOOP BUSINESS INTELLIGENCGCE

Business intelligence reports, dashboards, and analysis provide the foundation for effective, data-driven decision
making. One requirement in many business intelligence applications is for managers, analysts, and executives to
take immediate action on the data presented. For example, a report showing a low inventory of popular products
may contain a mechanism to automatically create purchase orders for these items directly from the Bl report. This
eliminates the need to manually access other IT applications, or process telephone or paper requests. Closed-loop
business intelligence is this interaction with Bl reports and other systems, specifically to write data back to any
target IT system, and to execute any process necessary to complete a desired action. This closes the loop between

the user and the data, turning insight into action.

Closed-loop Bl applications vary widely from industry to industry, and even within horizontal applications, such as
sales, finance, and human resources. Closed-loop Bl applications have a set of common requirements that satisfy a

broad set of business demands:

e Reach every business user regardless of location using open, Web technologies
e Connect to any number or type of database-driven applications
e Perform common database functions to modify, insert, or delete data

e Accept and/or direct business logic or workflows to complete intended tasks

13.1 CLOSED-LOOP APPLICATIONS REDUCE THE TIME TO ACT

Closed-loop Bl applications implemented with the MicroStrategy Bl platform reduce the time required to act on
business insight, and allow companies to standardize internal processes and procedures like the stock reordering
process described above. Furthermore, because business users have this closed-loop Bl capability directly within
MicroStrategy Web reports, there is no additional training required. The MicroStrategy BI platform implements

closed-loop BI using:

e Dynamic Datamarts
e Freeform SQL

e MicroStrategy Transactor

In all cases, MicroStrategy Web is the interface that initiates the closed-loop interactions between the Bl application,
and any other IT system such as an enterprise resource planning (ERP), customer relationship management (CRM),

supply chain management (SCM), data mining or business intelligence application.
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)SCMi

—>» ERP

MicroStrategy

Web BI Report
3 CRM Bl Database

Figure 13.1 A closed-loop Bl application turns insight into action by integrating with operational systems, such as SCM, ERP, or
CRM applications.

13.2 CLoseED-LOOP Bl USING DYNAMIC DATAMARTS

Dynamic datamarts create datamarts, or tables of information, in a database using a report definition stored in the
metadata. This eliminates the need to move large amounts of data to client machines and export the information.
Datamarts are ideally suited for implementing robust, closed-loop Bl applications that automate processes for

several reasons.

e (reating and executing datamarts in MicroStrategy is straightforward and efficient. MicroStrategy Desktop
defines the datamart table structure with a datamart report to distinguish it from other MicroStrategy
report types. Once created, MicroStrategy Web or Desktop executes the datamart, populating it with the
specified data.

e Datamarting uses MicroStrategy’s full breadth of analytical richness including sophisticated filtering, time
transformations, and predictive analysis to return the exact set of data required.

e Datamarting benefits from MicroStrategy’s optimized SQL generation that ensures datamarts run efficiently and
rapidly. Datamarting makes interfacing with the operational systems easy by incorporating pre-SQL and post-
SQL capabilities.

e Dynamic datamarting stores the resultant datamart to any available database, including the data warehouse,
SCM, ERP, or CRM databases. Once created, these applications use the datamart directly to automate
business processes.

e Datamarts are efficient and straightforward to maintain and update. They have the flexibility to refresh entire

datamarts or append new data to existing datamarts.

Entire Datasets are Integrated With Other Applications

Consider the scenario of closed-loop application that combines Bl and a CRM system. The CRM system contains a
wealth of customer-specific data detailing demographic information, purchase history, personal preferences, and
much more. MicroStrategy analyzes this data using sophisticated data mining algorithms to understand which
customers will have the highest lifetime value, and the highest propensity to respond to a targeted marketing
campaign. With the analysis complete, MicroStrategy creates a datamart directly in the CRM system. Using post-
SQL scripting capabilities, MicroStrategy informs the CRM system that a new datamart is ready for the campaign

management tools to initiate the targeted marketing campaign.
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Figure 13.2 The datamart definition (top) lays out fields necessary to create the resulting datamart (bottom) used for the CRM
marketing campaign.

13.3 CLoOseED-LoOOP Bl UsING FREEFORM SQHL

The single most frequent requirement of closed-loop BI applications is adding to, or modifying, the data in a report,
and saving the changes back to a database. This is called database writeback or just writeback. Unlike dynamic
datamarting, where entire datasets are created, database writeback requires selective updates to the database,
often on a row-by-row basis. MicroStrategy’s Freeform SQL capability has the backend flexibility to handle selective

writing to the database.

Intelligence Server performs the database writeback using freeform SQL. It provides a middle-tier connection

behind firewalls that isolates users from the database ensuring the security of the database. In contrast to using
a SELECT statement to retrieve data for reporting and analysis, freeform SQL writes data to any target database
using INSERT, UPDATE, or stored procedures. The SQL statement has a great deal of flexibility to achieve a wide

range of database actions.

SQL Statement Action

UPDATE inventory_curr Update = SQL command instructing the database to modify a table
Inventory_curr = the table to be modified

SET reorder_gty = [VALUE] SET = SQL command instructing the database to modify the reorder_gty column
Reorder_qty = the column name inside the inventory_curr table

[VALUE] = a variable that temporarily stores the user input to be written into column
reorder_qty

WHERE item_id = [FORM| Item@ID] WHERE = SQL command instructing the database to associate the user input [VALUE]
with a particular data element, item_id
[FORM|ltem@ID] = a variable that identifies the attribute , in this case the ID

Figure 13.3 An UPDATE SQL statement used to writeback data for the closed-loop Bl application broken down into its
components with an explanation of the MicroStrategy platform and database interactions
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Simple User Interactions on Selected Information
MicroStrategy reports need additional functionality for closed-loop interactions. MicroStrategy Web's extensibility makes
incorporating this user interactivity into the interface easy. Standard Web conventions, such as text boxes, pick lists,

buttons, and drop-down menus, accept data input from users, and initiate the actual writeback of data to the database.

The MicroStrategy SDK completely documents writeback customizations in MicroStrategy Web using freeform SQL.

A "Writeback Editor” sample defines the writeback workflow in four easy steps:

1. Choose the report for writeback.

2. Select the metric used to accept user input.

3. Enter in the appropriate SQL statement for writeback.
4. Choose the control style to accept the user input.
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Figure 13.4 A closed-loop BI report in MicroStrategy Web shows low store inventory. The report accepts data inputs for the specified
items only, and writes that data back into a Supply Chain Management system, which automatically reorders the low inventory items.

13.4 CLOoseED-LOOP Bl USING MICROSTRATEGY TRANSACTOR

Dynamic datamarting and freeform SQL provide a clean interface point between the Bl application and other

IT systems because they simply provide data. Such clean demarcations between Bl and operational applications

do not always exist. For example, a database writeback application may write the same data into two different
applications, only if authorized, and both systems verify successful completion. This type of transaction is inherently
more complex, and necessitates more flexibility and control. More sophisticated closed-loop Bl applications demand

the execution of multiple tasks or workflows according to defined business logic or practices.

MicroStrategy Transactor specifically handles these applications, and adds the necessary workflow capabilities to

manage these more demanding closed-loop Bl requirements. Unlike dynamic datamarting and freeform SQL, which
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require a third-party IT system to direct business logic or workflows for closed-loop Bl applications, Transactor

executes all necessary tasks itself. Transactor is a server that manages all the tasks in a pre-defined workflow to
complete a transaction for a closed-loop Bl application. For Transactor, a transaction is any sequence of steps or
workflow that performs an action in conjunction with one or more IT systems. To manage these more complex

workflows, Transactor has a full complement of components to execute, monitor, and design transactions.

Like Freeform SQL, closed-loop reports that use Transactor share all the simple user interactions, such as text
boxes and buttons, to capture changes. From a business user’s point of view, there is no distinction between the

mechanisms in which the closed-loop functionality is implemented.
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Figure 13.5 A closed-loop Bl report in MicroStrategy Web that compares actual revenue to forecasted revenue. MicroStrategy
Transactor updates selected forecasts in a Sales Force Automation application and in a Planning application simultaneously.

On the back end, the business logic is more complex when using Transactor than that of the Freeform SQL closed-
loop Bl option. Transactor typically performs a series of tasks against one or more systems, ensures that each step
occurs without errors, and notifies the user that the tasks have completed successfully. If any of the steps result in

an error, a separate branch of the workflow rolls back all the changes, and notifies the user of the error.

These additional steps require precise handling to execute successfully. Transactor must not only communicate with
the systems but also must retrieve additional pertinent information from the systems, process, and transform the
information, and communicate the results to those systems and the user. The following sections explain how the

Transactor architecture, intercomponent processing flows, and workflow design achieve this result.

Transactor Architecture

MicroStrategy Transactor is a workflow server with a full complement of components to design, execute, and
monitor transactions. Transactor processes all information internally as XML. It accepts data from any hypertext
source, such as a Web browser or PDA, transforms that data accordingly, and communicates with other back end

systems. The major components of MicroStrategy Transactor are:
e Gateway — interacts with the business user, and converts client transaction requests into XML format

e Communications Service — queues transaction requests, assigns Transaction Engines to execute the requests,

and performs load distribution and failover
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e Transaction Engine — executes all the steps required to manage and conduct a transaction

e Drivers — communicate with external systems, including databases, legacy systems, and ERP systems.
Transactor has a database driver for interacting with databases, a Java Message Service (JMS) driver for
interacting with enterprise messaging products, such as IBM® MQSeries® that support JMS, and a Java API for

creating custom drivers.
e Logger — records detailed information about each step in the transaction execution process
e Administrative Console — configures and monitors the Transactor system

- Views real-time status of the Transaction Engines
- Monitors system activity during transaction processing
- Controls the Transaction Engines

- Configures Transactor system components, security, and event logging

e Transaction Designer — creates the Transaction Definition through a simple graphical interface. The Transaction

Definition is an XML file that contains the business logic modeled into a sequence of steps or workflow.
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Figure 13.6 MicroStrategy Transactor architectural components and process flow.

The workflow of a closed-loop request through Transactor is as follows:

1. Abusiness user initiates a closed-loop transaction from a report. The Gateway receives the request, and

translates any key data elements into XML data. The Gateway also maintains sessions with the business user.
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2. The Communications Service receives and queues the transaction request. It manages communications between

the Gateway, Transaction Engine, and Logger, maintaining and passing data as needed.

3. The Transaction Engine manages the following steps in the workflow to execute a transaction:

i.  Requests XML information from the Communications Server as needed

ii.  Retrieves transaction definition to begin transaction execution

ii.  Acquires the necessary drivers for interacting with target systems, such as databases and ERP systems

iv.  Performs any required transformations on the XML information, such as a conversion from XML to SQL,
directs, monitors, and evaluates the results of every step of the transaction until successful completion.

v.  Maintains contact with the business user where necessary through data posts to the Communications Service.

vi.  Generates status information from every step of transaction, and passes that information to the Logger via

the Communications Service.

4. The Logger records information about each step in the transaction, such as errors, warnings, and successful

completion to a database for tracking, auditing, and monitoring.

Many Transaction Engines working in parallel provide load balancing and failover capabilities to support scalable,
24x7 operations. The Administrative Console configures each Transaction Engine, which can operate on separate
server machines, in the Transactor system. For load balancing, the Communications Service assigns jobs to the
Transaction engine under the lowest stress. In the case of a Transaction Engine failure, the Communications Service

reroutes lost jobs and critical in-process transaction information to an available Transaction engine.

MicroStrategy Transactor*

COMMUNICATIONS SERVICE

Transaction Engine Transaction Engine Transaction Engine

Figure 13.7 MicroStrategy Transactor offers scalability, load balancing, and failover support by adding Transaction Engines to the system.

Transaction Workflow Model and Design
For Transactor, a transaction is any sequence of steps, or workflow, that performs an action in conjunction with one or
more IT systems. Transactor models these tasks as a logical flow of steps based on a Petri-net mathematical model. The

figure below shows a model of a transaction that updates an ERP system and an enterprise data warehouse:

e Receive data input from a report

e Check user privileges on the ERP and Bl systems

e Verify change history to track recent changes and resolve conflicts
e Write the data to the ERP and BI databases simultaneously

e Restore the original data if errors occur

e Display the results of a successful transaction
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Figure 13.8 MicroStrategy Transactor designs and executes the workflow as a sequence of steps based on a Petri-net Model

The Petri-net model uses three key elements to describe the workflow and the actions that take place at each location.

1. Place — holds the transaction data at some point in the workflow. It is either enabled or disabled. They are
represented by circles with ids such as “P1.”

2. Transition — accomplishes a discrete task, such as transforming data from XML to SQL, accessing non-MicroStrategy
IT systems, or writing data to a database. They are shown as rounded rectangles with ids such as “T1.”

3. Arc —joins Places and Transitions to define the logical flow. Arcs also perform decision making by choosing the

logical path to follow based on the data stored in the previous state.

This model provides flexibility and sophistication to solve the easiest or most complex of tasks. There are four

distinct workflow types:

e Sequential — one step proceeds after the other
e Parallel — two or more logical branches execute simultaneously
e Conditional — one branch executes depending on the data value in the previous state

e Resolution — all converging branches must complete successfully before the transaction continues
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Figure 13.9 The workflow steps execute in any combination, maximizing transaction design flexibility.

The Transaction Designer is a graphical user interface that creates a Petri-net workflow model. It not only represents

the necessary workflow logic, but also translates that graphical model into the actual XML transaction definition

used by the Transaction Engines.

Figure 13.10 The Transaction Designer definition for the example of modifying forecasted revenue in an ERP system and Bl database.
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CHAPTER 13: CLOSED-LOOP BUSINESS INTELLIGENCE

13.5 SuUMMARY

Closed-loop business intelligence describes the ability to interact with data, specifically to write data to any target
IT system, and to execute any process necessary to complete a desired action. This closes the loop between the
user and the data, turning insight into action. Closed-loop Bl applications reduce the time required to act on
business insight. The MicroStrategy Bl platform delivers three powerful options to cover the range of closed-

loop Bl applications using dynamic datamarts, freeform SQL, and MicroStrategy Transactor. Each one has specific

strengths depending on the application’s requirements.

Datamarting is particularly effective in generating large lists of data that get stored in a database as datamart

tables. This provides a carefully chosen set of data for use by other applications.

Freeform SQL is outstanding for database writeback. Changing the data on a report, and saving that change
to the appropriate database is the most requested closed-loop Bl application type. Freeform SQL handles this
superbly, giving the business user a simple Web experience for changing data directly through a MicroStrategy

Web report.

MicroStrategy Transactor delivers the flexibility to implement complex closed-loop Bl applications. Unlike dynamic
datamarts and freeform SQL, which may require third-party IT systems to direct the final steps of closed-loop Bl
applications, Transactor manages all required tasks. Transactor is a workflow server that manages a sequence of

steps, usually in conjunction with one or many other IT systems, to complete the closed-loop BI application.
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END USER EXPERIENCE

The end user experience with a Bl technology is often the most important factor in determining the success of a
Business Intelligence application. Business Intelligence applications are now commonly used by all users within
an organization — from executives to casual business users. This has led to the growth of three distinct sets of

user requirements.

The MicroStrategy BI platform has been architected from the ground up to be intuitive for the business user.
With consistent interfaces spanning Web, Microsoft Office, and Windows paradigms, MicroStrategy’s user
interfaces require minimal end user training, and lead the industry in terms of end user adoption. Users can move
seamlessly between various styles of Bl applications without switching interfaces, leading to high productivity.
MicroStrategy’s end user interfaces are also heavily self-service-oriented, allowing even casual business users to
format and personalize report content. This characteristic drastically reduces iterative interactions with

IT developers.

1. A Business Intelligence platform that provides a consistent, unified, and intuitive user experience to
business users

2. The ability for users to transition seamlessly between reporting and analytics without switching interfaces
or paradigms

3. The need for a self-service architecture allowing users to create, modify, and subscribe to reports

In this chapter, the various end user interfaces in the MicroStrategy BI platform are first studied. Next, the user roles
in an organization, and how MicroStrategy’s interfaces can be tailored for each of these user roles, are examined.
Finally the 5 styles of Bl applications, and how end users perform interactive reporting and analysis within these

applications are discussed.

14.1 CONSISTENT REPORTS, FUNCTIONALITY, AND SECURITY
THROUGH MANY USER INTERFACES

The MicroStrategy BI platform provides a wide variety of user interfaces that support all levels of users for any
business intelligence application. Since all of the interfaces share the same metadata, users can move from one
interface to another without any re-configuration or administrator intervention. A report created over the Web can
be viewed in Windows, Office, and in emails without the loss of any functionality, security, or object

privilege settings.
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ILu 2| Single Definition of a Report
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Figure 14.1 Reports are expressed identically through various MicroStrategy interfaces.

The MicroStrategy BI platform architecture includes three primary interactive user interfaces.

1. MicroStrategy Web
2. MicroStrategy Desktop
3. MicroStrategy Office

In addition, the platform includes MicroStrategy Narrowcast Server, which is a distribution interface for email, print,

file, and portable device distribution.

Interface Microstrategy Product

Any Web Browser MicroStrategy Web

Windows MicroStrategy Desktop

Microsoft Excel MicroStrategy Office

Microsoft PowerPoint

Microsoft Word

Microsoft Outlook

Email MicroStrategy Narrowcast Server
PDA

Cellular Phone

Network Printer

File Server

Figure 14.2 The MicroStrategy Bl platform interacts with a number of applications and devices.

One of the fundamental design tenants of the MicroStrategy platform has been to ensure that any report can be
run through any interface, and have the same look and feel. In addition, user actions such as pivoting, page-by,
sorting, and drilling are available across all interfaces. As a result, a user can seamlessly transition from one interface

to the next with minimal training. The next sections discuss the various MicroStrategy user interfaces in more detail.
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MicroStrategy Web

The Web browser is increasingly being adopted as the interface of choice for enterprise applications. MicroStrategy
Web is the easiest-to-use Bl interface in the industry, and was designed to be highly intuitive. MicroStrategy
introduced the first interactive Web interface for business intelligence applications in 1996, and today provides

the most comprehensive set of end-user functionality over the Web. In fact, few business intelligence products,
irrespective of interface, can match the versatility of MicroStrategy Web in terms of report creation, interactivity,

formatting options, data manipulation, and ability to integrate with third-party applications.

MicroStrategy Web is suitable for all levels of users from high-level executives, to power users and analysts, to

information consumers. All of this functionality is provided through a browser-independent, zero-footprint Web

interface that does not use ActiveX components or Java applets.
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Figure 14.3 Complete report interactivity is available in MicroStrategy Web.

MicroStrategy Web is the most widely deployed MicroStrategy interface, with over 80% of MicroStrategy users
accessing their reports and analytics through a Web browser. It has the highest user adoption rate in the Bl industry

for a number of reasons:

e MicroStrategy was the first Bl vendor to introduce a full-function Bl Web interface in 1996. This early
introduction of the Web paradigm has allowed MicroStrategy to refine Web interactions, and make interfaces
ideally suited to end users.

e MicroStrategy Web was rebuilt with the release of MicroStrategy 7 to be the first zero footprint multi browser
Web interface. The lack of client dependencies makes it easy to deploy applications to large user populations.
Thin client interfaces ensure that security considerations with firewalls are not an issue. MicroStrategy Web
achieves a stateless connection without the use of cookies, further simplifying deployments in cases where
corporate security policies do not allow cookie storage on user machines.

e MicroStrategy Web is based on the latest “AJAX" techniques, allowing for an unprecedented level of
Windows-like user interactivity through a Web browser. Windows on the Web interactivity includes drag-and-
drop, dropdown menus, context sensitive right click actions, mouse over tool tips, and undo/redo actions. As
a result, MicroStrategy Web can instantly be used by anyone familiar with internet browsing and Windows

application paradigms.
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Figure 14.4 Interface optimized for the business user.

MicroStrategy Desktop

MicroStrategy Desktop provides a powerful environment for creating Bl applications, building the business
abstraction layer, designing and running reports and documents, and monitoring and administering the B
environment. End users can build sophisticated reports, modify them on the fly, and drill anywhere for train-of-
thought analysis. The reporting flexibility of MicroStrategy Desktop allows users to change any parameter of a
report at any time during analysis, and save any portion of the result — the complete report, the report filter, or the
report template. Users can also combine report filters to generate sophisticated qualifications for set analysis or
custom groups. Power users can develop and deploy customized workflows and drill paths for navigating through

scorecards, dashboards, and other analytical reports.

MicroStrategy Desktop is the primary designer and power user interface in the MicroStrategy platform. It is a
Windows-based application that offers full system architecting, application design, system configuration, and

administrative functionality.
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Figure 14.5 Powerful analysis with MicroStrategy Desktop.
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MicroStrategy Office

The MicroStrategy Office interface is designed for business users who are already familiar with Microsoft Excel,
PowerPoint, Word, and Outlook, and need to be able to insert business intelligence into their Microsoft Office files.
Once a report is inserted into a file, it can be refreshed from the file itself. All formatting, prompting, security, and other
features of the MicroStrategy Bl platform are automatically applied, and the other parts of the Microsoft file are preserved.

As a result, users can take advantage of the best functionality available in both MicroStrategy and Microsoft Office.
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Figure 14.6 Bl Report in Excel through MicroStrategy Office.

MicroStrategy Narrowcast Server
In addition to the three primary end user interactive interfaces mentioned above, the MicroStrategy BI platform
features a distribution/subscription interface that delivers information to user-specified devices on an event or time-

driven schedule.

MicroStrategy Narrowcast Server distributes reports and documents via email or to network printers and file servers.
These reports can be delivered on a periodic schedule or when an alert condition is triggered; for example, they can be
delivered every Monday morning, at the end of the month, or when the inventory for a particular product falls below
a predetermined level. Users can subscribe to reports, specifying whether the reports are personalized, and to which
email accounts or other devices they should be sent. Alternatively, an administrator can schedule report distributions.
The common metadata architecture of the MicroStrategy Bl platform makes reports that are created in either the Web

or the Windows environments immediately available for delivery and subscription in Narrowcast Server.

MicroStrategy Narrowcast Server can distribute information to user groups ranging from 10's to 1,000,000's of
people while simultaneously personalizing the information delivered to each recipient according to their preferences

and security profiles.

14.2 THE BUSINESS INTELLIGENCE APPLICATION SPECTRUM

As business intelligence has evolved from hard-coded back office applications to pervasive enterprise deployments,
user functionality has become an essential consideration. Over the past five years, many companies have acquired
a diverse collection of business intelligence technologies because these different technologies offered a particular
strength in a single area. Broadly speaking, business intelligence applications can be grouped into five application

areas, or styles of Bl:

w
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1. Scorecards and Dashboards — Highly graphical reports designed to monitor corporate performance
Reporting — Print-perfect operational and business reports with interactive content
OLAP Analysis — Slice-and-dice analysis with drilling, pivoting, and other investigative features

Advanced Analysis — Fully investigate queries with set analysis, statistical and trend analysis, and data mining

vioA W

Alerts and Proactive Notification — Continuous scanning of data for exceptions and anomaly-based reporting

-
I

a Advanced Analysis

\a OLAP

REPORTING

Scorecards & Dashboards

2=l Alerting &
m‘ Proactive Notification
=

Increasing Number & Range of Users:

—

Increasing Analytic Sophistication & User Interactivity

Y

Information Analysts - Business Managers - All Workers - Extranets - Customers

Figure 14.7 Over the preceding decade, Bl vendors have produced various different technologies to support the 5 styles of Bl
applications. Only MicroStrategy delivers all 5 styles of Bl within a single unified architecture.

Mix & Match Any Style of Bl in Any Application

m
.
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Scorecards & erEriG OLAP Advanced Alerts & Proactive

Dashboards Analysis Reporting

Figure 14.8 Users move seamlessly between any and all Styles of Bl in any MicroStrategy interface.

Traditionally, organizations have had to maintain multiple different toolsets to provide users with functionality
across these application areas. The MicroStrategy Bl platform gives users a single platform and interface from which
to access all of these applications, and to navigate seamlessly between different application areas. For example,
users can view a scorecard formatted for viewing and printing, drill from the scorecard to obtain more information
from an OLAP cube, perform advanced statistical analyses, and collaborate with other users. All of these steps are
achieved without the users having to switch interfaces or applications, allowing them to maintain context, and

move data between applications.

14.3 MICROSTRATEGY USER EXPERIENCE DESIGN TENETS

The MicroStrategy Bl platform was designed specifically to eliminate the need for organizations to maintain multiple

disparate architectures for Bl. The design tenets for MicroStrategy’s Bl user functionality were simple:

N




1. Provide the complete range of business intelligence functionality in one platform
2. Design interfaces that are intuitive to the business user.
Provide interfaces tailored to user needs by allocating Bl functionality on a user, user role or user group level
without customization or coding.
4. Allow users to seamlessly acquire additional BI functionality as their experience and needs increase.
Offer Bl functionality uniformly through all popular interfaces — Web, Windows, Microsoft Office, and email.
6. Deliver Web functionality through a pure HTML/DHTML browser — without using ActiveX or Java applets — to

ensure airtight security and scalability to millions of users.

The MicroStrategy Bl platform is the crowning achievement of these goals. On a single platform, users can access multiple

styles of Bl and seamlessly move from style to style in the same interface. In addition, as users demand more functionality,

the Bl interface is automatically adjusted from simple to advanced to fit their Bl requirements and permissions.

14.4 SCORECARDS AND DASHBOARDS

Scorecards and dashboards are used to measure and monitor operational performance by presenting key
measurement indicators from various areas on a single screen in an easily understandable manner. MicroStrategy

Report Services enables users to view, edit, create, and modify scorecards and dashboards.

Casual business users can view, execute, export, and send these scorecards to other users. Users can also edit
these documents in a WYSIWYIG manner to alter content and formatting. Scorecards and dashboards within the
MicroStrategy Bl environment are not static documents, but are interactive for the user. Users can perform OLAP-

type manipulations such as sorting, pivoting, and drilling on these documents.

Management Dashboard applications monitor key performance indicators across the enterprise, and are often
synonymous with high-level scorecards. MicroStrategy provides an ideal platform for deploying management
dashboard applications. Users can create and view presentation quality documents consisting of information from
multiple reports. Additionally, each report can be formatted to the exact specifications of each user. MicroStrategy
provides users with important features such as proactive alerting and the choice of multiple interfaces, including

Web, Windows, email, and Excel.
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Figure 14.9 Dashboard to monitor operational metrics.
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Scorecard applications leverage advanced analytics that include metrics calculated at the atomic level of data stored
in large data warehouses. In addition, to providing a high level overview of operations, scorecarding applications
need to identify cause and effect. MicroStrategy products allow users to view scorecard reports at the required
depth and breadth of analysis. Moreover, interactive ad hoc query and report manipulation capabilities allow users

to perform train-of-thought analysis, or analyze a report to its logical conclusion.
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Figure 14.10 Balanced Scorecard application with a strategy map.

Scorecards and dashboards are used in corporate performance management and executive dashboard applications.
These reports quickly identify when key performance metrics fall outside a desired range, and how they track over
time. The most detailed scorecard and dashboard reports contain many metrics to gain deeper insight into the
status of a business process. Users can use MicroStrategy’s drill anywhere capability to fully investigate the data, and

discover why a particular indicator has fallen outside an acceptable range.
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Figure 14.11 Scorecard showing trends for various key figures.
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Unique MicroStrategy Strengths for Scorecards and Dashboard Applications

e WYSIWYG Formatting for All Users
MicroStrategy Web extends report design capability beyond specialized report developers to include business
users. For the first time in the industry, business users can design and refine reports in a full WYSIWYG (What-
you-see-is-what-you-get) view through a zero-footprint Web interface. WYSIWYG design uses the innate
skills needed to design or refine a MicroStrategy report that most business users already possess from their

experience with Microsoft PowerPoint or Excel.

This provides a radically simpler model for developing reports, and makes it possible for average business

users to “tune” reports to their exact structure and formatting needs without time-consuming iterations with
professional report designers. With MicroStrategy Web's WYSIWYG design, available to both business users and
report developers, companies achieve radically faster time-to-deployment for new scorecards, dashboards, and
enterprise reports. Report developers can design reports quickly, and then send them to business users to add
context and details that make the report most meaningful. This saves time for report developers and business

users, freeing both to perform their primary job functions most efficiently.

WYSIWYG-Mode Uses Microsoft Office-like Skills for Design, and Provides Instant Feedback to Design Changes

Drag-n-drop to Add New Grouping 3 '-.-‘ WYSIWYG Formatting of
Levels All Elements:

 All Text Fields/ Labels

o All Attribute / Metric fields
* Borders, Colors, Shading

* Alignment / Distribution

* Spacing and Overlap

* Ruler / Snap to Grid

Drag-n-drop to Change the Data
* Objects on/off the Layout
¢ Objects on/off Embedded Tables

WYSIWYG Design of
All Tables:

 Pivot and Sort

* Insert Calculations
e Insert Charts

¢ Add Subtotals

* Format Text

¢ Format Numbers

Figure 14.12 Full control of the report layout with WYSIWYG design.

e Fully Interactive Reports and Scorecards
MicroStrategy provides full interactivity for all reports and scorecards. Business users can rearrange the layout,
formatting, and content of any report with simple drag-and-drop actions or by clicking on toolbar icons to get

entirely new views of the data without requiring assistance from IT.
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Toolbars and Menus

¢ Export to PDF, Excel

* SendNow, SubscribeNow
* Save / Share

Reorganize the Data Presentation
¢ Page-by (Navigation)

e Sort Each Group

* Re-Group (pivot)

Drill on any Field in the Report
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* Security Conveyed

¢ Personalization Conveyed

P - B e e s o G v P =

e

AfB g s or e~ g x B s=]Es s@ - 60[0 > 580 0 da]

Sort The Detail Section
e Single or Multi-key Sorting
¢ Sort on Any Metric or Attribute

S e ;
Cour 08T
Profy FHIIG
) Fuk
L L | T
Prodt Fomcast ST
e
Sousent
st
R

1 1 e
377528 8 R
FICr T
ZET 3 1 9
134,380 11431
SHOASE 5
e 4 ihan
I HESS S

Baram

[EE) Al
ks A0 [JER i Thigs
Y

e

Figure 14.13 Interactive reporting through MicroStrategy Web.

14.5

Reporting Applications provide users with print perfect formats that deliver detailed information as operational
reports, business reports, invoices, and statements. Standard operational reports are used extensively in all types
of analytical applications. Standard reports are the primary reports that are available in any reporting application.
Users often customize these reports to meet their own specifications. The MicroStrategy Bl platform provides the
highest degree of flexibility in analyzing standard reports, so that a user can tailor a report view to the exact level

of information and format required. Sophisticated caching within the MicroStrategy Bl platform ensures that users

REPORTING

quickly receive their most complex reports at the most granular level of detail necessary.
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Figure 14.14 Densely populated operational enterprise report.
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Unique MicroStrategy Strengths for Reporting Applications

e Powerful WYSIWYG Formatting and Layout Options
The MicroStrategy BI platform provides extensive formatting and layout features to ensure that the presentation
of reports and scorecards satisfies end user and corporate specifications. Out-of-the-box data formatting

options include:

- Font - Size, font face, color, bold, italics, underline

- Number format — Decimals, currency, number of digits, date formatting

- Thresholds and indicators — Conditional formatting, stop-lights, gauges

- Grid formats — Borders, cell background, shading for headers, headers format, alignment

- Graph formatting — Number of series, legends, axis, title, series along rows or columns, scale, fonts,
graph types

- Text boxes, tables, images — Add text boxes, and insert static images into documents and scorecards

- Outline mode - Collapse and expand reports at various levels for easy aggregation by clicking on a
single button

- Zone-based reports — Freeform layout of scorecards and dashboards with images, text, grids, and graphs

- Banded reports — Hierarchically organized reports and scorecards with banded groups of information
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Figure 14.15 Data formatting — standard Excel-style formatting dialogs and functionality.

e Intuitive and Comprehensive Report Manipulations

MicroStrategy users can perform several intuitive actions when viewing reports

- One-click icons in toolbars with tool tips
- Drop down menu option

- Context sensitive right mouse click actions

These actions are presented in the graphic below, and include OLAP, formatting, export, and collaborative actions.
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Figure 14.16 MicroStrategy Web contains a large number of report manipulation options.

Extensive Report Export and Collaboration Options

Once a report has been created, viewed, analyzed, modified, or manipulated, a user has several options to save,
share or distribute the information. The report actions supported by MicroStrategy enable enterprises to deploy
analytic applications that promote collaboration, and increase productivity. These report actions, which are

available to both Web and Windows users, include the ability to:

- Print. Print-perfect reports can be printed to any network printer. Users can dynamically change the page
layout, apply fit-to-page functionality, and customize headers and footers for any report.
- Email. Reports can be sent directly to other users to view and analyze with all the formatting of the

original report in a variety of output formats:

e HTML report image
e  PDF attachment
. Excel attachment

e Document with any combination of the above

- Subscribe. Receive reports on a regular schedule or due to a triggered event. Reports can be delivered via
email, to a printer or to a file server.

- Save to personal folder. A report can be saved to a user’s personal folder after data manipulation
and formatting.

- Save and publish a shared version. Reports can be saved in public folders for use by other business users.
All security settings will be applied when other users run these reports.

- Export. The report information can be exported, with or without formatting, to any of the following:

. HTML
. Microsoft Excel
. Microsoft Word



. Microsoft Access
. PDF file

o Textfile

- Schedule. Report caches can be refreshed from the data warehouse at off-peak hours, reducing the
frequency of data source access via SQL or MDX.

- Create a datamart table. Automatically save the results from any report to a relational database table. This
allows data-level integration with third-party applications like data mining or marketing automation systems.

- Write back to a database. The write back capabilities of the MicroStrategy Bl platform allow enterprises to
integrate analytics into their business processes and operational systems. Closed-loop analysis capabilities

enable more accurate, timely, data-driven decisions by all business users.

14.6 OLAP ANALYSIS

OLAP analysis refers to applications that require users to surf data, and make analytical deductions based on
investigative reasoning. These applications require users to be able to access large amounts of data in an intuitive

and rapid manner.

Unique MicroStrategy Strengths for Advanced and Predictive Applications

e Wizards and Workflows for Guided Reporting and Analysis
Report wizards and navigation workflows in the MicroStrategy Bl platform enhance the ease-of-use by guiding
users through report creation, and through predefined drilling analysis. Users also have the option of building

their own custom wizards and workflows. The types of wizards and workflows available are:

- Intelligent Cubes
MicroStrategy OLAP Services enables administrators and users to create sandboxes of analyses consisting
of related characteristics, hierarchies, metrics, and attributes. These are available to users as “Intelligent
Cubes” which are cached on the Intelligence Server in a multi-dimensional format. Designers can create a
number of these Intelligent Cubes for various areas of analysis such as Customer Analysis or Financial
Analysis, and make these available to end users over the Web. Users can then create their own analyses
and reports based on these cubes by dragging and dropping the attributes and metrics of interest on
to the report. This option allows users to create analyses in a tightly defined area, and also gives high

performance due to the pre-cached nature of the Intelligent Cubes.

- Report Builder Wizard
This multi-step wizard guides a user through the steps required to build a report over the Web. Reports
built using the report builder wizard are fully interactive, and can be saved, manipulated, shared, and
distributed. A report builder wizard can contain any combination of attributes and metrics, or be directed
to build a specific type of report. A Bl application can have any number of report builder wizards. For
instance, a financial reporting application may have both a profit and loss report builder, and a balance
sheet report builder. The profit and loss report builder will limit the user to only income and expense

information, while the balance sheet report builder will only access asset, liability, and capital information.

- Ad Hoc Report Wizard
The ad hoc report wizard allows a user to create and run an ad hoc report over the Web interface by
combining an existing report template with an existing report filter. By allowing users to mix-and-match

templates and filters from different reports, the ad hoc wizard greatly increases the reporting permutations
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available to the end user without needing a new report for each permutation. Reports run using the

ad hoc report wizard are fully interactive, and can be saved, manipulated, shared, and distributed. For
example — a list of filters may include top decile of customers by revenue, and an available template may
include regions and profit. Combining these together results in a report that shows the regional profit for

the top decile of customers.

- Customized Drill Paths
The MicroStrategy BI platform provides a drill map editor to define specific drill paths with which to
navigate through data in the report. The drill path specifies the attributes, hierarchies, and templates that
users can drill to from anywhere on the report for further analysis. This functionality provides users with
an entire path of analysis within a given report. The user also has the option of saving a report during any

point of analysis as a fully interactive report.

Data Manipulation for OLAP Analysis

The ability to drill, pivot, and slice-and-dice the information directly from a report is referred to as data
manipulation. Data manipulation is central to any investigative business intelligence application since it allows
the user to delve deep into a report to identify and discover important trends and patterns in the data. The
MicroStrategy Bl platform provides an extensive set of data manipulation options to both Web and Windows
users through easily navigable interfaces. Using simple drag-and-drop, toolbar, and right-click mechanics, users
are able to maximize the value of information from any given report. Report data can be manipulated, saved as

a new report, and shared with other users.

In many cases, the data needed for these actions are contained in the original report cache, and no new SQL
or MDX statements are executed in the data source. If any objects are requested that are not in the original
report, MicroStrategy Intelligence Server will automatically retrieve that information from the data warehouse,
and create a new report cache. The following data manipulation functionality is available to both Web and

Windows users. Microsoft Office users make use of the functionality built into Excel, PowerPoint, and Word.

- Sorting
Specify the sequence to sort one or more attributes or metrics directly on a report. The sort order, once
defined, is preserved through any subsequent report manipulation steps. MicroStrategy supports single-
and multi-key sorting on both columns and rows for complex reports with many attributes and metrics.
For example on a customer sales report, users may first want to sort on customer region, and then order

the customers by revenue within those regions. This is an example of a multi-key sort.

- Pivoting
Re-arrange the order and placement of attributes and metrics on both tabular and cross-tabular reports.
Users can pivot their data between rows, columns, and pages using either drag-and-drop or single click
actions. Pivoted reports can be saved in their new formats by the end user. For example, a report may
have sales information with regions and years in columns. Users can switch or pivot the years to rows for a

cleaner layout.

- Page-by
Create subsets of a report grouped by specific data elements. The page-by functionality is useful when
viewing reports with many attributes and metrics. For example, a user can page-by region and month on
a report to view specific information for a particular region and month. The user is then able to switch
between different region and month values to change the focus of the report. MicroStrategy does not
limit the number of attributes or combination of attributes that can be used with page-by to create the

desired subsets of data.



Drill Down
Iteratively increase the level of detail of a summary report. MicroStrategy makes it easy for end users to
view granular level information contained in the data of a report. For example, a user can drill down from

a report at the quarter level to month, week or date in a single step.

Drill Anywhere

Perform train-of-thought analysis on any report. The drill anywhere functionality does not limit the drill
path to a specific dimensions in a given report. For example, a user may be viewing a sales report at the
regional level. The drill anywhere functionality will allow the user to drill from a given region to the supplier
dimension to view vendor performance in each or all regions. Drill anywhere is a powerful feature that
enables true 360-degree analysis of the information in a report down to the most granular level of data.
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Figure 14.17 Data manipulation — drill anywhere functionality on graph and grid reports for train-of-thought analysis.

Total/Subtotal

Add totals and subtotals to metrics on a report. Totals and subtotals are supported for all types of metric
calculations, including averages and percentages, and can be calculated on both rows and columns. In
the case of averages or percentages, the total is calculated using the formula of the metric, rather than
simply summing up the rows and columns. When totaling, users can choose from a variety of functions
to calculate the subtotals and grand totals for the original metric calculations. New subtotal functions can

also be added to the Bl application. The built-in subtotal functions are:

e  Average
e Count
e Geometric Mean

o Maximum

e Median

e Minimum
e Mode

e Product

e  Standard deviation
e Sum

e  Variance
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- Derived Metrics
Create new metrics on the fly using existing metrics in the report. Functions available to users to build
these on-the-fly metrics include common arithmetic operations and other functions to calculate moving
averages, variances, standard deviations, and ranking operators. This functionality makes it possible for
users to add a percent-to-total metric or a forecasting metric to a report. The new metrics are saved as

part of the report definition for future use.

- One Click Metrics
Metrics, such as ranking and percent to totals, as well as time series analysis including metrics like last
years revenue, year to date revenue, can be quickly added to any report through a simple right click

menu action.

- Quick Filtering of the Data (View Filters)
Large reports and analyses often contain many rows of information with many measures to analyze. View
Filters allow users to quickly narrow down large sets of information based on criteria specified by the user.
For example, users looking at a report with sales information for all regions may only want to see north
region information where revenue is greater than forecast by 20%. Users can quickly create a combination

of conditions to get this information

- Lock Row and Column Headings
For large reports, users can lock the row and column headers so that they don’t lose context of the

information as they scroll vertically or horizontally.

- Switch to Grid, Graph or Grid and Graph Views
Users can quickly switch views between grid and graph views, or display both grid and graph information

for a report at the same time.

- Fit to Contents or to Window
Users can choose how they would like report data to be presented on the screen. Fit to Contents shrinks

the columns to the standard width, whereas Fit to Window maximizes the column width to fill the screen.

Sophisticated Parameter-driven Reports

These reports accept user input at runtime to generate a customized view of a report. The MicroStrategy Bl
platform contains a sophisticated prompting engine that allows the selection of filtering criteria using attributes,
such as a time period or a geographical attribute, and metrics, such as top 10% or bottom 10 by revenue.
Report content becomes completely dynamic with object prompts. Users can choose the specific attributes and
metrics from a list that are available on a report. This results in controlled, guided ad hoc analysis that can be

deployed to all end users.
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Figure 14.18 Hierarchy Prompt allowing users to select from various levels in a hierarchy.

MicroStrategy supports more types of user prompts than any other Bl platform. User prompts allow the users
to input or make selections at runtime to alter the contents of the report. Simple prompts may allow users to
pick from a list of years to filter down time criteria for a report; more sophisticated prompts may allow users to
select the level of a hierarchy and the metrics they would like to see on the report. MicroStrategy supports the

following exhaustive set of prompts.

- Hierarchy Prompts allow users to choose elements from a hierarchy in a tree

- List Prompts include Shopping carts, Radio Buttons, Check Boxes, Multi-select Boxes formats
- Object Prompts allow users to choose which objects to place on a report at runtime

- Value Prompts allow users to specify values or thresholds for specific reports

- Level Prompts allow users to choose dimensionality for the metrics on a report
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Figure 14.19 MicroStrategy allows the creation of a few reports that are personalized automatically at run-time across
thousands of users using prompts.

Seamless integration of Analytics into Scorecards
Through years of focused design effort, and the development of proprietary algorithms and patents,

MicroStrategy’s highly refined relational OLAP engine meets the most demanding BI requirements.
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MicroStrategy Web makes this same powerful analytic capability available directly from every report. It delivers

analytic ability to business users in two ways:

- OLAP analysis can be performed directly on tables embedded within scorecards, dashboards, documents,

and reports.

- Drilling is possible from an enterprise report or scorecard to a dedicated view that is optimized for

conducting detailed analysis from the same unified Web interface.

In both cases, the integration of reporting with analysis is automatic and entirely seamless, enabling self-
service reporting, analysis, and monitoring by all business users. Business users can answer their own follow-on

questions as they occur, without need of further IT department support.

Perform OLAP Analysis on Any Table
Embedded in the Report...

... or Drill to Dedicated OLAP
Analysis Environment

Analysis Embedded Directly in
a Report

¢ Swap Row / Columns

¢ Grid / Graph Toggle

¢ Outline View

¢ Lock Headers

e Scroll Bars

e Fit to Window/Contents
¢ Multi-key Sort

* Pivot

¢ Add Subtotals

¢ Add Derived Metrics

¢ Add Percent to Totals

¢ Add Rankings

* Adjust Column Widths

Figure 14.20 Further analysis is possible on any report, scorecard or dashboard.

14.7 ADVANCED AND PREDICTIVE ANALYSIS

Unique MicroStrategy Strengths for Advanced and Predictive Applications
Ad hoc reporting capabilities reduce development and administrative burdens by transferring report creation to the
end user. The MicroStrategy BI platform provides extensive ad hoc capabilities for both Web and Windows users,

who can build reports, modify reports, save reports, and dynamically change the attributes and metrics on a report.
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Figure 14.21 Ad hoc report creation over the Web with MicroStrategy.

Set analysis reports use sets of attributes that can interact with each other to provide powerful analysis. Users
define complex criteria for finely segmenting customers by merging sets with each other using standard set
operators. MicroStrategy provides a powerful and fully integrated set of set analysis capabilities in the Web and

Windows interfaces.

Previous
Campaign Yield

Increase ———»  Customers Who
TV Sales Bought TVs

Target Customers

- by Region

Customers Who

5 Purchased Related Inventory
Products Needed

Current
Inventory

Figure 14.22 Set Analysis with MicroStrategy provides very powerful analysis capabilities.

What-if analysis reports allow users to identify outcomes based on different scenarios. Metrics in MicroStrategy use
numeric prompts combined with aggregated information from the data warehouse to provide what-if calculations.
For example, a revenue forecast can be generated by applying a prompted percentage to the actual revenue. What-

if reports can also be run directly in Excel, which provides its own what-if environment.

Advanced Analysis and data mining reports deliver complex calculations and predictive metrics to all end users, enabling
more accurate data-driven decision making. Metrics using built-in statistical, mathematical, financial, and data mining
algorithms add analytic richness to any Bl application. These reports and analyses are available in all MicroStrategy BI

interfaces without any additional programming or knowledge of how the functions and algorithms work.
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14.8 ALERTS AND PROACTIVE NOTIFICATIONS

Collaboration applications integrate corporate-wide information so that all users, both within and outside an
enterprise, have the same version of the truth at all times. Collaborative analytic applications must therefore account
for varying levels of user expertise, multiple interface and interactivity requirements, and the need for on-demand
and proactive information delivery. The MicroStrategy platform provides users with an extensive array of interface
choices and information delivery options. MicroStrategy’s sophisticated reporting capabilities also allow end users to
perform complex collaborative tasks, such as analyzing information, exporting data to other third-party applications,

writing back to the database, and sending email alerts. All of this can be done through a single user interface.
Collaborative applications can operate in 2 modes:

1. Administrator-led Push Applications
- Information can be distributed to large user populations via print, email or file servers, with each user
recipient automatically getting personalized information based on their security profiles. Users can receive

information either on a time or event-driven schedule

2. User-led Proactive Applications in the MicroStrategy Web Interface

- Subscribe to reports to be sent via email, print or file server based on a schedule or event

- Send reports to other users via email, print or fax
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Figure 14.23 MicroStrategy Web allows the subscription of reports using predefined schedules.

14.9 USER FUNCTIONALITY BY USER ROLE

In addition to growth in the number and types of business intelligence applications, as detailed above, the number
and types of users of these applications has expanded. Architectures for enterprise business intelligence need

to be able to accommodate the needs and functionality of all types of users, from analysts and power users to
information consumers, in a scalable and manageable manner that does not require extensive customization or
coding. Furthermore, reports and analyses developed by any user must be shareable as they may be needed by

other users.



The Business Intelligence User Spectrum
The main types of users and their relative distribution amongst the user population in a typical enterprise are shown

in the diagram below:

-
&

STATISTICAL/DATA
MINING ANALYST

DESKTOP POWER USER

WEB POWER USER

WEB & OFFICE BUSINESS USER

INFORMATION CONSUMER

Figure 14.24 The number of Bl users in an enterprise is defined by the functionality they use.

1. Information Consumer
This user receives static information either via the Web or via scheduled delivery to email or other devices. The

information is well-formatted, and designed to be consumed quickly and easily, with little interactivity.

2. Web and Office Business User
This user uses a Web interface to run reports and documents. The reports allow some OLAP actions, such as
pivoting, sorting, and drilling, and can be run from or exported to Microsoft Office applications. The ability to

reformat and edit reports in a WYSIWYG manner is often also required.

3. Web Power User
This user runs both standard and ad hoc reports and documents from MicroStrategy Web, and performs
advanced OLAP actions such as drilling anywhere to transaction-level data, adding time-series analysis metrics

to reports, and saving documents and reports that other users can consume.

4. Desktop Power User
This user needs advanced functionality that defines the metadata objects used to build documents, reports,
and analyses. This includes creating sophisticated metrics, arranging data into custom groups to satisfy

particular groupings, and defining filters for set analysis.

5. Statistical/Data Mining Analyst
This user develops advanced statistical and data mining models, using neural networks, regression, and
clustering algorithms, to create scoring and confidence predictive metrics. These predictive metrics can be

incorporated into any document or report, and are available to all users.
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MicroStrategy provides the functionality to satisfy all reporting requirements for all Bl users. More importantly, Bl
administrators retain a very precise degree of control over exactly what functionality is given to a specific user, a
group of users or a user role. Users from two different groups can access the same report through any interface
with the exact functionality that is appropriate for each user. For example, a user from the “Reporting” group
might have more limited interactive capabilities than a user from the “Analyst” group. This protects the Bl system,
the database, and the business users themselves from unnecessary complexity, while still providing the full range
of easy-to-use interactivity to those users who benefit from it. Even within MicroStrategy’s end-user products,

Bl administrators can further adjust and personalize an individual user’s, security role’s or user group’s access to

MicroStrategy functionality.

User Functionality Governed by Privileges

The MicroStrategy Architecture allows all of MicroStrategy’s interfaces to be customized to the target user
population (from novice to expert) through extensive use of privilege controls. Users or groups of users can be
assigned varying levels of functionality such as pivot, print, and send now on a per application or project basis. In
addition, users can be assigned security profiles to ensure that they can only see the data and objects in folders that
they can access. Thus, without writing a single line of code, administrators can configure an application and user

interfaces to suit all user populations.
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Figure 14.25 Business users are able to view all types of reports and scorecards, and also personalize reports, print, drill, sort,
choose grid or graph format, schedule or immediately send reports via email or to a file server or a printer.
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Figure 14.26 Analysts receive all the functionality of business users plus the ability to drill anywhere, add totals, pivot information,
add and remove fields, create derived metrics, and create reports or ad hoc queries.
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Figure 14.27 Power users get all the functionality of analysts plus the ability to adjust the format of scorecards, dashboards, and
operational reports in design or WYSIWYG view mode. Power Users have advanced formatting capabilities as well as the ability to

perform calculations across multiple data sources.
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Figure 14.28 User functionality control through Privileges, ACL's and Security filters.

Personalized reports are generated from a single report definition so that report contents are restricted to

information that an end user is allowed to see. For example, the same Sales Report will show only West Region

details to the Western Regional Manager, and show only East Region details to the Eastern Regional Manager. This

personalization is applied in Web, Windows, and Microsoft Office interfaces, and also when users subscribe to a

scheduled or alert report, ensuring both data security and delivery of only relevant information to the user.
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ACROSS THE ENTERPRISE
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Figure 14.29 Reports are automatically personalized to each user’s security profile.

14.10 CUSTOMIZING MICROSTRATEGY FUNCTIONALITY FOR
THE END USER

Although the MicroStrategy Bl platform provides a comprehensive set of analytical features and functionality
through a single interface, enterprises can add their own custom functionality. MicroStrategy’s open architecture
and APIs, which are documented extensively in the MicroStrategy SDK, make it especially suitable for developing
custom functionality or integrating with other applications. The SDK describes how to integrate with enterprise
portals, external security systems, and Web services applications. The goal of the MicroStrategy platform

architecture is to enable enterprises to fully leverage their entire information assets across the enterprise.
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14.11 SUMMARY

The MicroStrategy BI platform has been architected from the ground up to provide an intuitive, consistent, and

easy-to-use experience for users. The hallmarks of the MicroStrategy BI platform for user experience are:

e Consistent and intuitive user experience across all interfaces including MicroStrategy Web, MicroStrategy
Desktop, and MicroStrategy Office

e Support for all 5 styles of Bl and seamless user navigation between any of these styles of Bl within the same
interface

e Powerful Distribution and Subscription interfaces for push reporting

¢ Interfaces governed by privilege settings to easily configure for all users ranging from novice to power users

e Comprehensive report, OLAP, and formatting options from all interfaces to allow users to create, edit, and

modify reports
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DEVELOPER EXPERIENCE

A key component to building successful Bl applications is having a robust set of developer tools to enable
developers of all levels to create reports and other metadata objects rapidly, intuitively, and in a scalable,

manageable manner.

15.1 MULTIPLE INTERFACES FOR Bl DEVELOPMENT

The MicroStrategy Bl platform offers several interfaces and tools for the Bl developer all tied together with a secure and

object-oriented metadata. The following products and interfaces are available to create and maintain Bl applications:

1. MicroStrategy Architect — Used to map data models (in relational databases, SAP, and other cube databases) to
business models and to create attributes, facts, and hierarchies

2. MicroStrategy Desktop Designer — Windows-based design interface developing filters, metrics, reports,
consolidations, and custom groups

3. MicroStrategy Web Professional — Thin-client browser interface that allows users to create reports, dashboards,
and scorecards over the Web using an intuitive drag and drop interface

4. MicroStrategy Narrowcast Server — Batch and alert reporting product that allows developers to create exception
and alert-based applications to deliver information via portals, emails, file servers, and network printers

5. MicroStrategy SDK — The MicroStrategy Software Developer Kit allows developers to customize the look and

feel, and content of the MicroStrategy interfaces, and extend the functionality available within the platform

15.2 THE BUSINESS INTELLIGENGE APPLICATION SPECTRUM

MicroStrategy Architect is a rapid Bl development tool that maps the physical structure of a data source to a
logical, object-oriented model of the business through an intuitive, graphical interface. Architect provides wizards
and editors to define the business rules, providing a unified environment for creating and maintaining business

intelligence applications. Bl architects use Architect to:

e Map the physical database schema into a logical business model using wizards and editors.
e Model the application using business processes and terminology.
e Build complex hierarchies that reflect the relationship between business entities using one-to-one, one-to-many,

and many-to-many relationships.

The business rules and schema abstraction defined using MicroStrategy Architect are stored in the central metadata
repository, allowing MicroStrategy Bl products to reuse the definitions, and build upon them. These are stored as

schema abstraction objects in the metadata repository.
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Bl APPLICATION INTERFACES
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Figure 15.1 MicroStrategy Architect is used to create the data abstraction of the data sources used by the Bl applications.

Object Creation in MicroStrategy Architect
Using MicroStrategy Architect, system designers can create data abstraction objects, which map data sources to the

business model, and are used to create higher level objects such as reports and scorecards.
The following are the data abstraction objects that can be created using MicroStrategy Architect

e Attributes
Attributes define descriptive information in the data, such as Customer Name, Product Category or Current
Date. They are created in MicroStrategy by mapping business descriptions to the corresponding data elements
in the data source. Developers can also specify the parent-child relationship between attributes as well as create

expressions based on multiple data fields. These are discussed in further detail in later sections.
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Figure 15.2 Attributes in Architect can be automatically mapped by column name.

Facts

Facts are data abstraction objects in MicroStrategy that are used to define measures such as Order Amount,

Number of Customers or Current Inventory on Hand. These are usually based on numerical data sources. Similar

to attributes, users can use sophisticated expressions to define complex facts from multiple data source inputs.
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Figure 15.3 Facts are mapped to different database tables providing automatic aggregate awareness.

Hierarchies

Hierarchies are used in the MicroStrategy environment to logically group attribute elements into areas of

commonality. Typical examples include the Time Hierarchy, Sales Organization Hierarchy or Product Hierarchy.

There are two types of hierarchies in the MicroStrategy environment:

System Hierarchy — This hierarchy is created automatically when parent-child relationships are defined
between attributes. The system hierarchy mirrors the structure of the data in the data source

User Hierarchies — These hierarchies can be created by users independent of the data source structures.
Attributes can be grouped together to form logically coherent groupings based on business models to

simplify reporting for end users. There is no limit on the number and sophistication of user hierarchies.

N
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Figure 15.4 Hierarchies can be viewed graphically in Architect.

Transformations

Transformations are a powerful concept used to build sophisticated analytical applications. They are used to
transform between sets of attributes. For example, architects can build time transformations such as “Last year's
Revenue” or “Quarter to Date Revenue.” These can then be applied to metrics by end users with a single click

to get the relevant data transformed over time.

Figure 15.5 Transformations are mainly used for time-series analysis and have 1-to-1 or many-to-many mappings.

Partitions
When dealing with large data volumes, data is often partitioned in databases to improve performance. For
example, instead of storing detailed sales order records for all months in a single table, DBA's often break this

table down into a set of tables partitioned by month so that any one table contains only orders for a single

N
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month. Most databases allow for partitions to be created, and the optimizer automatically routes the query to
the correct table. MicroStrategy Architect supports this partitioning functionality natively. In addition, users can
create logical partitions within MicroStrategy that perform the same functions described above without relying
on the database to perform the query optimization. MicroStrategy’s advanced multi-pass SQL engine creates

automatic queries based on partition logic.

e |ogical Tables
Logical tables are powerful tools that allow the OLAP architect to create views of information without creating
and maintaining these views in the database. Similar to database views, logical views are created by typing in
any valid SQL statement against a database to create the view. Once this view is created, it can be used just like

any other table within MicroStrategy. The unique advantages that this confers include:

- Defining attributes and facts from expressions spanning multiple tables
- Flattening non-standard recursive hierarchies
- Reducing the number of database views

- Performing complex analysis, such as as-is versus as-was for slowly changing dimensions.

seemrmem 3. Intelligence Server references the
logical table in the SQL generation.
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Figure 15.6 A logical table using freeform SQL embeds the SQL statement as a derived table in the dynamically generated
report SQL.

Unique Technical Differentiators of MicroStrategy Architect
MicroStrategy Architect offers the most comprehensive and sophisticated business modeling tool available today in the

Bl industry. The following section discusses the unique strengths of MicroStrategy Architect for the OLAP architect.

15.3 MAP DATABASE STRUCTURES TO QUALITATIVE AND
QUANTITATIVE BUSINESS TERMS

MicroStrategy Architect reads the system catalog from the data warehouse, operational datamarts, and databases,
as well as cube databases such as SAP BW, and translates the definitions of these data source structures as logical
tables and columns. The table and column abstraction objects are the basis for other data abstraction objects such

as facts, attributes, hierarchies, and transformations.

This schema abstraction of the physical database tables defines a logical model of the business requirements rather
than just the database structures. Therefore, if the underlying physical data model changes, Bl architects can quickly
and easily incorporate these changes without affecting the higher level objects that use the schema layer. This

insulates the Bl application from ongoing database modifications.
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Data Warehouse
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1. Fact tables store both qualitative and quantitative

2. Lookup tables store descriptive information

Figure 15.7 Architect allows Bl architects to map data source columns to business terms using attributes and facts.

User Hierarchies Personalize Business-Focused Data Exploration and Investigative Analysis

Bl architects model the relationship between attributes as hierarchies. The system hierarchy represents the true
relationship between attributes necessary to generate the SQL when users run reports. The system hierarchy is
automatically defined by Architect when attributes are created, and their physical database relationships to other
attributes are specified. When users run reports or drill through data, Intelligence Server reads the system hierarchy

in order to generate the appropriate SQL to satisfy the requests.

MicroStrategy Architect provides a unique business abstraction for groups of attributes in a single Bl application
called user hierarchies. These allow users to browse and drill through the data as required by business needs, as
opposed to how the data is physically stored in the data source. User hierarchies can be created through graphical
viewers and editors. The visual map displayed in these viewers allows developers to quickly identify and create

relationships between data elements. Additionally, business users can graphically visualize the business model.
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Figure 15.8 The system hierarchy maps the physical data structure. Many user hierarchies define logical business hierarchies that

are often different to the way data is stored.




Support Any Data Schema

The MicroStrategy architecture supports a wide range of physical data schemas, including common ones such as
star and snowflake schemas that have sparse aggregate tables, partitioned tables, and split fact tables. It can also
accommodate direct access to operational data stored in third-normal form. Support for a broad range of relational
and multi-dimensional data warehouse schema designs ensures that reporting applications easily integrate with an

organization’s existing data sources.

Leverage Existing Investment in Data Warehouses
Some of the common challenges faced by Bl architects while modeling Bl applications that leverage existing

investments in a data warehouse include overcoming:

e Inconsistent naming of database fields that represent the same entity
e Entities stored across multiple database fields and tables

e Unavailability of data at levels expected by the business users
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Figure 15.9 The same MicroStrategy object can have different definitions based on the source of the data.

Bl architects can easily make available to users different representations of the same attribute by defining attribute
forms. Non-textual descriptors, such as images, HTML tags, and URLs, are supported attribute form types that

provide great visual appeal and report interactivity.
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Figure 15.10 Increase visual appeal of reports by defining attribute forms that use dynamic images or URLs.
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Define Multiple Attributes from the Same Database Field Using Attribute Roles

Bl applications often need to define many attributes that use the same database table and column. For example, an
airline may have a single lookup table that lists all the airport locations served by the airline. To report on timeliness
or traffic volumes between airports, the reports need to display airports by the flight origination and destination.
MicroStrategy Architect provides unique data modeling options that allow the Bl architect to define multiple
attributes based on the same lookup table without resorting to database views that may add to the database

administration and maintenance burden.

CEm LB e e e e g e g

Cirrvar
LAX Las Angsles
L& HY L& Geards
XY Wharm

j Origin Airport j Destination Airport

FLGHT 0 | Baciry_ 2ol | DE5T_amPoi] | sonTH | Hus FUSHTS
T [T [T IC]
114 fiER Ty fas &2
1M LG L&E Dez X4 50 e 41| QO ATIDAT = o3 SIPONT I _I
o 2 LAE Lk Dec 04 58 pred 11 D1 _aF PORT = o/ A4APT_D I
103 Lk M Dz 04 19 L
I s BEN Wy Diac 0 | P o oot Exmotorn Mive: D060 [Bowac 8 [coke

Figure 15.11 Fields in a single lookup table play multiple roles: An airport can either be the origin of a flight, or the destination of
the flight as stored in the fact table.

15.4 MICROSTRATEGY DEsSKTOP

MicroStrategy Desktop is a powerful development interface that includes integrated performance monitoring,
enterprise reporting, ad hoc analysis and decision support workflow. Desktop provides the means to easily access
and share critical corporate information from a variety of corporate data sources such as data warehouses, data

marts, operational databases, and SAP BW, in order to better manage business processes.
With Desktop, report developers get a comprehensive tool to develop the most sophisticated Bl applications:

e Build analysis objects using the metadata abstraction layer provided by the data abstraction objects and other
analysis objects
e Design and publish reports and documents by combining analysis objects into report objects for

powerful analysis

All the objects and business rules defined with Desktop are stored in the central metadata repository, providing a

consistent definition and view across all MicroStrategy Bl.
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Figure 15.12 MicroStrategy Desktop allows organizations to design business abstraction and report objects used to create
sophisticated Bl applications. All of these are built on top of the data abstraction of the database schema created using
MicroStrategy Architect.

Objects Created in MicroStrategy Desktop

Bl developers use MicroStrategy Desktop to create two sets of objects:

1. Business Abstraction Objects

Application objects are base objects that are building blocks for reports, scorecards, and dashboards. These

include metrics, filters, templates, and custom groups. Application objects can be shared by multiple reports.

2. Report Objects
Report objects are built using a combination of business abstraction objects. Grid reports, graph reports,

scorecards, and dashboards are types of report objects.
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15.5 BUSINESS ABSTRACTION OBJECTS

e Metrics

Metrics define the analytical calculations to be performed against data in the data warehouse. A metric definition
must contain a formula, which determines the data to be used and the calculations to be performed on the data.

It can also contain additional properties that provide great flexibility in defining key performance indicators:

- The level, or dimensionality, determines the level of calculation for the metric. For example, you can
choose to calculate at the month level or the region level. A simple metric can only contain one level.
By default, a metric is calculated at the report level, that is, at the lowest level attributes of the report in
which the metric is placed. For example, a report with revenue and state will calculate revenue at the state
level unless dimensionality to set to country, in which case revenue will be calculated at the country level

even if it is not on the report.

- Conditionality associates a filter to the metric calculation. This filter can be controlled to work in

conjunction with the report filter. This is an optional component.

- Atransformation applies offset values, such as “four months ago,” to the selected attributes. This is also

an optional component.

Metrics allow complex business-specific calculations to be presented on reports or documents. Report
developers can use one or more functions from an analytic function library that includes aggregation, OLAP,

statistical, financial, mathematical or ranking functions as well as logical operators.

The object-oriented nature of the metadata allows metrics to reuse other schema and analysis objects, such as
attributes, facts, metrics, filters, and transformations, to define new metrics. Using filters and transformations in

the metric definition allows users to create sophisticated conditional and comparison calculations.
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Figure 15.13 The metric editor in Desktop provides great flexibility to create any key performance indicator.



Filters
A filter specifies the conditions the data must meet to be included in report results. A filter is equivalent to the

WHERE clause in a SQL statement. Developers can use the following options to create different types of filters:

Attribute qualification — allows you to filter on an attribute’s form, such as ID and description, or on the
elements of the attribute.

ii.  Setqualification — allows you to create a set based on a metric or on the relationship between two
attributes

ii. Report qualification — uses an existing report as a filter

iv.  Filter qualification —uses an existing filter as a base to add further conditions to a report
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Figure 15.14 Filters control the amount of data that is included in reports.

MicroStrategy Desktop is the only product in the market that allows users to create advanced analyses in a fully
integrated, object-oriented environment. Users can identify commonalities from the most detailed, transaction-
level data to perform advanced set-based reporting. These sets are completely integrated into the metadata,

allowing users to re-use existing analysis objects.

Report developers can define sophisticated business logic for customer segmentation. For example, in order to
identify customers who have a high propensity to purchase new televisions, a marketing analyst can identify a
set of customers who have purchased TVs. Using MicroStrategy, a separate set identifies products most often
purchased by customers who buy the TVs. A third set identifies customers who have purchased the related
products but not the TVs, and use them in the marketing campaign. All this is achieved through a unified

metadata and common interface.

Prompts
A prompt is used to dynamically modify the contents of a report. With prompts, users can determine, during
report execution, the objects they want to retrieve for the report and the report filtering conditions. In addition,

users can make different prompt selections each time they run the report.
The MicroStrategy architecture allows for many types of prompts, including:

Filter definition prompts — prompt types that allow users to define the filtering criteria, such as attributes

in a hierarchy, attribute forms, lists of attribute elements, and metrics
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ii.  Object prompts — displays MicroStrategy objects for selection in a report, such as attributes, metrics, and
custom groups

iii. Value prompts — captures a single input value, such as a date, a number, or a text string. The value given is
compared to metrics or attributes to filter the data.

iv.  Level prompts — allow users to specify the level of calculation for a metric
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Figure 15.15 Prompts personalize the user experience at report runtime.

Custom Groups
A custom group is an object that can be placed on a report layout template, and is made up of a collection of

elements called custom group elements. Each element contains its own set of filtering or banding qualifications.

Pre-defined grouping Data driven grouping displays sales
displays products on sale contribution based upon a specific criterion

Sales Customer Group Metrics | $ Sales YTD $ Sales
Products on Sale this Week $ 19,606 $ 8,954
Brass Cigar Cutter $6,181 $2,923
Elegant Writing Set $ 5,560 $ 2,256
Fisherman’s Reel Clock $ 4,630 $ 1,906
WWI Trench Lighter 5 $3,235 $ 1,869
Top 4 Product Groups by Sales Contribution $43,621 | $14,323
Top 50% Product Groups by Sales Contribution $ 187,881 $ 67,345
Bottom 10% Product Groups by Sales Contribution $5,724 $ 1,856
Top 3 Brands by Division $ 11,920 $ 4,563
Books - Bowles $ 2,265 $ 1,006
Books - Brater $1,775 $ 980
Books - Young $1,075 $ 676

Figure 15.16 Custom Groups define the content of rows in a MicroStrategy report.



For example, using the Custom Group Editor, a custom group for Store Inventory can be created as follows:

- Small stores with low inventory: Store Sales < 50 AND Store Inventory < 200

- Large stores with low inventory: Store Sales > 50 AND Store Inventory < 200

Custom groups provide drill down capabilities to their constituent attribute elements, and can appear on the

report in the following format.

SALES
¢ Small Stores with Low Inventory 38
/ 22
CUSTOM GROUP 16
ELEMENT HEADERS
_ ¢ Large Stores with Low Inventory 258
93
160

Figure 15.17 Custom Groups can display their constituent attributes in MicroStrategy reports.

Consolidations
Consolidations group specific attributes together. They allow developers to place the grouping of attribute
elements on a template just like an attribute. The elements of the consolidation appear as rows on the report,

and they can have arithmetic calculations.

For example, suppose users wanted to see each season as a separate row on a report, but Season does not
exist as an attribute in the project. A consolidation allows you to group together the elements of the Month
of Year attribute into various seasons, and place them on the template. This consolidation will contain four
consolidation elements, one for each season. Summer consists of June + July + August; Fall consists of
September+ October + November, and so on. The consolidation is placed in the rows of the report with the
desired metrics in the columns. Therefore, when the user runs the report, the metric values for June, July, and

August are added together to yield the value for Summer. This occurs for each season.
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Figure 15.18 Consolidations enable arithmetic between individual rows or groups of rows in a report.
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15.6 REPORT OBJECTS

The Application objects described above are usually developed by a core group of developers who create re-

usable objects with standard definitions that can be made available to all applications and users. For example,

organizations need to maintain a standard definition of the metric “revenue,” which should be common across all

users and reports. Report development in the MicroStrategy platform is usually carried out by a larger population

comprised of IT developers and report users.

There are two types of Report Objects in the MicroStrategy Bl platform:

1. Grid and Graph Reports — These are single data set reports that are displayed to users either in a cross tab grid

format or defined graph formats.

2. Report Services Documents — These are used to create scorecards, dashboards, invoices, statements, and other

operational and business reports which require custom formatting and print perfect layouts. These may be

comprised of one or more data sets from different sources.

A report is a MicroStrategy object that represents a request for a specific set of formatted data from the data
warehouse, operational database or cube database. Reports are the focus and goal of business intelligence. They

allow users to gather business insight through data analysis.
Reports in MicroStrategy can come from the following data sources.

e Data warehouses using MicroStrategy’s dynamic SQL engine
e Operational databases and datamarts using freeform SQL

e Cube databases, such as SAP BW, using MicroStrategy’s dynamic MDX engine

15.7 REPORT CREATION USING THE DYNAMIC SQL ENGINE

Most MicroStrategy reports are built using fundamental building blocks such as data abstraction objects and
business abstraction objects. When these are assembled onto a report, the MicroStrategy’s dynamic SQL engine

generates optimized SQL at report runtime.
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Figure 15.19 Report design in Desktop involves defining the filter (data) and template (layout) from the report abstraction
objects in the metadata.



Reusable templates specify the layout and formatting of the data on a report. Attributes, hierarchies, metrics,

custom groups, consolidations, and prompts can be placed in rows or columns on the template grid, or in pages
to break reports into manageable pieces. Report developers can specify data presentation characteristics such as
font, color, alignment, and number formats, as well as additional report characteristics such as subtotaling, metric

thresholds, and graph properties. Filters specify the conditions that the data must meet to be included in a report

or in a metric.

Reports and documents present decision makers with information gleaned from the organization’s data stores.

Report developers can assemble all analysis objects necessary to turn data into insight using the most intuitive

presentation format — whether it be a classical cross-tabulated grid, a graph, or a highly visual dashboard

or scorecard.
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the Report Objects

Select grid formatting
autostyle from a
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Use format toolbar to further
customize the grid appearance,
numeric formats, font styles,
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to define the report layout
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Figure 15.20 Report developers have a wide range of features to create any report or analysis.
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Tuning Report SQL using VLDB Properties

VLDB properties allow developers to customize the SQL that MicroStrategy generates. Developers can
configure settings such as SQL join types, SQL inserts, table creation properties, and so on. Developers can use
the VLDB Properties Editor to alter the syntax of a SQL statement, and take advantage of unique, database-

specific optimizations.

Some of the qualities that make these properties valuable are:

e  Optimization: Take advantage of database-specific settings to further enhance the performance of queries.

e Flexibility: VLDB properties are available at multiple levels so that the SQL generated for one report, for example,
can be manipulated separately from the SQL generated from another, similar report.

e Complete database support: VLDB properties allow you to easily incorporate, and take advantage of new

database platforms and versions.

VLDB properties can be set at various levels in the MicroStrategy architecture. The following diagram shows how

VLDB properties that are set for one object take precedence over those set for another.
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Figure 15.21 VLDB Order Priority.

15.8 CREATING OLAP SERVICES CuBE REPORTS

MicroStrategy OLAP Services allows for the creation of Intelligent Cubes. These cubes are cached multi-dimensional
collections of attributes and metrics which constitute a sandbox of information within which users can perform
OLAP operations to get speed of thought analysis. However, Intelligent Cubes are not bound by the limitations of
traditional cubes. There is no cube loading and maintenance process, and users can drill outside of the cube at any

point to retrieve more information from underlying data sources.



Reports using Intelligent Cubes are created in MicroStrategy Desktop in a very similar manner to regular reports.
Developers add metrics, attributes, hierarchies, custom groups, and other objects to the layout template view and

add any filter criteria.

In addition, for OLAP Services-enabled reports, developers have the option of adding objects to the “Report
Objects” pane. Attributes and metrics placed in this window become part of the cached OLAP Services cube. The
user can drag and drop or drill to these available objects at any time, and retrieve the information from the OLAP

Services cube.
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Report Objects Pane to
add objects to OLAP :‘
services Cube

Figure 15.22 Report Designer for OLAP services-enabled reports

15.9 BuiLD AND EXECUTE REPORTS WITH THE DYNAMIC
MDX ENGINE

The MicroStrategy BI platform extends the scope of analyses provided by Bl applications by incorporating data
assets other than the traditional data warehouse. Organizations often have information stored in multiple
locations, such as SAP BW and Microsoft Analysis Services cubes. These cube databases can be queried using the

MDX query language.

Intelligence Server has a dynamic MDX engine that allows organizations to query the information stored in these
databases, and also combine this information with other data sources using Report Services. The Dynamic MDX

engine creates MDX based on user query requests at runtime, similar to the SQL engine.

For example, the multi-dimensional models of SAP BW InfoCubes and QueryCubes are imported and represented
in the data abstraction objects. This import process allows MicroStrategy to read all the SAP BW business content
such as queries, InfoCubes, variables, structures, hierarchies, key figures, and characteristics. These SAP metadata
elements are translated into corresponding MicroStrategy metadata objects. SAP BW cube objects are mapped to

business abstraction objects, and used to create reports and documents.
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During Report execution, the MicroStrategy metadata serves as a pointer to the underlying SAP metadata.
MicroStrategy dynamically generates optimized MDX, and executes the MDX against SAP BW to retrieve the data.
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Figure 15.23 Reports can be built against cube databases such as SAP BW cubes.

15.10 OPERATIONAL REPORTS USING THE FREEFORM
SQL ENGINE

The Freeform SQL functionality adds great flexibility to MicroStrategy’s query and reporting capabilities. Traditionally,
developers use the MicroStrategy Engine to generate SQL to run against one specific relational database to

get a desired report. In addition to generating reports in the traditional way, developers can also use their own
customized SQL statements to generate reports from operational systems available in the organization. This
capability saves organizations a tremendous amount of time since developers do not need to place the data into

a data mart or data warehouse first. In addition, these reports may be used in cases where quick proof of concept
reports need to be built or in cases where the table structures in the data sources are not ideally suited for engine

SQL generation.

The MicroStrategy Freeform SQL editor is flexible to allow developers to insert prompts and security filters into the

SQL statement so that the results that are returned are personalized for each user.



The SQL statement can be run
against any relational database,
and Excel or text files.

SQL statements are typed
or pasted into the SQL pane.

The Object Browser allows
selection of metadata objects
for mapping to columns in the
SQL statement.

Columns in the SQL statement
are mapped to attributes and
metrics for joining data.

Figure 15.24 Freeform SQL editor in MicroStrategy Desktop.

15.11 BUILDING GRAPHS IN MICROSTRATEGY DESKTOP

Once a report has been laid out using a template and filter combination, the report developer can also choose to
expose the report as a graph. MicroStrategy Desktop provides a comprehensive set of graph formatting options to

allow users to graphically visualize reports in the best possible manner.

Specify descriptive graph title and subtitle

Specify axis titles and label formatting

Add trend lines and display trend coefficients
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Nested labels allow easier interpretation
of the data
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Specify legend and placement
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Select graph style choosing from over
100 styles

Figure 15.25 Graphs provide the means to show visually appealing and effective graphical representations of the data.

MICROSTRATEGY PLATFORM ARCHITECTURE



CHAPTER 15: DEVELOPER EXPERIENCE

15.12 DATA MINING AND PREDICTIVE REPORTS IN
MICROSTRATEGY DESKTOP

Using MicroStrategy Desktop, report developers can create multi-variant linear regressions, train the regression

model based upon live data, and use it to create forecasts of future events.
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Figure 15.26 The above example shows the forecast based upon seasonal variation in online sales (dotted line), which provides a
more realistic prediction as compared with the straight-line linear regression option (straight line).

Organizations can leverage their investments in third-party data mining tools by importing predictive models created

in those tools in Predictive Modeling Markup Language (PMML), and use the predictive metrics in any report.
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Figure 15.27 This example shows the model view of a decision tree algorithm that was imported into MicroStrategy. Such a
model, for example, can be used effectively for customer segmentation analysis.




15.13 REPORT SERVICES DOCUMENT CREATION

MicroStrategy Report Services raises the bar for enterprise reporting by combining the best OLAP analysis and
predictive analysis capabilities with pixel-perfect enterprise reports, scorecards, and dashboards on a unique

industrial-strength business intelligence platform.

Report Services Documents in MicroStrategy are used to create print perfect and pixel perfect document layouts.

Types of documents that can be created with MicroStrategy Report Services are:

e Scorecards

e Dashboards

e Business performance management reports
* Invoices and Statements

e Operational reports

e Compliance and Auditing reports

s
MicroStrategy Report Services®
”””””” Combing Zones within Bands
Zone-based Delivering Greater Flexibility

OPTIMIZED FOR:

e Scorecards & Dashboards Q 1
e Graphical Content z
e Multiple Tables & Graphs
e On Screen Display

than Either Layout Individually

Banded Layout

L

OPTIMIZED FOR:

e Operational Reports

¢ Densely Populated Data

e Multi-Page Repeating Sections
e Print Production

Figure 15.28 MicroStrategy combines banded and zone-based layout to deliver the most flexible reporting environment.

Report Services Layouts

Banded Layout is the most familiar report layout technique today because it is the predominant vehicle for
operational reporting. It has been the cornerstone of all leading report writers for years. The reason for its long-
term popularity for Operational Reporting is that it allows the organization of large amounts of data into a natural
hierarchy of information that users can easily navigate. The term “banded” refers to specific horizontal bands
superimposed on the report layout screen that dictate where data should be automatically summarized for page
headers and footers, report headers and footers, and within user-defined groupings or hierarchies that map to the

business organization.
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Banded report layout is truly optimized for traditional operational reporting, with its dense hierarchical information
presentation, multi-page repeating sections that cover entire ranges of enterprise operations, and need for fine
printing optimization. MicroStrategy offers pure banded layout following the same visual paradigms that are

now well understood by any person who has created enterprise reports using any of the common report writing

products available today.

Zone-based Layout is optimized for the creation of scorecards and dashboards. The term “zone” refers to the
graphical building block technique that allows users to layout entire tables and graphs onto a page or screen, where
each of these tables or graphs has a presentation behavior of its own. Zone-based layout is optimized for displaying
graphical content rather than tabular data. Zone-based layout is further optimized for on-screen display, where

users have scroll bars to move around the report, and high quality printing is not a requirement.

MicroStrategy users can build scorecards and dashboards on the fly using simple drag-and-drop techniques to
insert multiple reports, graphs, text, hyperlinks, and images onto the report layout screen. These objects may also
be arranged anywhere in the layout, and automatically adapt to the size and shape of their content, moving other
objects dynamically to fit. The MicroStrategy Development paradigm allows for the support of both zone-based and

banded report layout paradigms.

Creating Report Services Documents in MicroStrategy Desktop
Report Services Documents are created in MicroStrategy Desktop using the Document editor. The Document Editor
allows developers to create, customize, and save documents to be used across the MicroStrategy platform. There

are four main sections in the editor:

[ Controls Toolbar ] ( Formatting Toolbar]

J@smetom @A ME(X[ o o G -G [H B WD BE
Jaew w o m e BE AT

a '
[ Grouping Panel

e A

Dataset Object Property List

Layout Area

Figure 15.29 MicroStrategy Desktop Document Editor Layout.



Dataset Objects

This section displays all of the datasets used in the document. Datasets are any MicroStrategy Report, and can
come from any source such as data warehouses, operational databases or SAP BW. Users can combine data
from multiple sources into a single document by adding multiple datasets. It lists all attributes, metrics, custom
groups, and consolidations in the existing MicroStrategy report, regardless of whether or not they are displayed

on the report.

Layout Area

The Layout area provides the framework for precisely controlling the display section of the fields when the
document is viewed as a PDF, Excel or in HTML view. To add data, developers drag objects from Dataset
Objects, and drop them into this area. Depending on the section they place controls in, they print or
display differently.

- Page Header/Footer: prints at the top and bottom of each page

- Document Header/Footer: prints at the beginning/end of the document

- Grouping Header/Footer: for each field in the Grouping panel, prints before and after the Detail
Header Footer

- Detail Header/Footer: prints immediately before and after each group of Detail sections

- Detail: repeats for each row in the dataset

Grouping Panel
The Grouping panel lets developers group information in the document in a hierarchical structure. To add a
group, developers drag and drop any attribute, consolidation, or custom group from the Dataset Objects onto

the Grouping panel. The sequence automatically determines the hierarchy.

Property List
The Property List displays the properties of the object selected on the Layout area. The properties that are listed

vary depending on the type of object (text field, image, line, section, and so on) selected.

Dataset Objects
Users can place 1 or more datasets in this panel. These datasets contain the attributes, metrics, custom groups,
and other elements that are used to create the Report Services documents by placing them on the layout panel

Properties Panel

For each area or object
selected in the Layout panel,
properties such as size, color,
position, etc. can be
controlled through this panel

Layout Panel

This section of the screen
allows users to place
elements such as text,
images and data objects

in a free form manner to
create both hierarchical and
zone based reports and
e A fairneis S il el scorecards and dashboards

Figure 15.30 lllustrated example of creating a Report Services Document in Desktop.
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15.14 WEB PROFESSIONAL

As Bl applications grow in scope and usage, two important themes regarding the user population have become apparent:

1. Traditional lines between roles such as end user, power user, and developer are rapidly becoming blurred, with
end users requiring more functionality and ad hoc capabilities to create their own reports

2. Organizations have distributed development teams spread out across different business units and geographies.
Applications usually have core key figures and characteristics defined by an architect, but report development

and creation needs to be farmed out to a larger user population

Installing a thick client desktop application on end user machines is too expensive to deploy and maintain for larger
user populations. A true thin client Web interface that allows for the editing of reports and the creation of new
reports is required. MicroStrategy Web Professional offers organizations and developers just that capability. The

main features of MicroStrategy Web Professional from a developer perspective are:

e Create new Grid and Graph reports over the Web using a thin client browser interface
e (Create pixel-perfect formatted dashboards, scorecards and operational reports over the Web

e Edit existing reports and dashboards over the Web in a WYSISYG manner

Ability to Create Grids and Graphs Over the Web
MicroStrategy Web Professional offers Web-based developers and power users the ability to create reports in the form

of grids and graphs.
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Figure 15.31 The report creation options in the MicroStrategy Web interface.

There are a number of options with which a user can create reports in MicroStrategy Web.

e Ad Hoc Report Creation from a Blank Template
This option allows users to pick and choose from any available metrics and attributes within the MicroStrategy
metadata. Users drag and drop these objects on the design area to create the report. Complete ad hoc report

creation is possible with the developers choosing from any available objects in the MicroStrategy metadata.



There are four steps to creating a report in MicroStrategy Web Professional using a blank template.

i.  Object Browser Panel — Choose from all the attributes and metrics available in the MicroStrategy metadata

to place on the report template

ii.  Report Filter Window — Developers and power users add conditions to restrict the data brought back to

the user. Existing filters can be reused or new filters can be defined from the objects in the Browser Panel.

iii. Page-by Axis for drop down attributes — Users can also place attributes and custom groups into page by
axis. When attributes are placed in this position, they generate a drop down list of elements that users can

scroll through. These can be moved back to the main report window once the report is run if needed.

iv.  Template definition pane built using drag and drop — Users drag and drop attributes and metrics from the

Object browser pane on to the template area. This allows users to choose order, placement, and location

of attributes and metrics on the report layout.
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Figure 15.32 Ad hoc report creation in MicroStrategy Web using a blank template.

Ad Hoc Report Creation from a Predefined Template

A predefined template contains the set of associated metrics and attributes stored in an Intelligent Cube. This

option narrows the range of objects presented to the user. For example, users can then choose from a subset of

objects in a closely related area such as customer analysis or financial analysis.

Once users choose a particular template, they can drag and drop the attributes and metrics contained in that

template, and create reports in a manner similar to the ad hoc report creation process.
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Figure 15.33 Ad hoc report creation in MicroStrategy Web from a predefined template.

Using the Report Builder

This option presents a set of prompts that enable the selection of attributes, metrics, hierarchies, and conditions

needed for a particular report in an ad hoc fashion. Report Builder is useful for users who require a tightly
controlled workflow for report creation.
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Figure 15.34 The Report Builder prompts for report objects and filtering criteria.

A series of four prompts asks for:

i.  Attributes to view on the report
ii.  Metrics to view on the report
iii.  Filtering criteria on any attribute

iv.  Filtering criteria on any metric

Using the Report Wizard
Users can create reports by choosing a combination of existing filters and templates. Templates define the
layout of the report while Filters define the conditional criteria used to narrow the data. Users have the

flexibility to choose any available filter-template combination to create the report.



This option may be used in cases where developers need limited flexibility and tight control in report creation.
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Figure 15.35 The Report Wizard prompts for templates and filters stored in the metadata.

Fine-Grained Control of Grid Formatting in MicroStrategy Web

Once the report has been created, MicroStrategy Web offers powerful abilities to the user to format the report

in either grid or graph formats for print or presentation purposes. With sophisticated formatting toolbars and
functionality intuitively familiar to users of spreadsheet applications, the properties of various cells in a report can be
changed to achieve the desired grid formatting. Colors, fonts, styles, numbers, alignment, borders, and sizes can be

altered by the users over the Web.

These properties can be accessed either from a readily available formatting toolbar or by right clicking on any

attribute or metric to get to the formatting options for that particular set of values.
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Figure 15.36 Grid formatting with MicroStrategy Web.
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Display Report Information in Graphical Format in MicroStrategy Web
Users often need to visualize data in graphical formats. A well designed graph can quickly convey more information
than a large grid of information by using visual aids to contrast areas of interest or concern . MicroStrategy Web

allows users to quickly display grid reports in graph format using a simple one click menu action.

MicroStrategy Web offers developers and power users the ability to quickly change the formats of graphs that they

create, or to edit existing reports.

Business users have the power to format the graphs exactly as they want, without having to rely on IT developers.

Through the graph formatting toolbar and dialog boxes, many graph properties can be adjusted, including:

e Graph types

e Graph Subtypes

e Legends

e Axes Scales and Labels

e Fonts

e Series and Category options
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Figure 15.37 Powerful graph formatting over the Web in MicroStrategy Web.

15.15 CREATING PIXEL-PERFECT FORMATTED DASHBOARDS
AND SCORECARDS OVER THE WEB

In addition to creating grid and graph OLAP reports, well formatted Report Services documents can be defined in
MicroStrategy Web. Developers can add datasets, drag and drop fields, insert grids and graphs, and use powerful
formatting to create print-perfect scorecards, dashboards and operational reports. The editors and techniques used

to create these reports are similar to the Desktop Report Services Document editor.



Users have the option of choosing either a Blank template or any other existing corporate template as a base for the
creation of these documents. By providing a set of standard corporate templates, developers control common fonts,

headers, footers, and other corporate formatting standards.

Datasets are then added to the document. Any MicroStrategy report, regardless of where the data is retrieved, can
be used in a Report Services document. If more than one dataset is used, the information is automatically merged,

and metric calculations across datasets are possible.

All attributes and metrics in the datasets are added to the document by dragging and dropping them on to
the layout template. They can be placed in stand alone fields in the detail section, and also into various bands
and zones as defined by the document grouping. Precise control of the object placement and size defines the

appropriate formatting and layout required. The documents are saved into the standard folder structure for other

users to access.
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Figure 15.38 Formatting and layout of Report Services documents in the document editor in MicroStrategy Web.

15.16 WYSIWYG EDITING OF EXISTING REPORTS AND
DOCuUMENTS OVER THE WEB

In addition to the creation of new documents and scorecards, developers and users have the ability to edit these
documents in a WYSIWYG manner over the Web. Users can change formatting, layout, and other parameters
of a report to tailor the layout and contents to their needs. This drastically reduces report development times by

eliminating endless iterations with report developers in IT departments.

MicroStrategy Web dramatically increases the number of users who have access to powerful ad hoc as well as
WYSIWYG report editing and creation abilities. The interface is intuitive, and is used with minimal training by
any user. In conjunction with a secure architecture and a true thin client interface, this presents an opportunity to
distribute development teams geographically and by business units, reducing the number of IT developers needed

to maintain the application.
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Figure 15.39 WYSIWYG Editing changes the layout and format of Report Services Documents directly.

15.17 NARROWCAST SERVER

MicroStrategy Narrowcast Server enables organizations to build sophisticated alerting and batch reporting

applications. This section will focus on the developer interfaces available to build these applications.

r;\ Service
—
— [Who, What, When, How?]

Figure 15.40 Narrowcast Services define the “Who, What, When, and How” for report deliveries.

The end user interfaces for Narrowcast Server express themselves primarily through the MicroStrategy Web
Interface and a subscription portal for Web-based message deliveries. In addition, end users receive messages via
email, file servers or print servers. The Narrowcast Design Interface is used to develop and deploy alerting and

batch reporting applications.

Narrowcast Server Designer
The Narrowcast Server Designer is the primary developer interface for MicroStrategy Narrowcast Server. Through the

interface, developers can create the following objects:



¢ Information Objects

e Users

e Deliver Methods

e Personalization Criteria

® Services

e Schedules (Alert and Exception Driven)
e Subscription Sets (Static or Dynamic)

e Publications

e Documents

e Question Objects
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Figure 15.41 New report delivery services are developed in the Narrowcast Server Designer interface.

15.18 NARROWCAST SERVER DESIGN PROCESS

The Narrowcast Server Design Interface has a familiar Windows Explorer navigation paradigm with folders,
subfolders, and objects within them. The steps that Narrowcast Server developers go through to create push-type

applications can be understood using the following diagram:

Who? Who will receive this information? Subscription Set

What? What information will be sent? Publication, Document, Information Object, Question Object
When? When with this information be sent? Schedule

Where? Where will the user receive the information? Device

How? How will this information be formatted? XSL File, Locale

Figure 15.42 Steps needed to define a Narrowcast service.
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The following section explains each of these in more detail.

Services

A service is the fundamental tool that delivers information. A service is the entity that defines who should
receive content, what content they should receive, how they should receive it, and when they should receive it.
When developers define a service, they answer these questions. The Service Wizard is the recommended way
to create services. It satisfies needs for most application design requirements. The Service Wizard guides you

through the process of designing a service by having you define:

- By which delivery methods should a service be delivered (e.g., email, wireless, or Web subscription portal)
- The content that should be delivered, such as an HTML email with several reports or a wireless plain

text service
- The recipients who should receive this information and their preferences

- The schedule on which the information should be delivered

Delivery Methods

Services can deliver content via email, wireless devices, the Subscription Portal, print devices, and file servers. Each
means of delivery is called a delivery method or information transmitter. In Narrowcast Server, each service can be
defined to support one or more delivery methods. For example, developers might design a service to be sent to all

subscribers via email space or to deliver content to subscribers via the Subscription Portal, and also print servers.

Publications

Each delivery method is supported by a single publication, which specifies the content to be delivered. Since
each delivery method corresponds to an information transmitter, such as the SMTP information transmitter for
email, each publication is created for a single information transmitter. The information transmitter specifies
which content sections the publication provides to the application designer and the type of content each
section can accept. For example, the email (SMTP) information transmitter informs publications for the email
delivery method that a message subject, message body, and a section for attachments should be provided.
The email information transmitter also dictates that the subject can only accept one text document, while the
attachments section can accept any number of documents of any type. Other information transmitters specify

their own content sections and their own rules for the type of content these sections can accept.

Information Objects
An information object is a set of instructions specifying how to get data from an external information source, such
as a relational database, the Internet, or a flat file. Information Objects support the key Narrowcast Server capability

of gathering and using information from external sources for message content or subscription set information.

Service Content

Each Service also includes content, which must be defined according to delivery method.

Email (SMTP) delivery method, which contains:
- subject
- message body (HTML)
- attachments: includes Excel, HTML, and text, as well as zip and other imported files
- execution control (advanced): overrides the default information transmitter settings
- message body (text)

ii.  Wireless (SMTP) delivery method, which contains:

- subject



- message body (text)
- attachments: includes Excel, HTML, and text, as well as zip and other imported files
- execution control (advanced): overrides the default information transmitter settings
- message body (HTML)
iii.  Print delivery method, which contains:
- cover page: allows one or more text or HTML documents; these are printed in the order they appear
in the interface
- documents: requires at least one text, PDF, imported, or HTML document; these are printed after the
cover page in the order they appear in the interface
iv.  File delivery method, which contains:
- saved documents: requires at least one document of any type; more are allowed
- execution control (advanced): allows only one text document; this document is optional
v.  SMS (SMPP) delivery method, which contains:
- message body: required and limited to one plain-text document
- execution control document (advanced): overrides the default information transmitter settings; this
document is optional and limited to one plain-text document
vi. Web (Portal) delivery method, which contains:
- document body: can be one HTML or one plaintext document
- attachments: can be any number and any type of documents
- link rendering style: an XSL stylesheet file that transforms ITM-generated XSML into hyperlinks. These
hyperlinks are then added to the bottom of the HTML message body for Subscription Portal

messages. By using a different XSL style sheet, the appearance of these hyperlinks can be changed.

Documents

When content sections in a service such as a subject or message body are added for a delivery method,

a document is created. Documents define the fully-formatted content that end users receive. Documents
combine static content such as text, HTML, and static images with dynamic content such as reports returned
from MicroStrategy Intelligence Server, personalized files, and personalized Web hyperlinks. Multiple types

of documents are available to support different types of content such as HTML, text, and Excel. Each delivery
method, such as email or wireless, supports one or more content sections such as the subject or message body

of an email message.

Subscription Sets

When defining a service, one of the primary questions that needs to be answered is “To whom will this service
be delivered?” In Narrowcast Server, this question is answered by defining a subscription set for a service. A
subscription is a request to deliver the content in a service to a recipient. A subscription also provides a particular
address and personalization for this recipient. A subscription set is a collection of subscriptions that is used for
the same service. Narrowcast Server has two fundamental types of subscription sets: static and dynamic. Static
subscription sets store subscription information in the Narrowcast Server Subscription Book. Dynamic subscription
sets execute an information object to retrieve user and subscription information from an external, dynamic data

source such as a MicroStrategy project, a database query, or some other type of external system.

Schedules

A schedule sets the times or frequencies a service is executed, and represents a recurrence pattern, not a
fixed date on which to send the service. For example, although you can be specific with the service start
date (e.g., April 4, 2000, at 2:30 PM) generally the content will be sent on a recurring schedule such as a
yearly recurrence. Execution intervals are calculated by combining the start date of a service with the interval

specification of a schedule to arrive at a set of dates and times when the service runs.

MICROSTRATEGY PLATFORM ARCHITECTURE
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9. Question Objects
A question object is a container that holds a set of questions that users answer to define their preferences. It
provides a template for users to specify their preferences by answering one or more questions. The answers to

these questions allow information objects to tailor the information that is returned to each user.

10. Users and Addresses
Users are the end users who receive Narrowcast Server services. Each user is given an “account,” allowing
a login ID and password to be associated with the user so that self-subscription interfaces can enforce
authentication requirements. In addition, users allow all personalization settings to be defined at the user or
“account” level. Finally, users provide the structure necessary to allow one user to have multiple addresses
(such as a wireless PDA address and an email address) so that personalization can be applied consistently across

communication endpoints.

An address tells MicroStrategy Narrowcast Server how to send services to a particular subscriber. Each address

can be associated with just one user, who may have multiple addresses. The address properties are as follows:

- Address name

- Physical address
- Address display
- Delivery method
- Device

- PIN

- Status

- Expiration date

- Delivery window

MicroStrategy Narrowcast Server supports many other advanced development paradigms including dynamic
subscriptions, User Personalization, Supporting Diverse User populations and Page Personalization. Details on

these may be found in the chapter dealing with Narrowcast Server architecture.

15.19 CusTaMIZATION / SDK DEVELOPER

The MicroStrategy BI platform is an open platform built upon standards that allows developers to customize the

look and feel, and functionality of the platform.

Details of the customizability of the MicroStrategy Platform can be found in the chapter that details the Software
Developer Kit (MicroStrategy SDK). The following section discusses some of the developer resources available to the

Developer interested in customizing the look and feel of the MicroStrategy BI platform.

The MicroStrategy Developer Library
The MicroStrategy Developer Library contains over 6,000 pages of documentation and reference material, complete

with APl references, and how-to’s for developers to quickly access information at the most detailed level.
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Figure 15.43 The MicroStrategy Developer Library is in a handy electronic format.

The MicroStrategy Developer Library provides:

e Comprehensive documentation detailing the MicroStrategy BI platform architecture

e AP reference, complete with input/output parameters

e Over 70 task-oriented examples with sample code

e Tools and tips to upgrade to the latest version of the MicroStrategy Bl platform

e Case studies for integration with external applications

e Sample applications

and utilities

Type of API

Description

Web API

The Web API allows customization of the Web interface and integration with third-party applications.
It enables modification of the look and feel of the Web interface, presentation of Bl data and
functionality available to end users.

Intelligence Server API

The Intelligence Server API exposes all the functionality of the MicroStrategy Intelligence Server, such as
creating metadata objects, administering users and security, and tuning Intelligence Server parameters.

Narrowcast Server APl

The Narrowcast Server APl allows application developers to manage an information delivery application.
This includes the ability to control the operations as well as develop new services. Narrowcast Server
functionality can be extended further by adding new sources of information, data formatting capabilities
for new devices, and data transmission capabilities.

Subscription Portal API

The Subscription Portal APl comprises eight classes encapsulating the creating, editing or deleting of
subscriptions, and their associated objects in a self-service Bl application.

MicroStrategy Office
AP

The MicroStrategy Office API allows developers to build custom applications that use Microsoft

Office products as a user interface to the MicroStrategy Bl platform. These include connecting to a Bl
application, browsing folders and reports, specifying report parameters using prompts, and running and
displaying reports and documents.

Figure 15.44 The MicroStrategy Bl platform contains open APIs for all the major components.
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15.20 SUMMARY

The MicroStrategy BI platform is designed to give developers of all skill levels, from system architects to Web-based

power users, powerful tools to build the most sophisticated Bl applications.

With tools for translating data models into business models, architects can map different enterprise data sources
into terms that are readily understood by business users. Powerful statistical and custom grouping tools allow
developers to build advanced predictive models as well as advanced OLAP metrics, and groupings that can be
used by other users. Web-based power users can then use these to create reports and formatted dashboards
and scorecards. Developers can also build sophisticated alerting and batch reporting applications, and customize

MicroStrategy end user interfaces through a comprehensive, well-documented API set.









ADMINISTRATOR EXPERIENCE

As the scope of business intelligence systems expand with more data, more users and more applications,
administration becomes a key driver in the cost of ownership. There are different administrative roles in an
enterprise. Sometimes all these roles are taken on by just one person, but often the responsibilities are spread over

several departments or teams.

16.1 IN-DEPTH ADMINISTRATION ACROSS THE WHOLE PLATFORM

The administrators of business intelligence systems need to accomplish many tasks, including:

e Project Setup
- Installing and configuring the BI system
- Managing system performance

- Controlling software licenses

e Access Control
- Setting up users and their security profiles

- Monitoring and enforcing security policies

e Operations Management
- Ensuring data integrity after data loads
- Maintaining a stable and reliable Bl environment
- Monitoring system usage to prevent performance bottlenecks

- Troubleshooting user issues

e  Project Lifecycle Management
- Managing Bl applications in development, test, and production environments
- Assessing the impact of changes to the system

- ldentifying and decommissioning unused Bl objects

Experienced system administrators evaluate the administrative capabilities of Bl systems using two key criteria:

1. Visibility — can they access and track every key determinant of system performance, or are they forced to view
the system as a “black box"?
2. Controllability — can they control every key parameter to tune the system to suit their own unique environment

and to guarantee stability and performance, even under extreme conditions?

Superior software architectures are set apart by explicitly incorporating visibility and controllability features into

the system. Visibility is delivered through detailed and granular statistics, error logging, and diagnostic files.
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Controllability is achieved by providing a wide range of server and application tuning functions that let the

administrator configure the system — both when first implementing the Bl system and on an ongoing basis.

The architectural tenets for administering the MicroStrategy Bl platform are:

e Allow completely centralized management and configuration of the business intelligence environment

e Allow fine-grained monitoring, logging, and control over the system’s performance and use

e Provide fine-grained control over the types of operations various classes of users are allowed to perform

e Define the level of detailed diagnostic statistics to capture for troubleshooting purposes

e Provide real-time and historical analysis of system performance to identify trends and potential bottlenecks

e Provide impact assessment of proposed configuration changes and potential changes to the application definition
e Automate all repetitive tasks, and allow them to be initiated on time-based or event-based triggers

e Support bulk administration operations to simplify system changes, and reduce manpower investment

The MicroStrategy BI platform meets all of these requirements. MicroStrategy Intelligence Server, MicroStrategy
Narrowcast Server and MicroStrategy Web all provide detailed administrative functionality, and MicroStrategy

Administrator brings it all together for a Bl system administrator.

Administrators overseeing a MicroStrategy Bl system have complete visibility into, and control over system
performance and tuning. This detailed visibility and control is provided in an easy-to-use fashion, and designed to

be extremely powerful and time-effective.

This section covers the MicroStrategy platform’s capabilities in each of the following areas:

e Real-time monitoring

e Error logging and diagnostic files
e Historical performance analysis

e Centralized administration

e System management software integration

16.2 REAL-TIME MONITORING AND CONTROL

At any point in time, the administrator can monitor system activity. MicroStrategy provides real-time information

about important activities in the Bl environment via the following administrator functions:

e Job Monitor — View currently executing jobs and jobs containing errors

e Project Monitor — View existing Bl projects and their status

e User Connection Monitor — View active users and their session information

e Schedule Monitor — View a list of all scheduled reports and who scheduled them

e Database Connection Monitor — View connections to the metadata repository and data sources

e Cache Monitor — View report cache details and cache expiration dates

e Cluster Monitor — View clustered machines and their availability

e Scheduled Services — View the next time any report distribution service will be triggered

e Distribution Managers — View the currently executing report distribution services

e Execution Engines — View the execution progress of currently executing report distribution segments
e Debug Monitor — Receive real-time component-level statistics and debug information of the report

distribution system



The administrator can also perform specific, related tasks directly from within these monitors, including:

e Discontinuing jobs — stops errant runaway jobs that take up system resources

e Maintaining projects — loads new projects, takes projects off-line, and adds projects to cluster nodes
e Disconnecting users — removes inactive users

e Disconnecting database connections — changes the number of concurrent database connections

e Expiring caches — invalidates old reports, and frees up memory

e Cancel Service executions — controls Narrowcast Server operations
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Figure 16.1 Intelligence Server administration from the Desktop interface.

The Control Center allows real-time monitoring of a range of operating system and Intelligence Server
performance counters. In addition, the administrator can also use the Windows Performance Monitor and

the Windows Event Viewer or UNIX syslog facility for additional information about system performance. This
integration is out-of-the-box, and no additional work is required. Over 50 performance counters are traced in the

following functional areas:

e Current jobs executing in Intelligence Server
e Current users connected to Intelligence Server

e Process resource allocated to Intelligence Server

Real-time information for Narrowcast Server is viewed from the System Message Viewer in its administrative interface.

MICROSTRATEGY PLATFORM ARCHITECTURE



CHAPTER 16: ADMINISTRATOR EXPERIENCE

CE

.

S AV E

Ak

o, |

Tt s e e

£

F i LR L FEEEE L EEE]

T BhreBde e s e Sl fereern
T ) e TR =]
I g e i e iy P
[ e s e n
S gy B s i smpae o e
[P

e

n
e
-

|

|

& e
"
b= i =
K P

!
ik
i
i g
e e
i g
— =L e =
:3}:-_:'&-1. e e e e T T e
o T e b T e e
k & B -
; L L N
; . i
I | -t i s e s T
; Bt e it
; ;
L
;
;

Figure 16.2 Monitoring the MicroStrategy Bl environment

16.3

Log files and operational statistics enable historical data to be accumulated so that cause and effect analysis as
well as chronological analysis can occur. The MicroStrategy Bl platform enables various types and levels of logging,
with complete control over the granularity of data being accumulated. Multiple log files are available to let the

administrator analyze system performance. The administrator can set the level of logging to record statistical data,

ERROR LOGGING AND DIAGNOSTIC FILES

errors, warnings or informational messages, depending on the amount of information needed.
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Figure 16.3 An administrator can conveniently control component level-logging from a centralized interface.




The administrator can view log file information from both the Windows Event Viewer and directly from flat files.

Administrators can use these logs for the following purposes:

e An observation tool to monitor current activity
e An error display console to identify and correct system faults
e A diagnostic tool to tune the reporting environment

e Anaid that allows MicroStrategy Technical Support to help customers resolve issues in a timely and accurate manner

In extreme situations, log files can grow to a point where they impact operations. To avoid these situations in
a production environment, a maximum size for log files can be specified. For easier management of log files,
MicroStrategy uses the implementation of time or size-limited rotation strategies. A maximum number of log files

can be specified to control the overall required disk space used for logging and diagnostics.

16.4 ENTERPRISE MANAGER — HISTORICAL PERFORMANCE
ANALYSIS

In addition to viewing current system status using monitors and error logs, MicroStrategy can store historical
information on system usage. This information is stored in a statistics database. Leveraging this rich historical view
of the system, temporary anomalies in usage and performance, which are of minimal importance, can quickly

be distinguished from trends that may have a wider impact on the system. This type of long-term assessment is

enabled through Enterprise Manager, one of the components of MicroStrategy Administrator.

Enterprise Manager lets system administrators analyze, and act upon detailed and granular logs produced by the
MicroStrategy Bl platform. It incorporates a complete data warehouse, analytical application, a data loading process,

and dozens of insightful system performance and performance tuning reports.

Enterprise Manager uses MicroStrategy’s own analytics to monitor and analyze usage statistics recorded by one or
more Intelligence Servers. The Intelligence Servers capture user session and report usage statistics for each server,
user, and reporting job. This information is written to a central database. The detailed information logged includes
the servers, the users, the reports, and metadata objects, the time of submission, the execution time for various

steps in report processing, and tables and columns that were accessed in the data warehouse.

Enterprise Manager provides over 80 reports categorized in four areas of analysis:

e Project analysis — Analyzes growth trends and displays summary and detailed information of the Bl applications.

e QOperational analysis — Analyzes user concurrency and project usage, and helps determine how system resources
are being used by the MicroStrategy implementation.

e User analysis — Reports user connection activity and report execution history.

e Performance analysis — Reports detailed system performance trends, and provides insights into data

warehouse tuning.

Many of the reports are parameterized to heighten flexibility, and speed up the analytical process. For example,

"on

some reports prompt for the time period to analyze (e.g., “today,” “last week,” and “last month").

Administrative reports and documents are accessible from all MicroStrategy interfaces, and are contained in a
standard MicroStrategy project in a metadata repository. The Enterprise Manager project can be extended to
incorporate additional data sources, and additional reports can be created to reflect unique characteristics of the

environment. The reports help the administrator perform the following tasks:
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e Analyze usage trends, and make decisions such as adding more hardware to the system

e Identify processing bottlenecks such as number of database threads

e Assess the effects of configuration changes and tuning strategies

e |dentify the most active users and their time spent using the system

e Determine the best time to run scheduled reports in off-peak hours

e |dentify the most popular reports, and determine which ones might need to be cached for optimum

performance

Narrowcast Server can send Enterprise Manager reports and documents to administrators and project managers via

email on a regular basis, providing an efficient mechanism for monitoring the MicroStrategy Bl implementation.

Pl = s v By el i B3R

- St gt w4 £ AN S WD NN =

t a0 R T SR
faw wp I racah nte

B T progad
- o e s s
ey e L 5N
e G
N
bwmin o

R &< = T8

-
s & & P - -

Figure 16.4 Project dashboard shows system usage at a glance in Enterprise Manager.

16.5 CENTRALIZED ADMINISTRATION

Identifying bottlenecks or errors using real-time monitoring, error logs, and trend analysis is the first step in
enhancing a BI system’s operational performance. Simple corrective action and granular control over the platform’s
operations is vital to ensure service level agreements. The MicroStrategy Bl platform contains features, tools, and

utilities that optimize, and manage all servers in the MicroStrategy environment from a single remote console.

Granular Parameters Provide In-depth Server Configuration

Intelligence Server configuration capabilities can be used to manage system resources, and to control user privileges.

1. System management and configuration — Each server can be configured individually to optimize the use of

hardware resources by the server’s components. Using the Desktop, an Administrator can:

- Create connections from Intelligence Server to the databases
- Add or delete servers from a server cluster

- Expire or delete caches



- Manage job requests

- Set backup frequency

- Configure memory settings

- Create and trigger report schedules
- Configure query governing settings
- Define job thread prioritization

- Set the level of diagnostic reporting and logging

2. User and security profile management — User application privileges can be set for individual product features.
Data access for any user can be customized down to the row and column level. Setting these controls is simple,
and involves selecting check boxes or running pre-built scripts. No custom coding is required. Additionally,

administrators can use graphical interfaces and text-based commands to:

- Create and manage users

- Define the user authentication mechanism

- Organize users into groups and roles

- Assign functionality privileges to users and groups
- Assign data permissions to users and groups

- Assign object access to users and groups

- Manage user connections to the business intelligence projects

Information Governing Allows Real-Time Control of the Processing Environments

An important consideration in implementing and deploying business intelligence applications is managing the
number of users, number of job requests, and amount of data that a server in the environment can process. In a
MicroStrategy Bl implementation, administrators can set limits to prevent servers from becoming overloaded by
requests when extraordinary conditions exist. For instance, administrators can control the maximum number of users

at any time. This capability ensures that the servers in the MicroStrategy environment run efficiently at all times.

To ensure that important reports and users are processed ahead of others, priority levels can be set according to the
report, the user group, the application being accessed, or the interface being used. ltems with higher priority are

processed before lower priority items.

Governors can be applied at the server or application level. The list below shows many of the governor settings

available in Intelligence Server.

e Server Level Governing
- Maximum amount of memory used by Intelligence Server
- Maximum amount of memory for in-memory report caches
- Maximum number of job requests
- Maximum number of user sessions
- Maximum user session idle time
- Maximum number of XML cells
- Maximum number of XML drill paths
- Maximum memory consumption for XML
- Maximum memory consumption for PDF
- Maximum memory consumption for Excel
- Priority of reports based on job cost

- Priority of reports based on user group
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- Priority of reports based on project

- Priority of reports based on request type

- Priority of reports based on requesting application
- SQL time-out

- Maximum number of History list messages per user

- Number of days History list messages are active

e Application Level Governing
- Maximum report execution time
- Maximum number of report result rows retrieved
- Maximum number of prompt elements retrieved
- Maximum number of intermediate result rows retrieved
- Maximum job requests per user
- Maximum job requests per session
- Maximum job requests per application
- Maximum user sessions per application

- SQL time-out per report

Effective Caching is Vital for Good System Performance
Caching speeds up operations by storing data and report results in faster accessible locations. A sound caching
policy should be established that will maintain the integrity of all cached data — reports, prompt lists, and metadata

objects. The MicroStrategy Bl platform supports this in multiple ways.

e Monitoring — Detailed information about each cache file is available in real-time including creation time, status,
type, size, the number of times accessed, the last time accessed, and expiration date. Enterprise Manager
provides more analysis into the use of report caches, the cache hit ratio by report or user, and it identifies
under-utilized caches.

e Managing Data Integrity — After data has been loaded into the data warehouse, all relevant cache files
should be invalidated to ensure data integrity. This task can be automated by triggering time- or event-based
schedules. For more granular control, cache invalidation can be tied to changes to data warehouse tables.

e Tuning — Cache creation for the most frequently accessed, and most important reports can be scheduled to
run in off-peak hours. By monitoring the cache hit ratio, administrators can evaluate the effectiveness of their
currently implemented caching strategy, and find the optimal balance between end-user performance and cost
of added batch processing time.

e Governing — Intelligence Server maximizes caching efficiency and performance by storing the caches directly
in memory. In order to ensure optimal use of server resources for all job processing, the amount of memory

Intelligence Server dedicates for caching, and the total number of cache files it can handle can be specified.

Using any or all of these techniques, business intelligence applications will provide optimal performance to users
while ensuring data integrity. Any project can be managed with several data load schedules providing near real-time

business intelligence.

Command Manager Automates Standard Administrative Tasks
MicroStrategy Administrator eases the administrative workload through its Command Manager component.
Command Manager provides scripting capabilities using text commands, bringing repeatability to the administrative

process and featuring six core strengths:



e Scalability — Recurring administrative tasks that contain large volumes of changing data, such as user,
security, and report cache management, is much quicker with command scripts than in an interactive graphical
environment.

e (Consistency — Often, commands in a script are essentially a repeat of the same pattern applied to a set of
variables. Managing of hundreds or thousands of users with changing security roles and profiles is simplified
using third-party tools, such as SQL, that can easily be used to generate a large number of similar commands.
Also, scripts can flawlessly execute large numbers of commands in sequence.

e Efficiency — While commands duplicate the actions taken in a graphical user interface, running commands in
a script removes the time between clicks. Repetitive tasks or generally large amounts of steps are significantly
expedited. Asynchronous execution of scripts is fully supported.

e Reliability — Script files can be fully tested before being used in a production environment. Archiving script files
have the added benefit of documenting the history of setup and maintenance activity in the Bl system.

e Automation — Script files can be run automatically by a third-party utility or the operating system without
human oversight. Critical and routine tasks can be scheduled to run during off-peak hours, freeing up resources
during busy periods.

e (Cost savings — Administrators can focus on higher level tasks instead of being tied up with routine tasks.

Both small and large deployments of the MicroStrategy Bl platform can be managed with minimal

administrative overhead.

Key administrative functions are accessible and controllable through commands that can be run from a command
line or a graphical interface. These commands can be saved in script files for reuse. Script development in the
graphical user interface is simplified though the highlighting of the words in the command syntax. A wide variety of

searchable script outlines relieves the burden of memorizing the command syntax.
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Figure 16.5 Command Manager runs commands from a graphical user interface or from the command line.

Command Manager contains over 200 commands that fall into the following categories:

e Security Management
- Create and manage users and groups
- Maintain security filters and roles
- Grant and deny object access and privileges

- Set up user profiles and connection maps
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e Operations
- Monitor jobs, users, and database connections
- Set governing properties on projects and servers
- Manage server clusters
- Manage report and table-level caches
- Trigger events, schedules, and report delivery services
- Run operating system commands

- Send messages to Windows Event Viewer

e Project Maintenance
- Configure server and project parameters
- Create and manage filters
- Create and manage metrics

- Create and manage attributes

Life-cycle Management is Crucial to Smooth Application Deployment

Best practices in application deployment suggest an environment where development, testing, and production
environments are clearly defined and separated from each other. An application is allowed to progress to the
next stage only when it has clearly met the objectives and requirements defined for a particular stage. To enable
a smooth and quick transition from one stage to another, an enterprise-class business intelligence platform must
contain a set of application development, and management tools that allow clean and easy migration of business

abstraction objects from one stage to another.

MicroStrategy’s administration tools can manage many reporting applications and information delivery systems. The
reports and other metadata objects are first developed in a development environment, and tested under controlled

conditions in a separate environment, before being deployed to the end users in the production environment.

Production
Environment

PROMOTE TO PRODUCTION

Testing
Environment

Development

) RETURN FOR FURTHER DEVELOPMENT
Environment

Figure 16.6 Migrating objects in the MicroStrategy BI platform.

The object management capabilities of the MicroStrategy Bl platform were designed to support the migration of
objects in various environments. The user interfaces make this process as easy as copying a file from one folder to
another using a right-click menu or by dragging and dropping the objects. This simple task masks the complexity

inherent in maintaining the integrity of every object in MicroStrategy’s dynamic object-oriented architecture. Objects



depend on other objects to complete their own definitions. Reports depend on metrics, attributes, templates, and
filters. Metrics depend on facts, functions, and other filters. Because of these dependencies, copying an object,
such as a report, without also copying the objects on which it depends, would produce an invalid object in the

destination or target system. The report would be unusable.

MicroStrategy automatically locates and migrates all of the dependent objects used by the object being migrated,
ensuring the integrity of objects in all environments. When a report is migrated from one environment to another,
any templates, filters, attributes, and metrics used by that report are also migrated. Since each of these objects can
also have further object dependencies, MicroStrategy recursively ensures that objects used by those objects are

migrated as well, until all required objects are copied.

Object Manager Facilitates Change Management

Object Manager is a graphical interface used to interactively manage metadata objects in related projects. Through
a single, searchable console with drag-and-drop functionality, metadata objects such as facts, attributes, hierarchies,
metrics, filters, reports, and other reporting objects can be migrated, copied or deleted quickly and accurately.

Object access permissions can also be set in Object Manager.
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Figure 16.7 Object Manager simplifies moving objects between projects.

Understanding the effect of changes to metadata objects is vital to managing Bl applications effectively. Object
Manager determines the impact of modifications made to any MicroStrategy object by displaying parent and child
objects. For example, if the definition of a metric has changed, an administrator can easily view the parent objects
(reports, documents, templates, filters, and other metrics) and child objects (facts, filters, tables, and columns) of
that metric with a click of a button, showing all objects affected by changing the metric. With this information, all
affected users can be notified before the change is made. Impact analysis is also critical for documenting changes to

Bl applications, and accurately estimating the resources required to implement changes and upgrades.
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The following tasks are available in the Object Manager and Narrowcast Server Administrator interface:

e Manage report objects

e Share report objects

e Copy projects and make backups

e Compare projects in different environments

e Promote objects from development to test to production

e Search for objects based on name, type, owner, and time of last update
e Search for unused objects

e List parent and child object dependencies

Upgrade Bl Applications with the Project Merge Utility
When upgrading a production project with application changes from a development environment, project managers

do not want to rely on manual drag and drop operations; instead, they prefer an efficient automated process.

MicroStrategy provides this ability with the Project Merge utility, a command-line utility that automates the
simultaneous migration of all project changes. Conflicts can be resolved through the configuration of rules that are
stored in an XML file, and reused with each merge. The set of rules are defined through the Project Merge Wizard

in four different levels:

e Object Category
e Object Type

e Folder
e Object
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Figure 16.8 Specifying upgrade rules by object type in the Project Merge utility.




Tracking Software License Deployment

The MicroStrategy BI platform helps to keep track of all deployed software licenses. An automatic daily scan
aggregates the user privileges and reports if software licenses are being exceeded. The scan can also be run
manually using the License Manager utility, which also displays details about the software installed on the machine,

and the licenses allocated for users. Using the License Manager, one can:

e View system information and the version, edition, expiration, installation history, and other details of the
products installed on the machine

e Determine the product licenses in use by a specified user group or user

e Print the license usage information or export it in HTML format.

e Upgrade licenses by providing the new license key, without reinstalling the products

e Activate or deactivate a MicroStrategy server installation

16.6 SYSTEM MANAGEMENT SOFTWARE INTEGRATION

Many IT organizations implement software management applications that monitor the complete hardware and
software environment. These products allow system exception handling to occur automatically, and in accordance

with predetermined rules, guaranteeing predictable behavior even when a human administrator is unavailable.

Using logging databases, diagnostic files, and Windows Event Viewer, third-party system management software
such as IBM® Tivoli®, CA UniCenter®, HP Openview®, and BMC® Patrol® can seamlessly integrate with the
MicroStrategy Bl platform. Automated, real-time tuning of the MicroStrategy’s servers ensures the best possible

performance and throughput. Two key MicroStrategy platform features make this possible.

1. Obtaining real-time component level information and statistics about MicroStrategy operations
programmatically
2. Controlling each function of the system in a programmatic fashion through Command Manager commands or

directly through MicroStrategy APIs

For example, if the system management software detects that the load on the data warehouse is reaching a critical

level, the number of connections opened by the Intelligence Server can be reduced automatically to alleviate the load.

System management software can control Intelligence Server at a granular level, and perform the following tasks:

e Start, stop or idle Intelligence Server

e Change query governing parameters

e Change the number of open database connections

e Switch to another Intelligence Server if the original server stops responding
e Load a project that experiences peak traffic on additional nodes in a cluster

e Cancel jobs that are causing bottlenecks in the data warehouse

These, and other administrative capabilities provide the ability to automate Intelligence Server configuration
changes, thus increasing system availability, improving performance and report throughput, and reducing system

administrator workload.
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Figure 16.9 Integration with third-party system management software.

The diagram above illustrates how the MicroStrategy Bl platform integrates with system management software.
Intelligence Server and Narrowcast Server periodically log state information to the logging database, NT Event
Monitor, or to diagnostic files. The system management software monitors activities in these log files, identifying
situations that require action. When the system management software detects one of these situations, it adjusts the
configuration of the Intelligence Server or Narrowcast Server accordingly using Command Manager commands or
open API calls for those products. System management software can greatly automate the system administrators’

activities, and is one more way that MicroStrategy reduces the total cost of ownership.

16.7 SUMMARY

The administrative capabilities of the MicroStrategy Bl platform provide the most comprehensive system
management environment in the business intelligence industry. MicroStrategy is the only Bl platform in the
industry that ensures 99.999% uptime of business intelligence applications providing access to all corporate data
to all corporate users. It contains a powerful set of tools that offer a comprehensive environment for developing,

deploying, monitoring, and maintaining small-, medium-, and enterprise-scale systems.
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DEVELOPING BUSINESS INTELLIGENCE APPLICATIONS

Over the years, MicroStrategy’s thousands of customers have implemented tens of thousands of Bl applications.
Consequently, MicroStrategy has designed the MicroStrategy Bl platform to make implementation easier, and speed
up deployment. Customer methodologies have ranged from loosely defined preferences to the most detailed and

strictly enforced implementation policies.

Regardless of the nature of the implementation, there are common themes in the application development and
implementation lifecycle. This chapter begins with a brief discussion of the common BI application lifecycle based

upon the tens of thousands of Bl applications built using the MicroStrategy BI platform.

Irrespective of an organization’s starting point with Bl — whether they have departmental solutions that expose a
single style of Bl or highly functional enterprise-wide applications that enable all 5 styles of Bl — there is a natural

evolution of successful Bl applications. Evolution is driven by:

e Increasing number of users
e Increasing amounts of data
e Addition of new data sources

e Introduction of new application requirements

Only MicroStrategy provides an industrial-strength Bl technology that is suited for all levels of Bl deployments — from
departmental, to divisional, to enterprise-wide and extranet deployments. These deployments are covered following
the discussion of the application lifecycle. This chapter ends with a brief discussion of the various factors that

influence capacity estimation for Bl deployments.

17.1 APPLICATION LIFECYCLE

The typical Bl implementation involves four key stages in the application development and implementation lifecycle:

e Plan

e Develop
e Deploy

e Maintain
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Figure 17.1 The high-level project plan of a typical Bl implementation lifecycle.

Plan Stage
The Plan stage produces a comprehensive project plan and application architecture for the implementation of the Bl

application that serves the business needs. In general, this stage involves four types of activities:

e Project Definition
Project definition begins with a conceptual vision for a solution, and defines the steps, costs, staffing, and risk
mitigation strategies required to implement the conceptual vision. During this stage, project planners define the
functional scope, phases of implementation, and acceptance criteria for each phase of the implementation. Project

definition also includes education and training plans for developers as well as end-users of the application.

e Requirements Gathering
Requirements gathering involves identification of specific business needs served by the Bl application. It

identifies functionality that the future application needs to offer in the following categories:

- Reporting, analysis, and monitoring

- User interface(s)

- Users and user training needs

- Data structures, data movement, and transformation

- Infrastructure: hardware, software, networks, and security

- Integration with other applications

e Architecture Definition
Architecture definition defines the plan for augmenting the existing technical architecture to support the new
application. This requires the assessment of architectural constraints, infrastructure capacity, system software
standards, hardware standards, and development standards. Architecture definition also results in initial

capacity plans for the development, testing, acceptance, training, and production environments. Planners



develop the technical architecture based upon the system integration requirements, initial capacity plans, and
functional requirements of the application. This includes factors such as number of end-users, their application
requirements, planned usage, and service level requirements. The typical deliverables of the Architecture

definition include:

- Hardware and software architecture for development, test, acceptance, training, production, and
maintenance steps of the implementation cycle

- Security architecture

- Backup and recovery strategy

- User Interface Style guide

Develop Stage
During the Develop stage, project teams build the physical application solution scoped in the planning stage. It is

composed of the following primary activity groups:

e Design
The design step translates the highly specific business requirements obtained from the requirements gathering
step into actionable specifications. The output of the design step includes detailed specifications on each
category of application requirements. In some cases, organizations develop a prototype application before

conducting full-scale development.

e Construct
In this step, the development team builds all components of the Bl application. This involves building the data
warehouse, extract-transform-and-load routines, schema layer, application layer, and reports, scorecards and
dashboards. All activities around developing custom user interfaces or extending MicroStrategy functionality

occur in this step.

e Test
The test phase involves testing the application at both the unit level as well as the system level. Unit tests
ensure that individual components of the application match the specifications, while system tests ensure that all

components of the Bl application work as designed.

In addition, organizations conduct stress or volume testing to ensure that the system can withstand

the application load expected in the production environment. The stress testing allows organizations to
identify performance bottlenecks, which can be addressed using numerous tuning settings available in the
MicroStrategy Bl platform, and through modifications to database, ETL tools, application servers, Web servers,

network, and system management tools.

Deploy Stage
The Deploy stage integrates the newly developed application into the organization. The typical steps in the Deploy

stage include:

e System Acceptance
In system acceptance testing, a set of users trained on the application goals, system usage, and success criteria
approve the application for rollout to the rest of the target audience. Typically, acceptance testing occurs on a

mirror of the production environment.
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e Training
One of the most crucial, but often overlooked steps in application deployments is the requirement to train the

user base, including users and application administrators.

e Rollout

During the rollout step, organizations deploy the new application to users, and shut down the legacy system.

Maintain Stage
The Maintain stage includes activities that ensure that the Bl application and underlying infrastructure continue to

meet business expectations. These activities include:

e Providing a responsive Help Desk to address business user questions
e Conducting regular system upgrades

e Performing periodic system and database monitoring, tuning, and administration

The success of the Bl implementation spurs additional development requirements due to:

e Growth of user community
e New reporting and functionality requirements

e Data growth and the addition of new data sources

The Maintain stage closes the loop on application development by feeding vital information for improvements back

to project sponsors, planners, and application developers.

17.2 EVOLVE FROM DEPARTMENTAL TO ENTERPRISE Bl
APPLICATIONS

Organizations are in various phases of adoption of Business Intelligence. Companies that are embarking on Bl
initiatives for the first time typically limit themselves to departmental Bl solutions. The MicroStrategy architecture’s
plug-and-play components make it a perfect choice for small departmental applications. A company can only use
the scorecarding capabilities of MicroStrategy, if all they need from the application are scorecards for executives.
Customers who only need email alerting can deploy MicroStrategy’s alerting functionality. Invariably, companies that
start with narrowly focused BI applications expand those applications with new styles of Bl over time. MicroStrategy’s

integrated architecture makes it easy to “plug in” new components while enhancing or maintaining existing ones.

This ability to future proof Bl applications to scale to large user populations, or to increase analytic scope, allows
application designers to roll out new functionality incrementally. No matter how organizations begin their
MicroStrategy implementations, they can be confident about their ability to increase the number or functional
richness of their Bl applications, the number of users who access those applications or the amount of data these

applications access.

Departmental Deployments
Companies often start using MicroStrategy for a single, departmental Bl application. MicroStrategy’s ease of use,

and low administrative overhead make it a perfect choice for these initial departmental applications.

The characteristics of departmental deployments include:

e A short development cycle that leverages existing data models and schema

e The provision of any style of Bl, with the option of adding functionality upon user request. For example,



organizations start with Enterprise Reporting and effortlessly add OLAP slice-and-dice capabilities as needed.
e Quick deployment to 10s through 100s of users through an interface of their choice — Web browser, Windows
Desktop, Microsoft Office suite, email, printers, and file servers

e Seamless scalability to account for user and data growth

100 Web 10 Micrasoft 100 Email, File/Print Server Users
Users Office Users
e
- z ¥k
2 {
MicroStrategy Web MicroStrategy Narrowcast Server
MicroStrategy Office

MicroStrategy Intelligence Server
MicroStrategy OLAP Services
# MicroStrategy Report Services

1 User MicroStrategy Architect

Figure 17.2 An example of a departmental deployment of the MicroStrategy Bl platform.

With departmental deployments, it is common to install MicroStrategy Intelligence Server, MicroStrategy Report
Services, and MicroStrategy OLAP Services on a single computer server. Modularity of the MicroStrategy Bl platform
ensures that Report Services and OLAP Services are only installed if pixel-perfect reporting and OLAP Analysis are
required by users. Separate servers host MicroStrategy Web and MicroStrategy Narrowcast Server. A handful of

users manage the complete application development and deployment cycle.

Divisional Deployments
As a company’s Bl appetite grows, it typically demands additional styles of Bl. For example, a company may have
started with an operational reporting application, and now needs to implement scorecards for its executives.

Companies need support for larger user groups and data volumes, with ever-increasing requirements for security.

The characteristics of a division-level Bl deployment include:

e 1 to 5 Applications hosted on the same Bl infrastructure

e Applications use all 5 styles of Bl

e Rapid deployment to thousands of business users across the whole spectrum of user interfaces supported by
the MicroStrategy BI platform

e End user self service and powerful report delivery to email, printers, and file servers

e Single, robust security model for all applications and interfaces

e Comprehensive administration and change management infrastructure

e Clustered Intelligence Servers, Web Servers, and Narrowcast Servers for fault tolerance and reliability
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Figure 17.3 An example of a divisional deployment of the MicroStrategy Bl platform.

With divisional deployments, it is common to separate the development environment from the test and production
environments to improve control over the development process. The development environment includes some Bl
architects, and a small set of report developers and interface designers. In many cases, the Bl architects and report
developers are the same person. In addition, a handful of administrators manage application migration from

development, to test, to production.

Enterprise-wide Deployments

As Bl becomes an enterprise utility, usable by all business users, companies can easily scale their MicroStrategy
implementation by adding additional styles of BI, by increasing capacity for tens of thousands of users, and by
adding infrastructure to support many applications. Since MicroStrategy’s dynamic metadata objects are reusable,

objects such as metrics, reports, and security definitions can be reused in new applications.

Other Bl technologies require each developer to create their own report components (e.g., metrics, filters, custom
groups, and drill paths) for each report without relying on reusable components, compounding the effort of
developing new applications. This approach places the burden of enforcing consistency across all reports on the
developer. While this design philosophy delivers rapid results initially, the manual effort expended in making new
reports consistent with previous reports adds considerably to the development effort. When this manual consistency

checking fails, conflicting reports impede accurate decision-making.
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Figure 17.4 MicroStrategy is optimized for long-term efficiency, with each report developed more quickly than the last because it
builds on previous development efforts.

In addition to the deployment characteristics of divisional deployments, the hallmarks of enterprise-wide

deployments include:

e Qver 20 applications hosted on the same BI infrastructure

e Very large user communities of over tens of thousands of users

e Distributed development teams

e Enterprise caliber security for all applications and interfaces, including single sign-on authentication

e Comprehensive change management, monitoring, and administration of the Bl application

e Deployment through Enterprise portals and integration with external applications using Web Services

e  Effortless capacity increases through the addition of more servers that host Intelligence Server, MicroStrategy

Web, and Narrowcast Server

The MicroStrategy architecture minimizes administrative costs by automating critical but often mundane
administrative tasks such as managing user privileges, purging caches, and expiring jobs. In addition to a graphical
user interface or GUI-based administration, MicroStrategy gives administrators over 200 predefined scripts that

automate tasks.
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Figure 17.5 A typical configuration of MicroStrategy products for enterprise-wide deployment.

Extranet Deployments
With the success of Bl applications in improving corporate performance, organizations are looking to implement
Bl applications to analyze and monitor external operations. Extending an existing application or building new

applications to reach suppliers and customers places additional challenges on applications due to:

e large distances between the business users and application infrastructure
e Increased security requirements
e Large numbers of external users

e Greater administrative overhead due to user management and enhanced system management

The geographic spread of users, and the resulting placement of the various MicroStrategy products for
optimal performance are of particular interest during deployments. The remainder of this section discusses key
considerations with respect to the placement of the various MicroStrategy components — Data, Intelligence Server &

Narrowcast Server, Web, application server, and client.

e Placement of Report Servers and Metadata Repository
Frequent interaction of Intelligence Server, Narrowcast Server, and the metadata repository mandate close
proximity of the servers to the metadata. A dedicated high speed, high bandwidth network greatly increases

performance due to reduced network latency.

e Placement of Intelligence Server and Data Warehouse
The same reasons cited for the relative placement of Intelligence Server and the metadata repository apply to
the placement of the data warehouse. While the Intelligence Server and data warehouse can be spread out

geographically, a dedicated high speed, high bandwidth network greatly increases performance.



e Placement of Intelligence Server and Narrowcast Server, Development, and Administrative clients
Due to the high throughput XML communication requirements of the Intelligence Server and Narrowcast
Server, typical Bl implementations ensure close proximity of Intelligence Server and Narrowcast Server. A
dedicated high speed, high bandwidth network reduces performance problems. Similarly, a dedicated network
is recommended between the development/administration interfaces (MicroStrategy Architect, MicroStrategy

Desktop, and MicroStrategy Administrator) and Intelligence Server.

e Placement of Intelligence Server and Web Servers
While a high bandwidth network is desirable between Intelligence Server and the Web Servers, many
performance-enhancing strategies implemented in the MicroStrategy platform, such as multi-level caching,
incremental fetch, and client-side processing of user actions, reduce traffic between the Intelligence Server and
Web Server.

e Placement of Web Servers relative to Web users
In general, of the four tiers of an extranet Bl deployment, the network bandwidth between the Web Server
and Web browser is the most unreliable and least controllable by the organization. For this reason, when users
are highly distributed and high bandwidth networks do not exist, it is common to place \Web Servers closer to

remote users.

The MicroStrategy architecture provides numerous features that address which have been discussed in great depth

throughout this book:

e Scalability for large user deployments
e Scalability for data growth

e Superior monitoring and administration of the Bl system

17.3 ESTIMATING THE CAPACITY REQUIREMENTS OF THE BI
APPLICATION

A critical step in the planning and development of a Bl implementation is estimating the capacity requirements.
This task approximates the initial computing resources needed to meet an application’s objectives and service level
agreements. Capacity estimation is achieved through either an informal or a structured approach, which fall into the

following categories:

e Following generic guidelines

e Using rules of thumb

e Comparing information from similar systems and workloads

e Extrapolating from unit tests

e Extrapolating from capacity models based upon a series of unit and system tests

e Performing benchmarks that simulate the actual load

Although a more structured methodology produces more accurate results, it also uses more resources and time, and

therefore comes at a much higher cost.

Managing user requests, retrieving data from data sources, adding analytical richness, formatting and distributing
report results, and performing report interactions all use computing resources. Increases in the number of users,

the number of Bl applications, the volume of data, and the amount of analytical reporting handled by the Bl servers
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also increases the amount of computing resources needed to maintain similar levels of performance and report

throughput. Capacity estimation gives a reasonable idea of the amount of computing resources needed to power a

Bl implementation. The main system requirements that should be estimated are:

Processing power

Processing power is generally the most critical resource as it is the most expensive and hard to change
investment. This involves determining the number of physical computer servers, and the speed, bit size, and
number of CPUs.

System memory
The memory requirements of the Bl application can influence the choice of the operating system and, in turn,
the processing power decision. For example, any application process running on a 32-bit Windows platform can

use only 2-3 GB of system memory. In contrast, 64-bit Windows, UNIX, and Linux operating systems support a

theoretical 18 exabyte address space for application use.

e Hard disk space
In terms of computing resources, hard disk resources represent the cheapest of the three types of system

resources and are also the least critical.

Capacity estimation should be an ongoing exercise, rather than a one-time endeavor, to ensure that the system
infrastructure continues to support a successful Bl application deployment. Assumptions and factors must be
regularly refined with data from ongoing monitoring and tuning activities. While there are numerous factors that

affect the capacity requirements of a Bl application, the most important factors include:

e Number of users
e Design of reports
e Interactivity of reports

e Monitoring and administration

Capacity Estimation Factors Affect Processors? Affect Memory? Affect Disk Space?

Number of Users

Total Users v

Active Users

Concurrent Users v

Reports Design

Report Size v v

Analytical Complexity

Report Layout

Report Interactions

Interactive Web Reporting

Batch Reporting & Delivery v v v

Exporting Report Data

Implementation and Administration

Metadata

Caching

Monitoring v

Figure 17.6 Capacity estimation factors and their influence on processor, memory, and hard disk resources.



Estimating the Number of Users
The total number of users of an application is the easiest factor to estimate. Since user information is stored in the
metadata and subscription book repositories, increasing the number of users increases the hard disk requirements.

Depending on how they use the application, users have a secondary impact on the CPU and memory requirements.

At any given time, only 10-15% of all users are actively using a typical Bl application. Intelligence Server allocates
memory and address space for each active user from a shared pool of system resources. The larger the number of

active users connected to a Bl application, the more memory resources are consumed by Intelligence Server.

Typically, only 10-30% of the users logged into an application run jobs on Intelligence Server simultaneously. Thus,
Bl applications have a user concurrency ratio of 1-5% of the total named users of the application. Concurrent users

directly influence the processing and memory resources of the computer servers.

Understanding Report Design Characteristics
The number of reports in a Bl application is an important factor in determining the capacity of Bl applications.
However, the number of reports alone does not provide an accurate estimation; the size, analytical complexity, and

report layouts must also be considered.

e Report Size
Report instances are stored in a shared pool of memory called the working set. The amount of memory used

depends on the amount of data and data types used, and this can be estimated relatively accurately.

e Analytical Complexity
MicroStrategy adds analytical richness to reports by cross-tabbing data, adding calculations, and subtotals,
and managing prompts. Reports that require a large amount of analytical processing require more processing
power and memory, but the exact amount can be difficult to quantify. Existing implementations with similar

characteristics provide a better estimate.

e Report Layout
MicroStrategy formats reports in many ways, such as cross-tab grids, graphs, HTML, PDF, CSV, and Excel. Applying
formats to report results uses both processing power and memory. The more datasets, formatting properties,

controls, and report objects contained on a report, the more processing and memory resources are consumed.

Incorporating the Effects of Report Interactions
The MicroStrategy BI platform supports all 5 styles of Bl, and provides the full spectrum of user interactivity within

Bl applications. These interactions affect different parts of the Bl implementation, and can be categorized as follows:

e Interactive Web Reporting
Most MicroStrategy Bl applications are deployed on a tiered Web infrastructure. This provides a very rich
reporting, analysis, and monitoring environment that is centrally maintained. MicroStrategy contains a broad
range of functionality, from basic activities such as accessing the system, finding, running, and printing
reports, to powerful analytical features such as drilling, sorting, pivoting, adding calculations, and exporting.

Sophisticated report development capabilities are also available in the platform.

The quantity and variety of report interactions consume both processing power and memory on all tiers on the
Web infrastructure — Intelligence Server, MicroStrategy Web, the data sources, and the Web browser. Capacity

should be estimated for all of the tiers.
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e Batch Reporting and Delivery
Many organizations process commonly used reports and scheduled reports in batches. Ideally this occurs during
off-peak hours and periods of low system usage. The key constraints that govern system resources for batch
reporting are the quantity of reports executed and delivered, and the size of the batch window in which the
processing occurs. Shorter batch windows and more reports require more processing and memory resources on

Intelligence Server and Narrowcast Server to complete report creation and delivery in the allotted time.

e Exporting Report Data
Report data can be exported to many different output types, such as Microsoft Excel, HTML, PDF, and CSV. The
main items that govern resource consumption when exporting are the output type, amount of data, formatting

of the data, frequency of export, and user concurrency.

The processing power and memory consumption on MicroStrategy Web and Intelligence Server increase with an
increase in any of these items. Large data volumes also affect resource consumption on end user machines running

Web browsers.

Administering and Monitoring Bl Implementations
The MicroStrategy BI platform provides the richest application metadata, with numerous monitoring and
performance enhancing features to ensure successful implementations. Increasing functional richness and continued

performance-monitoring take up system resources that must be included during capacity estimation.

e Metadata
The central metadata repository in the MicroStrategy platform can house many Bl applications. The size of the
metadata has an influence on the memory consumption of Intelligence Server. Upon startup, Intelligence Server
loads the server and metadata configuration information, and the data abstraction objects for each application,
into memory. Intelligence Server’s memory footprint increases when loading more applications or when loading

large applications.

e Caching
The MicroStrategy Bl platform provides a comprehensive, multi-level caching architecture to improve
throughput, optimize query performance, and reduce end user response times. Intelligence Server caches are
stored both in memory and on disk. Caching affects not only the memory footprint of the Intelligence Server,
but also the allotted hard disk space required to store caches off-loaded to disk. The cache monitor in Desktop

provides accurate information about the number and size of caches in existing implementations.

In addition to shared caches, personal reports can be saved to individual users’ history lists. These reports

increase the amount of hard disk capacity and memory needed on Intelligence Server.

e Monitoring
MicroStrategy logs statistics, errors, and counters that monitor processor resources, memory usage, system
throughput, and user activities. Storing the usage and performance statistics consumes a negligible amount of
processor and memory resources, but additional hard disk space is required to store the log files. The capacity
estimation exercise must account for performance monitoring and usage statistics logging. It is important to note

that these monitoring resources should be used to improve future capacity estimation and tuning activities.



17.4 SuUMMARY

The MicroStrategy BI platform provides all the ingredients of an industrial-strength Bl technology ideally suited

for all levels of Bl deployments — from departmental, to divisional, to enterprise-wide and extranet deployments.
Irrespective of where organizations begin with their Bl implementations — whether they have departmental solutions
that expose a single style of Bl or highly functional enterprise-wide applications that enable all 5 styles of BI

— MicroStrategy deployments grow with the organization to meet the evolving requirements of:

e Increasing number of users
® Increasing amounts of data
e Addition of new data sources

e Introduction of new application requirements

With thousands of customers and tens of thousands of successful Bl applications under its belt, MicroStrategy has
designed the MicroStrategy BI platform to make implementation easier, and speed up deployment. Customers
worldwide ensure their Bl success and mitigate deployment risk by relying on a team of experienced MicroStrategy
Professional Services experts. The Services team leverages decades of cumulative industry, process, and technology-

specific knowledge, and provide best practice recommendations to ensure the success of Bl applications.
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PORTABLE ANALYTIC MODULES

Every day, companies around the world in all major industries rely on MicroStrategy to give their entire enterprises
a leading edge in corporate performance management (CPM). Executives, managers, and business analysts yield
tremendous benefits from the ability to report, analyze, and monitor business processes with Bl applications that
measure the performance of the corporation as a whole, departments within the corporation, individual business

processes deployed, and customer and supplier interactions.

With over 15 years of experience in business intelligence, MicroStrategy has developed a CPM starter kit, called
the MicroStrategy Bl Developer Kit, which bundles application modules, development tools, and a development
framework and methodology. Like packaged applications, the Bl Developer Kit enables rapid deployment of BI
applications. Like custom applications, the Bl Developer Kit allows companies to reuse their data warehouse, and
adapt easily to changing business requirements. The MicroStrategy Bl Developer Kit gives organizations the best
of both worlds: packaged applications that can be customized easily to fit precise business requirements, and the

development environment to do just that.

18.1 RAPID APPLICATION DEVELOPMENT FRAMEWORK

The MicroStrategy Bl Developer Kit is a rapid application development framework that contains the following

components:

1. Analytic Modules

i.  Prepackaged metadata — complete metadata repository of best-practices reports, dashboards, key
performance indicators, attributes, metrics, filters, and custom groups

i.  Default physical and logical data model — analytics that work off of a logical data model that can easily be
mapped to an existing data warehouse or packaged data warehouse schema

ii. Reference Guides — documentation on the data model, analysis areas, metadata object definitions, data
dictionary, and report usage scenarios

iv.  The analytic modules span the following key business areas:
- Customer Analysis
- Financial Reporting Analysis
- Human Resources Analysis
- Sales And Distribution Analysis
- Sales Force Analysis
- Web Traffic Analysis
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2. Implementation Methodology
i.  Implementation and Portability Guide — step-by-step guide for implementing analytic modules against
existing data warehouses
ii.  Best Practices for Building Analytic Modules — design rules for designing and developing analytical

applications

3. MicroStrategy Bl Developer Products
i.  MicroStrategy Desktop Designer — development tool to create, modify, extend, and deploy analytic
applications across the enterprise
i.  MicroStrategy Architect — development tool that allows mapping of analytic modules to existing

data warehouses

Each analytic module contains a set of reports, key performance indicators (KPIs) and business metrics, and sample
scorecards. Developers and users use these reports and key performance indicators as building blocks to create and

deploy additional reports and performance measurements that are specific to their organizational needs.

MicroStrategy provides report-building wizards to design and build reports. Developers also have at their disposal
over 270 functions and operators (arithmetic, aggregate, statistical, financial, mathematical, OLAP, and data mining)

with which to build any new KPIs and business metrics.

For example, a developer can use the revenue metric included in the customer analytics module to build additional
metrics such as the maximum, minimum, running sum, moving average, standard deviation, future value, and
seasonal forecasts of the revenue. Other areas of analysis and navigation paths can be customized, and new
workflow wizards let end users build their own reports to analyze information. Customization that traditionally took

months can now be achieved in days.

18.2 PORTABLE ANALYTIC APPLICATIONS

Packaged analytic applications have had limited success in the marketplace because they are difficult to implement
and customize, and they require large investments of time and resources. A better approach, known as portability,
is to build packaged reporting modules that are independent of the physical data warehouse schema using an

abstraction layer that maps the logical business structures to the physical database.

MicroStrategy portable analytic applications offer the benefits of packaged applications without the constricting
requirement of conforming to a vendor-provided data-model and schema, or the need to modify existing
warehouse structures to work with vendor-provided reports and analyses. Businesses can now leverage their existing

data warehouses without the need for additional data extraction, transformation, and loading processes.

Developing a portable analytic application is different from developing a typical business intelligence application.
The portability paradigm is governed by a set of rules and premises that should be adhered to when designing and

building these applications. These rules span the three main development phases:

1. Analytic Domain Definition
Adherence to standard analytic domains ensures the application applies to a wide number of warehouse
schemas, and that it leverages standard processes and best practices for the analytic domain. Portable

applications for analytic domains should represent one of the following:



- Standard business process — e.g. sales force automation, human resource management
- Business problem area — e.g. customer retention, product affinity
- Functional area — e.g. marketing, finance

- Standard data source — e.g. Web logs, sales and distribution data

2. Multi-dimensional Model Design
The multi-dimensional model is a key component of the portable applications architecture. MicroStrategy
portable analytic modules use an abstraction layer between packaged reports and the underlying data

warehouse. It is imperative that the multi-dimensional data model complies with the following rules:

- Modular Architecture — minimizes the impact of missing data attributes from the data warehouse, and
makes implementation methodical

- Standard Analytic Modules — focuses on horizontal functional areas, and makes the applications applicable
in many vertical industries

- Simple Hierarchical Structures — reduces the dependence on the underlying physical schema and complex
parent-child relationships

- Physical Schema Independence — ensures applications are not restricted by underlying physical structures,

and works with all data warehouse schemas

3. Report organization and development
This important step involves creating the final package, including the documentation of the reporting
components. Report design and development in portable analytic applications should be conducted according

to the following rules:

- Organized Report Library — reports grouped by distinct analysis areas, dictated by key reports and metrics

- Non-Database Specific Analysis — defines the business logic in the abstraction layer, and allows portability
across database platforms

- Schema-Independent Abstraction — uses underlying definitions to build key performance indicators and
reports that ensure changes to definitions permeate seamlessly throughout the application

- Package Standard Reports — focuses on standard best practices reports to provide a starter kit for analytic

applications that can easily be implemented and extended

The portable analytic applications in the MicroStrategy Bl Developer Kit are built on a complete platform

architecture that makes customizations, extensions, and deployment an easy and manageable task.

18.3 MICROSTRATEGY Bl DEVELOPER KIT ANALYTIC MODULES

The Analytic Modules in the Bl Developer Kit are a set of packaged analytic components, including reports,
scorecards, KPIs, and business metrics, which are intended as starter kits to begin developing custom analytic
applications specific to each organization. The modules are designed on top of a pre-defined data warehouse
schema but can be mapped directly to existing data warehouses. The packaged best practices in terms of reports

and metrics reduce application development time significantly, making this a low-risk, high return investment.

Customer Analysis

The Customer Analysis Module includes over 40 reports and 65 key performance indicators and business metrics
for marketing and customer relationship management. The components help segment customers, monitor lifetime
customer value, improve customer satisfaction, and drive profitability. The Customer Analysis Module’s best practice

analytics are fully documented in a 160-plus page reference guide.
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1. Key Areas of Analysis
- Acquisition, Retention and Attrition
- Customer Segmentation

- Profitability and Cross-Sell Analysis

2. Key Questions Answered
- Has the rate of attrition, retention, and acquisition changed over time?
- What is the impact of tenure on customer retention and attrition?
- Are valuable customers more likely to leave?
- What is the revenue loss attributable to customer attrition?
- What is the distribution of customers by demographic and psychographic characteristics, and by lifetime
value and revenue contribution?
- How have demographic and psychographic characteristics changed over time?
- What percent of revenues are being contributed by a given segment of customers?
- What are the revenue, profit and margin contributions of customers by customer profile?
- What are the characteristics of the most profitable customers, and what products do they buy?
- Which products have increasing sales momentum?
- Which products sell well together?

3. Key Attributes
- Customer Geography, Customer Demographics, Lifetime Value Score, Customer Psychographics, Time,

Revenue Deciles, Profit Deciles, Product, Customer, Affinity Product, Customer Status

4. Key Performance Indicators and Business Metrics
- Active Customers, Lost Customers, New Customers, Retained Customers, Attrition Rate, Retention Rate,

Attachment Rate, Revenue, Revenue Per Customer, Profit, Margin, Profit Variance, Revenue Variance
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Figure 18.1 Customer-centric organizations benefit from reporting, analysis, and monitoring with MicroStrategy, yielding higher
customer loyalty and satisfaction. As shown above, business users may opt to run MicroStrategy reports from Microsoft Office Excel,
PowerPoint, Word, or Outlook.
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Figure 18.2 An example of a Customer Analysis Scorecard.

Financial Analysis
The Financial Analysis Module includes over 40 reports and 50 key performance indicators and business metrics
used to obtain in-depth knowledge of financial information to increase corporate transparency and ensure

Sarbanes-Oxley compliance. Its best practice analytics are fully documented in a 200-plus page reference guide.

1. Key Areas of Analysis
- Accounts Payable
- Accounts Receivable
- Balance Sheet
- Cash Flow
- Costs and Expenses
- Revenue and Forecasts
- Profit and Loss Statements

- Planning and Forecasting

2. Key Questions Answered
- What is the breakdown of costs by vendors, and what are the associated trends?
- Which bills are due this week, and for what amounts?
- What is the aging distribution of Accounts Payable and Accounts Receivable?
- Are there any customers with payment problems? If so, who needs to be notified?
- What is the value of assets, liabilities and owners’ equity on a given date?
- What is the change in cash position period over period?
- What are the revenue trends for the business units?
- What are the trends in revenue-by-revenue types, if applicable?
- What is the breakdown of expenses by business unit?
- What is the forecasted revenue? Has this forecast changed, and what caused the change?
- What is the Actual Amount profit margin by business unit or region? What are the associated trends?

- Which business units are hitting their targets?
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3

Key Attributes

- Account Type, Account Class, Vendor, Customer, Invoice, Time, Employee, Business Unit, Corporation

4. Key Performance Indicators and Business Metrics

- Accounts Receivable Aging, Accounts Payable Aging, Actual Amount, Forecast Amount, Planned Amount,

Variance, Open Amount, Operating Income, Write-off Amount, Net Income

Compare Actual vs. Budget, Actual
vs. plan, and Actual vs. Forecast
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Figure 18.3 Financial reports in MicroStrategy meet exact printing and executive specifications, and allow for full investigative analysis.
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Figure 18.4 Sample Financial Analytics Report.




Human Resource Analysis

The Human Resources Analysis Module includes over 45 reports and 80 key performance indicators and business
metrics designed to help your HR professionals monitor employment and labor law compliance, optimize the
tremendous fixed costs associated with human resources, and improve employee recruitment, retention, and

performance. Its best practice analytics are fully documented in a 250-plus page reference guide.

1. Key Areas of Analysis
- Workforce Analysis
- Compensation Analysis
- Benefit Analysis
- Attrition Analysis
- Recruitment Analysis

- Workforce Development and Productivity

2. Key Questions Answered
- How effective is the recruitment process?
- Are human resources utilized productively?
- What are the current and future staffing needs?
- How can the best people be attracted, retained and motivated?
- How can individual goals be aligned with corporate strategy?
- Are the compensation and benefits correctly related to the title and job description?
- How does compensation relate to market standards?
- How is attrition managed?
- What sources do employees have to plan their retirements?

- Are performance appraisals used efficiently?

3. Key Attributes
- Employee, Clearance Status, Work Experience, Demographics, Organization, Salary Level, Position Status,

Benefit Type, Satisfaction Code, Recruiting Source, Job Start, End Date, Performance Score

4. Key Performance Indicators and Business Metrics
- Headcount, Salary, Benefit, Attrition, Acquisition, Recruiting, Qualifications, Performance, Average Salary,

Vacation Days, Sick Days, Bonus Potential, Bonus Received
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Figure 18.5 MicroStrategy's powerful graphing and visualization capabilities provide HR specialists with the analysis they desire in
an intuitive and easy-to-understand format.
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Figure 18.6 Human Resources Analytics Chart.

Sales and Distribution Analysis

The Sales and Distribution Analysis Module includes over 130 reports and 190 key performance indicators and
business metrics to help organizations achieve operational efficiencies across the sales-through-distribution value
chain. The Sales & Distribution Analysis Module’s best practice analytics are fully documented in a 290-plus page

reference guide. The analytics and key performance indicators are grouped along five areas of analysis:

1. Key Areas of Analysis
- Inquiry Analysis

- Quotation Analysis



Sales Order Analysis
Delivery Analysis

Post-Sales and Returns Analysis

2. Key Questions Answered

How are inquires allocated across distribution channels and the sales organization?

Which products contribute most to lead generation and inquiry?

What is the best strategy to increase the number of inquiries for certain products?

Which regions contribute the highest number of quotations, and what is the trend over time?
What is the lost opportunity measured as rejected quotations?

Which region and product have the highest inquiry-to-quotation conversion?

For each quarter, which are my top 5 sales orders by net sales amount?

Identify the best and worst performing sales regions and products in terms of profitability, number of sales
orders and net margin.

Which region and products have the highest quotation-to-sales-order conversion?

What is the average delivery time for various products by geography?

What percent of deliveries were late? How did they compare with average delays?

Which distribution centers process the most orders? Are they more efficient than others?

Identify the regions with the best and worst processing times.

3. Key Attributes

Distribution Channel, Sales Group, Product, Customer, Customer Geography, Customer Industry, Sales
Document, Reference Document, Delivery Document, Shipping Point, Time, Delivery Date, Planned Date,

Requested Date

4. Key Performance Indicators and Business Metrics

Inquiries, Inquiry Variance, Inquiry Distribution, Average Quantity, Quotations, Quotation Variance,
Quotation Distribution, Net Amount, Sales Order, Sales Order Conversion Rate, Sales Order Distribution,

Average, Net Price, Discount Price, Cost, Average Delivery Delay
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Figure 18.7 Process flow dashboards with MicroStrategy give at-a-glance convenience to reviewing mission critical information.
Business users can receive this information directly in their email inbox.
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Figure 18.8 Sample Sales and Distribution Analytics Chart.

Sales Force Analysis
The Sales Force Analysis Module includes over 40 reports and 85 key performance indicators and business metrics
to help organizations convert leads into sales, monitor sales pipelines, and rank sales executives. The Sales Force

Analysis Module’s best practice analytics are fully documented in a 200-plus page reference guide.

1. Key Areas of Analysis
- Lead Type and Quality Analysis
- Sales Pipeline Analysis
- Product Sales Analysis

- Sales Performance Analysis

2. Key Questions Answered
- What are the sources of my leads and what are the conversion rates for these leads?
- Are there any trends in leads and lead size?
- How long does it take to qualify a lead?
- What is the profile of prospects and customers?
- What are my expected revenues at any point in time and how does it compare to forecasts?
- What is the competitor activity in the various accounts and is there a trend?
- What is the most important reason for lost deals?
- What are my top selling products and who is buying them?
- What is the contribution to sales of my top products?
- Which products have increasing and declining sales momentum?
- Which products are sold together most often?
- How are sales representatives performing? Are they on track to meet their sales targets?
- Which sales regions performed the best and worst? Are there clear trends?

- Who are the best performers in terms of percentage of opportunities closed and overall revenue?

3. Key Attributes
- Prospect, Company, Lead Source, Lead, Lead Type, Sales Organization, Opportunity, Order, Time,

Competitor, Product, Order, Account or Customer



Lead Conversion Rate, Wins, Lost Deals, Win Percentage, Quota, % Quota Achieved, Opportunities,

4. Key Performance Indicators and Business Metrics

Pipeline Revenue, Orders, Opportunities, Pipeline Revenue, Target, % of Target.

Add comments, re-format, print,
save, ... in just one-click
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Figure 18.9 Sales performance reports and scorecards in MicroStrategy enable executives to identify top performers as well as areas
of concern.
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Figure 18.10 Sample Sales Force Analytics Scorecard.

Web Traffic Analysis

The Web Traffic Analysis Module includes over 60 reports and 80 key performance indicators and business metrics
that provide deep insight into the branding, ad campaigns, and target markets based on detailed data captured by

the corporate website. The Web Traffic Analysis Module’s best practice analytics are fully documented in a 190-plus

page reference guide.
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1. Key Areas of Analysis
- Web Traffic Highlights
- Web Content Analysis
- Web Visitor Analysis

2. Key Questions Answered
- What is the trend across Web sites for different time periods?
- Are there any unusual, non-seasonal changes in trends that need further investigation?
- Which business scenarios are providing me with positive outcomes?
- Which banner ads and referrals are attracting qualified visitors?
- What is the success rate in converting visitors to loyal customers?
- How loyal are my customers? Which customers are defecting?
- How are first-time visitors using the site vs. repeat visitors?
- How can you optimize your page sequences for best conversion rates?

- What pages cause visitors to drop out?

3. Key Attributes
- Web Sites, Visitors, Visit Types, Events, Referrers, Banner Ads, Internet Search Keywords, Page URL, Page
Title, Content, Paths, Local Search Keywords

4. Key Performance Indicators and Business Metrics
- Page Views, Visits, Traffic Counts, Stickiness, Click-Through Counts, Conversions, Advanced Statistics,

Traffic Counts

Monitor your web site usage and IELERTEFL:
track the number of first time vs. o .
registered users ]

Analyze effectiveness of
advertising banners based on
click-through and conversion rates

Report the entry paths of website
navigation and page “stickiness”

Analyze events that occur during
visits, including searches,
downloads, and purchases

Figure 18.11 No other interaction can yield as much detailed information about your audience as Web visitor behavior. With
MicroStrategy, each piece of knowledge is easily understood, analyzed, and monitored.



18.4 SuUMMARY

The MicroStrategy Bl Developer Kit assists in rapid development of corporate performance management

applications, delivering analytic starter modules and a complete MicroStrategy development environment.

Each application module is designed as a starter kit complete with scorecards, dashboards, reports, metrics,
and KPIs. Business users access these analytics easily from: any Web browser, email program, or Microsoft Excel,

PowerPoint, Word, and Outlook.

Each module includes an application model (logical schema), a data warehouse model (physical schema), and
extensive documentation. MicroStrategy Desktop Designer enables full extensibility and customizability. MicroStrategy
Architect maps the logical schema to any physical schema. MicroStrategy Bl Developer Kit customers take full

advantage of their existing data warehouse and ERP investments, and are able to develop applications rapidly.

MicroStrategy’s application modules are built on the MicroStrategy platform, taking full advantage of all 5 styles
of business intelligence, data scalability, user scalability, and centralized IT infrastructure. The MicroStrategy B
Developer Kit is unique because it combines the flexibility of building custom applications with the speed of
deploying packaged applications, at a price well below the six-figure Bl applications available in the market from

other software companies.
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A key component of an enterprise-class software platform is the ability to modify and extend existing functionality
to meet the unique needs of an organization. A robust Bl platform must provide the tools necessary to leverage
built-in functionality, and must allow access to all functionality through application programming interfaces (APIs)
and a variety of programming languages. A thoroughly documented API should enable easy customization and
extension of application functionality. Finally, a platform that serves as the basis for application development should

include sample code and utilities that give guidance for modifying and extending the platform.

Three components in the MicroStrategy Bl platform make customizations and extensions to any Bl application

possible and easy to maintain:

e A Service-Oriented Architecture and open API
e Documentation enabling access to the APl and platform functionality

e Development kits, utilities and sample code

19.1 ACCESS ALL Bl FUNCTIONALITY IN A SERVICE-ORIENTED
ARCHITECTURE WITH OPEN APIS

The MicroStrategy Bl platform is a modern, sophisticated service-oriented architecture designed for flexibility and
extensibility so that it can grow with the varied demands of enterprise applications. Due to the openness of the
MicroStrategy Bl platform, external applications can instantly take advantage of Bl functionality, performance,
failover, load balancing, and end-user interfaces by integrating or plugging directly into the platform. The ability to
plug into the MicroStrategy BI platform enables extensive user experience customizations and product innovations

that help organizations make the most effective use of information to drive business performance.

MicroStrategy’s organic service-oriented architecture guarantees efficiency at each service or component with no
code redundancy. This organic architecture is in stark contrast to the service-oriented architectures claimed by other
Bl vendors that were necessitated when mergers led to disparate, separately developed architectures being pieced
together. Unlike SOA's of other Bl vendors that wrap code to hide redundant functionality and inconsistency across
components from acquired technologies, the organic MicroStrategy architecture exposes consistent, encapsulated Bl

functionality using thousands of documented interfaces and methods.

An APl forms the mechanism to access data and functionality from outside the MicroStrategy platform. The

platform includes the following groups of API’s:

e MicroStrategy Web API

e Intelligence Server API
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e Narrowcast Server API
e MicroStrategy Office API

e Transactor API

These API's are used to customize and extend the functionality of the MicroStrategy platform, build new
applications, or embed MicroStrategy functionality into other applications.

19.2 MICROSTRATEGY WEB API

Most organizations that customize the MicroStrategy BI platform use the Web API. The Web API allows
customization of the MicroStrategy Web interface and development of custom Web applications that provide

interactive reporting functionality to any browser, portal or third-party Web application.

Display Report Results
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Figure 19.1 \Web API enables extensive customization of every stage of the page execution workflow.

The Web application workflow involves four distinct stages:

Define the page structure, and instantiate Bl contents displayed on the page
Execute user actions requested

Collect Bl data from Intelligence Server

MW=

Render Bl content, and arrange content on the page



The first and last steps of the Web application workflow define layout of the Web interface, and present visually
appealing rendering of Bl content such as folder contents, report data, prompts, schedules, and subscriptions.
Easy to edit and maintain XML configuration files, Cascading Style Sheets (CSS), and xHTML Layout Definition files
specify the page definition, and rendering of reports and other Bl content on any page. No ASP.NET, JSP, or Java

coding is required for most presentation-related customizations.

The second and third steps of the page execution workflow define the application functionality. An example of
functionality customization is the integration of a mapping tool to display geospatial visualization of business data.

Such advanced functionality customizations require Java programming skills.

Modify Page Layout and Formatting Using Parameter Files

The layered Web architecture and comprehensive Web API allow developers to customize the structure, contents,
layout, and formatting of every Web page through externalized parameter files. The benefits of externalization
of common customization settings into configurable Parameter (XML), Style (Cascading Style Sheets), and Layout
Definition (xHTML) files include:

e Easy customization of the application through textual changes to the parameters in configuration files

e Reduced programming skill requirement for the most common customizations. Modifying configuration files,
CSS, and Layout files does not require Java or .NET programming

e Seamless upgrades to future versions of MicroStrategy Web. The configuration files provide a ready catalog of
all changes made to the default configuration of MicroStrategy Web, resulting in customizations that are easy

to maintain, extend, or roll back.

MicroStrategy Web provides numerous preconfigured pages specifically tailored to the activity performed on each
page. The default pages in MicroStrategy Web include a Login/Logout page, a Shared reports a page, a My Reports
page, a Report Execution page, a Create Report page, a Create Document page, and a My Subscriptions page,

among others.
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Figure 19.2 A schematic representation of the Report Execution page displays the various page sections that comprise the page.
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Every page of MicroStrategy Web has a well-defined structure containing numerous page sections. These page
sections and the content displayed within them are defined independent of each other, giving developers the
utmost design flexibility and application functionality. Additionally, each page can have multiple states, including an

initial state, a final state, and any intermediate states that show the progress of the requested actions.
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Catalogues All Pages that Comprise the Web Application

Figure 19.3 A Page configuration XML file defines the framework of the MicroStrategy Web application. It lists all the pages, the
associated page settings, and common application settings such as mapping of system folders to pages, menus, and toolbars.

The Page Configuration file catalogs all pages available to the Web application in an easy to understand and
manageable format. In addition to customizing the page structure and Bl content of default Web pages,
organizations can add custom Web pages very easily into the application by referencing the new pages in the Page

Configuration file.

MicroStrategy Web provides an extensive set of Transforms that render Bl information retrieved from Intelligence
Server into viewable formats (HTML) for display in the Web interface. The Transforms use Styles and Layout
Definition files to specify the presentation of Bl content and its arrangement on a Web page. A Layout Definition
file embeds MicroStrategy-specific tags into a familiar HTML structure. Externalization of presentation-related
customizations into layout definition files and cascading style sheets (CSS) enables easy maintenance and

upgradeability of customizations.

A centralized XML configuration file called Style Catalog (styleCatalog.xml) references all transforms, styles, and

layout definitions available to an application.



Catalogue of Bl information (Web beans)

that can be displayed in the application

For example the FolderBean contains data

<StyleCatalog description="MSTR System Style Catalog" name="MSTRStyleCatalog" version="1.0"> / about folders — name, description, owner, etc.
<BeansDefns> ‘

<BeanDefn class="com.microstrategy.web.beans.FolderBean" description="Folder bean" name="Folder"/>

</BeanDefns>

<TransformDefns> List of all Transforms available to
<TransformDefn class="com.microstrategy.web.app.transforms.FolderViewTransform" name="FolderViewTransform"/> the application. For example the
1 FolderViewTransform renders the

<[TransformDefns> folder information based upon the

<LayoutSourceDefns> styles and Layouts applied to it
<LayoutSourceDefn name="AppLayoutSourceFile" class="com.microstrategy.web.app.transforms.AppLayoutSourceFile"/>

</LayoutSourceDefns>
<Styles>
<Style description="Style: Display Folder in icon view" name="FolderStylelcon" transform="FolderViewTransform"> Catalogue of all Styles that can
<ActualParameters> be referenced by Transforms. For

<ActualParameter name="cssPrefix" type="1" value=""/> example the Style FolderStylelcon
<ActualParameter name="levelFlag" type="2" value="189311"/> — s used in conjunction with the
<ActualParameter name="tableld" type="1" value="Folderlcons"/> FolderViewTransform to render

the folder information

</ActualParameters>
<Layouts>
<Layout layout_source="AppLayoutSourceFile" order="1">
<![CDATA[/WEB-INF/xml/layouts/FolderlconLayout.xml]]></Layout>

</Layout>
</Layouts>
</Style>
</StyTes> The FolderlconLayout.xml file specifies the Layout Definition used to render
</StyleCatalog> the contents of the FolderBean.

J

Figure 19.4 All the Transforms, Styles, and Layout files are cataloged in an easy to change XML configuration file called the
Style Catalog.

Extend Application Functionality through Java Programming
Three categories of customizations using the Web API enable highly customized application logic and

presentation formats:

e Functionality customizations that affect requests only on a specific page
e Functionality customizations that affect requests on all pages of the application

e Advanced transformation of Bl content to alternate presentation formats

Each of these three categories of customization requires Java programming.

User actions that request specific application functionality, such as clicking on a report to execute a report, or
clicking on a change-to-graph view icon represent “events” to the Web API. Events trigger the set of application
tasks that modify the state of individual BI components or Web beans (Java beans) on a page. They occur before
information requests to the Intelligence Server. An event handler manages the execution of the event. For example,
event handlers specify how to process user actions such as execute reports, change report formatting, sort report
results, and pivot rows and columns of a grid. Custom application functionality that is specific to particular pages

can be implemented through existing MicroStrategy Web event handlers or through new ones.

Unlike events, “add-ons” deliver application functionality that requires specific behavior every time any
MicroStrategy Web page is loaded. Examples of common tasks performed by add-ons in MicroStrategy Web include
setting execution and result flags, and specifying rules for incremental fetch on grids and graphs. Add-ons execute

custom code before or after data are retrieved from Intelligence Server.

The third category of Web customizations that require Java coding involve extending existing transforms or creating
new transforms. Custom transforms display Bl information retrieved from Intelligence Server in custom presentation
formats required for the Bl application. For example, custom transforms can render report results in Wireless

Markup Language (WML), plain text, or binary data instead of HTML.
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19.3 MICROSTRATEGY INTELLIGENCE SERVER API

MicroStrategy Intelligence Server contains an API that can access many aspects of application modeling and
development, report execution and data manipulation, and platform administration and monitoring. The

Intelligence Server API has the following features:

e Fully thread-safe
e Object-oriented, with more than 3,000 documented methods and properties
e Any third-party Windows application can access Intelligence Server running on the Windows, Linux, or UNIX

platforms.

The main customizations performed using the Intelligence Server APl involve integration with system management

software.

19.4 MICROSTRATEGY NARROWCAST SERVER API

The Narrowcast Server APl exposes the information delivery and subscription functionality of MicroStrategy

Narrowcast Server.

It consists of three groups of API's:

e Subscription API
e Delivery Engine API

e Narrowcast Server

The Subscription API facilitates the development of custom Web applications that enable subscription to report
delivery services from a corporate Web page, rather than through Narrowcast Server’s out-of-the-box Subscription
Portal. It encapsulates various operations involved with creating, editing, or deleting subscriptions or their

associated components.

The Delivery Engine APl handles all tasks related to the Delivery Engine component of Narrowcast Server. These include:

e Start and stop the Narrowcast Server Delivery Engine

e Connect/disconnect from the object repositories and the primary distribution manager to obtain system
information

e Query the status of the various components of Narrowcast Server

e Authorize user actions

e Execute report delivery services on demand

e Pause or resume service execution

The Narrowcast Server APl extends the capability of the Narrowcast Server to suit custom application requirements.

The typical extensions include creating new:

e Information Source Modules that retrieve data from sources other than Intelligence Server, such as unstructured
data and ERP data
e Document Formatting Modules to format content included in the delivery services

e Information Transmission Module that transmit content to new output devices, such as PDA's or wireless devices



19.5 MICROSTRATEGY OFFICE API

The MicroStrategy Office API allows developers to build custom applications that use Microsoft Office products as a
user interface to the MicroStrategy BI platform. The MicroStrategy Office APl is used to create powerful Word, Excel,
and PowerPoint applications that incorporate insight gleaned by the MicroStrategy Bl platform. The API facilitates
access to multiple MicroStrategy projects, selection of one or more reports, automatic prompts answering, and

embedding of report results into Microsoft Office applications.

19.6 MICROSTRATEGY TRANSACTOR API

MicroStrategy Transactor provides fully documented Java APIs to allow developers to embed Transactor’s write-back
and closed-loop transaction functionality into applications such as a Web-based reporting and analysis applications.
For example, developers can use Transactor API to build custom drivers that update information in ERP and legacy

systems directly from business intelligence Web reports or emails.

19.7 COMPREHENSIVE DOCUMENTATION THAT DESCRIBES

THE API IN DETAIL

A key component of an open platform is comprehensive documentation that describes the methods and properties

used to access the objects and functionality of the platform. The MicroStrategy Developer Library provides:

e A comprehensive documentation of the various aspects of the MicroStrategy Bl platform
e APl references for the various categories of API discussed in the previous section

e Qver 80 task-oriented customization and integration examples with sample code

All of these are available in a searchable and indexed HTML format that is easy to navigate.

Figure 19.5 The MicroStrategy Developer Library describes customization and integration techniques.
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Topics covered in the MicroStrategy Developer Library include:

e Connecting to a Bl application and browsing for reports, filters, and metrics

e Modifying the navigation and workflow of the Web interface

e Modifying the page layouts and content displayed

e Running reports and documents, and retrieving report results

e Retrieving prompt parameters, and automatically answering prompts to specify report parameters

e Manipulating report results (drilling, sorting, pivoting, etc.)

e Implementing single sign-on (SSO)

e Setting up customized authentication and validation security paradigms

e Performing user management tasks such as creating users, organizing them in user groups, creating security
filters, and assigning them to users

e Integrating with Portal products such as SAP Netweaver Portal®, IBM® Websphere®, Microsoft Sharepoint®,
and other JSR-168 compliant portals

e Integration with other external applications

The API Reference provides detailed information of all packages along with a summary of classes and interfaces.

The reference also lists the class hierarchies for the packages that comprise the API.
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Figure 19.6 The MSDL provides a comprehensive reference of all categories of APl using interactive HTML-based Java Docs.

19.8 SIMPLIFY DEVELOPMENT THROUGH UTILITIES AND
SAMPLE CoODE

Any open and extensible platform should include development utilities that aid developers in creating and deploying

applications quickly and efficiently. The MicroStrategy SDK contains several such applications and tools. These include:

CHAPTER 19: EXTENSIBILITY AND THE SDK

e Web Customization Upgrade Utility
e (CSS Analyzer

e Portal Integration Kit



e Web Services Development Kit
e Sample applications

e Sample code

Web Customization Upgrade Utility
The Web Customization Upgrade Utility compares the customizations made to the Page Configuration and Style

Catalog files of an older MicroStrategy platform version to those available with new versions.

The original version’s configuration file serves as the baseline for identifying changes made in the customized
configuration file. A similar comparison highlights changes between the baseline and the configuration file of the

new release. A result pane lists all changes in a color-coded format for easy identification.

Displays configuration settings of the
original configuration file from the
previous version of MicroStrategy Web
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Figure 19.7 The Web Customization Upgrade Utility upgrades customizations of the page configuration to new releases of the
Web interface.

Selecting items in the comparison results screen opens up the respective configuration files to the exact location where
the upgrade utility encountered differences. The easy identification of customized parameters and automatic cursor

placement in the appropriate configuration files makes upgrading Web customizations very easy and manageable.

CSS Analyzer
Cascading Style Sheet (CSS) files define many of the look and feel elements of MicroStrategy Web, such as fonts,

font sizes, colors, images, and layout styles for prompts. MicroStrategy Web uses CSS files in three categories:

e Application-wide formatting
e Page-specific formatting

e Browser specific formatting

While using CSS to define formatting rules reduces the size of HTML downloaded to a browser client, the cost is in
keeping track of the CSS file that introduced the formatting. The SDK includes a CSS Analyzer utility that identifies
the specific CSS definition used by a given HTML element on any MicroStrategy Web page through point and click
actions on the Web interface. Making changes to CSS files is very straightforward once the specific CSS file and

selector are identified.
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Figure 19.8 The CSS Analyzer identifies cascading style sheet (CSS) definitions used by a given element on any MicroStrategy Web
page through point and click actions.

19.9 PORTAL INTEGRATION

The MicroStrategy SDK provides detailed instructions necessary to incorporate the full range of Bl functionality,
formatting, and user interactivity available to the MicroStrategy Web interface in any commercial or homegrown
portal. The integration with portal technologies stems from MicroStrategy conformance to industry standards, such
as J2EE, .NET, XML, JSR 168, WSRP, and SOAP. The SDK includes the following portal integration capabilities.

Deployment-ready MicroStrategy Portlets
Deployment-ready portlets require no additional programming when delivering MicroStrategy Web reports and

functionality in the following third-party portal products

e |IBM WebSphere Portal
e SAP Netweaver Portal

e Microsoft SharePoint Portal

The MicroStrategy portlets embed folders, reports, documents, user history lists, and a search page into the portals
through easy-to-configure screens. The portlets provide the full range of OLAP manipulations such as sort, pivot,
add subtotals, export, and add new calculations, as well as design functionalities such as changing the report

display between grids and graphs, and toggling thresholds.

The SDK contains detailed instructions for the installation, configuration, and deployment of the portlets. The
portlets leverage the portal’s credential storage mechanism to perform single sign-on. In addition, they also provide
personalization by saving and retrieving user-specific information from the portal repository, and making it available

to MicroStrategy at runtime.

Sample Code for Integration with Other Portals

A Portal Integration Kit includes sample code and documentation for integrating MicroStrategy Web with other
enterprise portals. It illustrates the integration architecture, workflow, and usage of the APl in the context of
deploying Web functionality to portals. In addition, the SDK includes sample code to embed MicroStrategy Web

functionality into any portlet that conforms to the Java Specification Request (JSR) 168 Portlet Specification.

Sample code for deploying MicroStrategy within the Apache Struts framework Struts (http://struts.apache.org/)

provide an open source framework for building Java Web applications. The core of the Struts framework is a flexible



control layer based on standard technologies such as Java Servlets, JavaBeans, ResourceBundles, and XML. The SDK

provides sample code to incorporate MicroStrategy functionality within a struts framework.

19.10 WEB SERVICES DEVELOPMENT

Web Services allow loosely coupled integration with other applications. External applications can use Simple Object
Access Protocol (SOAP) to access any MicroStrategy functionality. A Web Services Development Kit composed of
sample code and documentation describes MicroStrategy’s Web services API. It provides a starting point for the

integration of MicroStrategy reports with other Web applications using Web Services.

External Application
(Web Services Client)

Presentation Layer

Function Layer

Transform Layer ,"2’
=
S Web
=) Services
o q
S Kit
m
@
>
o

methods and properties

Communication Layer

[ )
[ )
[ )
[ )

—

Figure 19.9 The Web Services Development Kit can be used to integrate Bl applications with external applications using Web Services.

Some common functionality available through Web Services includes:

e Connect to and disconnect from the MicroStrategy-based application
e Browse for objects

e Answer prompts

e Retrieve attribute element lists

e Run reports and documents

e Incrementally fetch more results

e Drill for more data

e Retrieve the history list for a user

19.11 SAMPLE APPLICATIONS

The MicroStrategy SDK includes several sample applications that assist in the development process or administration

of the Bl infrastructure. These include:

e User Manager

An application that manages user accounts through the Web. Using this application, the administrator can
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create new users or groups, or modify privileges, assign security filters, and manage other authentication

information for existing users and groups.

e  External Security Module

An application that demonstrates integration with external security sources for customized authentication purposes.

e Session Helper Bridge
The Session Helper Bridge sample application illustrates how to create a session that connects to MicroStrategy
Intelligence Server in a .NET environment. Such customizations may be required to embed MicroStrategy

functionality within a .NET-based portal Server.

e  Extended Property Editor
Any object in the MicroStrategy metadata can store additional information in Extended Properties. For example,
a developer can create an extended property on all reports that enables end users to write report data back
to the data warehouse. The Extended Property Editor allows any developer to associate a series of extended

properties with any metadata object.

Sample Code
MicroStrategy SDK includes the source code for the sample applications and utilities. This sample code is available in

the following languages:

e Java
e NET
e Visual Basic®

o Visual C++®

The SDK includes additional code samples in the MicroStrategy Developer Library.
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Figure 19.10 The MicroStrategy Developer Library contains over 80 task-oriented examples with sample code.
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Categories of sample code in the MicroStrategy Developer Library include:

e Add-ons: Sample programs that illustrate the use of add-ons to answer prompts based upon URL query string

contents, and redirects to remote URL's

e Events: Sample code that illustrates how to add custom logic upon modification of a user’s password, event

handlers for reports, prompts, and Web bean-specific events

e Transforms: Sample code to edit, modify, and display contents in context-sensitive menus

e Security: Sample code to implement single sign-on solutions with Identity Management applications and

user validation

19.12 CUsSTOMIZATION AND EXTENSION EXAMPLES

Over half of all MicroStrategy customers, customize or integrate their MicroStrategy platform to some extent. The

range of customization varies widely. Some customizations entail altering the MicroStrategy Web user interface

to adhere to corporate look-and-feel guidelines. Other customizations add new user functionality directly to

the MicroStrategy code set. Under a third type, customers embed MicroStrategy functionality deep within other

applications that they have written or purchased.

As a result, customizability, and functional and system extensibility have been a major thrust of MicroStrategy

engineering for the past several years. Specifically, MicroStrategy is adding more and more features to make

MicroStrategy customizations easy to implement and maintain.

Customization Ease

Common Customization Goals

Enabling MicroStrategy Feature

Out-of-the-box

Embed MicroStrategy Web in a Portal

Portal Integration Kit

Embed MicroStrategy Web in other Web Applications

Zero footprint Frame Integration

Parameter-driven

Modify the look and feel of the Web Interface. Define
custom layouts and formats for Bl data such as prompts
and reports.

Configuration files, CSS, and Layout
Definition files

Provide advanced rendering of Bl content and new
application functionality

J2EE™ compliant architecture with
specialized Java constructs — Transforms,
Events & Add-ons

Basic Programming

Implement Single Sign-On (SSO) solutions

External Security Module

Create integrated Microsoft Office applications

Web Services & MicroStrategy Office API

Sample Code & Tools

Access all MicroStrategy functionality from other
applications

Service-Oriented Architecture with
3000+ methods and properties

Full Programmatic Control

Integrate with system control and administration tools

Functionally rich Intelligence Server API

Figure 19.11 Common customizations and extensions performed on the MicroStrategy Bl platform.

Embed MicroStrategy Web in Enterprise Portals
Organizations can extend the reach of Bl reporting and analysis by deploying the full range of Bl functionality,

formatting, and user interactivity available to the MicroStrategy Web interface in any commercial or homegrown portal.

Embedding multiple MicroStrategy portlets on a single portal page offers organizations the ability to create
dashboard-style applications. Each MicroStrategy portlet optionally calls a customized report execution page with
just the interactive reporting capabilities required. MicroStrategy portlets provide the full range of functionality of

MicroStrategy Web. These include:

w
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Drilling for more details within the portlet or to a new window;

Enabling context-sensitive right-click menus;

Displaying toolbars to change views of reports, format, and export data;

Performing OLAP manipulations such sort, pivot, page by slices of the report, and add new calculations.

Leverage the Portal functionality
to display third party content,
manage security and collaborate
with other users

Embed Full Functionality of
MicroStrategy Web into an
enterprise information portal

Enable the standard Web functionality
to view shared reports, personal
reports, create reports, create
subscriptions, etc.

—— e
I
N e b T A
L

Use toolbars to quickly access
MicroStrategy functionality
such as swap rows and
columns, define subtotals,
add new calculations, change
report view, add lock row and

column headers

View slices of report data at
a time

Drill anywhere in the data
warehouse to complete the
investigative analysis through
process

Figure 19.12 Embed the full range of MicroStrategy functionality into enterprise portals using deployment-ready portlets or Web
parts, while leveraging the portal’s security and collaborative capabilities.

On the other end of the interactivity spectrum, a portlet can provide alert-style reports with no user interactivity.

Alert users to anomalies in
business performance

Display reports in portlets without the standard MicroStrategy Web layouts of
application wide toolbars that display shared reports, personal reports, create
reports, create subscriptions, toolbars and shortcuts

[ P T T

Display formatted reports with
graphical indicators for status and
trends, numeric data as well as
embedded links to display related
information in a new window
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Provide a fully interactive portlet for
OLAP style manipulations such as
change report view to grid, graph,
add/remove subtotals, drill for more
information in the same window.
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View slices of report data at a time

Figure 19.13 Create powerful dashboards that incorporate content from multiple data sources while providing a wide variety of
end user functionality within individual portlets that comprise the dashboard.
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Another requirement in portal applications is the ability to control the content displayed, and even the application
logic of other applications based upon the state of a “master,” or controlling portlet. MicroStrategy portlets pass
parameters such as report names, prompts, attribute elements, and metrics values to “slave” portlets that use the
information for further processing. A simple illustration of this scenario involves a controlling portlet that displays
report folders and report lists. Clicking on the report name in the master portlet displays the report results in one of

the slave portlets.

Select report in a master (controlling)
portlet to display on a slave portlet.
The same paradigm can be used to
communicate specific report
parameters such as prompt answers,
or report filter details to other portlets
displaying MicroStrategy or non-
MicroStrategy content

Display results in slave portlet based
upon parameters controlled by
master portlet

Figure 19.14 Build powerful portal applications that use MicroStrategy content such as report names, prompt answers, filter
selections to control the information and actions of one or more slave portlets.

Embed MicroStrategy Web in Other Web Applications

Third-party applications easily incorporate a significant portion of MicroStrategy Web functionality through
appropriately constructed URLs. OEM partners of MicroStrategy use their industry expertise to create custom
analytic applications using the MicroStrategy platform. They then package these applications and sell them as their
own branded products. This simple approach to integrate MicroStrategy with external applications serves numerous

use cases:

e Link external applications or websites to any MicroStrategy application in the organization
e Browse contents of folders

e Execute reports and documents

Define custom report workflow using linked drilling from a document to a report or other documents.

e Display complete MicroStrategy pages within third-party applications by passing the appropriate URL
parameters from an embedded inline frame.

e Serve Bl data to third-party applications in any format such as HTML, XML, and comma/tab-delimited.

w
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Incorporate customer logo and Provide a tabbed view Insert custom icons
corporate applications look-and-feel for page navigation for shortcuts
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Figure 19.15 Perform look and feel customizations such as including a customer logo, and modifying the page navigation easily
using simple modifications of the parameter files and cascading style sheets.

Modify the Look and Feel of the Web Interface

The most common customizations of the Web interface are look-and-feel changes such as matching corporate
standards, changing the content of the default MicroStrategy Web page and section layout or adding links to other
Web sites. With MicroStrategy, one can accomplish most look-and-feel customizations by changing parameters in
the Page Configuration and Style Catalog files. In addition to these configuration files, MicroStrategy uses CSS and
Layout definition files that allow application developers to apply formatting styles to the various elements displayed
on a Web page. No Java or .NET programming is required to make these changes. As a result, customizations are

easier to implement, deployment times are reduced, and support costs are lower.

Advanced functional customizations of the Web interface

Some organizations modify the end user workflow in MicroStrategy Web to include custom functionality. Others
build custom data transformation logic to render Bl information to suit the needs of their applications. Using the
MicroStrategy SDK, developers add the desired functionality or alter the report execution flow necessary for their

specific applications.

For example, the default execution workflow of a report that contains prompts involves two distinct Web display steps:

e The first page displayed to the user contains the list of prompts in a variety of formats such as radio buttons,
check boxes, and drop-down lists. End users make their selections, and click a button to proceed with the
report execution. At this point, the prompts are closed and no more prompt selections are possible.

e The second page displays the report results from the report definition and the prompt selections made by the user.

Through changes to the prompt layout and report execution workflow, a customized report execution page can
display a prompt pane to the left of the report. This modification can be implemented through simple changes
in the page configuration file as well as the associated layout files. Using some Java code, the workflow can be

customized so that the report in the right pane is updated based on prompt selections.
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Display report results on the same
page as prompt selections

Display all prompt selections
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Submit new prompt selections
to re-execute report

T

Figure 19.16 Add prompt selection to the report page. Users can change the prompt parameters, and re-execute the report to
display the results on the same page.

Integrate with Third-Party Visualization Software

Bl applications often need to address the specialized visualization needs of specific audiences. For example,
pharmaceutical specialists, and biochemists require the ability to display complex visualizations such as chemical
structures of pesticides or molecular structures of genes. Other applications that involve geospatial data require
visualizations in map format. For these applications, the MicroStrategy Bl platform serves as the data provider, while

specialized visualization tools perform the data rendering.

Integration with mapping software such as MapInfo® and ESRI® is a common example of integration with third-

party visualization products. Application requirements dictate whether the visualization occurs in a stand-alone

window of the visualization software or whether the MicroStrategy Web interface embeds the visualization controls.

When a user clicks on a map icon on the toolbar of a report with geospatial data, custom event handlers invoke the
mapping software. Add-ons encapsulate the Java code that passes the report data to the mapping software and
back to MicroStrategy Web for bidirectional integration. This bidirectional integration allows a seamless completion

of the investigative flow, without ever leaving the MicroStrategy Web interface.

Pass context back to MicroStrategy
S Web to complete investigative
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|8 B o e 200 2 A Y BB @ ssma 1 workflow
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B . = T z is allows end-users to seamlessly
| 15 ) ; i+ : invoke mapping software’s
o P capabilities without leaving the
Legera = 8 i MicroStrategy Web interface

| e Select metrics to display on map

Figure 19.17 Bi-directional integration with a mapping tool allows business users to analyze geographical trends. For example, a
marketing analyst can display sales and profitability in a map format to represent the geographic location of high profitability customers.
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Implement Single Sign-on Solutions

Organizations today face extensive scrutiny regarding access to sensitive data. To comply with these requirements, they
implement sophisticated authentication mechanisms such as biometric authentication and two-factor authentication to
verify user credentials. Additionally, organizations require each user to enter his or her credentials when initially accessing
the corporate network. Irrespective of how the users are stored in the rest of their enterprise applications, organizations

expect every enterprise application to recognize the same user without requiring re-entry of the credentials.

MicroStrategy offers numerous options for implementing Single Sign-On (SSO). An External Security Module,
sample code, and comprehensive documentation available in the SDK make it possible to integrate MicroStrategy

with portals and identity management systems.

e Single Sign-On within a Portal Deployment: When deployed in an enterprise portal, the MicroStrategy portlet
retrieves the user credentials from the credentials vault of the portal server, and passes the credentials to
MicroStrategy Web. Organizations also have the flexibility of creating a user session in Intelligence Server prior
to executing the user request using the External Security Module.

e Single Sign-On with Identity Management applications: When external authentication is required for all
enterprise application users, as in the case of biometric and two factor authentication, the policy server of
the identity management system authenticates the user against the user directory. The identity management
system passes a security token to MicroStrategy confirming the identity of the user. Custom code implemented
using the External Security Module validates the token against the policy server, and authorizes user actions in
MicroStrategy Web.

Integration with Office Productivity Software

Another common requirement is that Bl applications be accessible from a variety of interfaces. With MicroStrategy
Office, business users never need to leave their Microsoft Office application to access MicroStrategy reports. Using
the MicroStrategy Office API, organizations create custom applications that incorporate reports from multiple BI
applications. These applications automatically use the MicroStrategy Office API to select reports, answer prompts,
and embed report results in Microsoft Office. Custom business logic that uses VBA, Visual Basic, Visual Basic.NET,
C++, and C# programming is very easy to incorporate on top of the MicroStrategy Office API. As a result, Microsoft
Excel, PowerPoint, and Word files become live repositories of scorecards, reports, charts, PivotTables, and Pivot

Charts, continually linked back to the MicroStrategy Bl Platform for the latest data.

Integration with Other Enterprise Applications
Given the openness of the MicroStrategy Bl platform, external applications can instantly take advantage of BI
functionality by plugging directly into the platform. The ability to plug into the MicroStrategy platform enables

innovative integration with other enterprise applications in several ways:

e Web services provide a cost-effective Enterprise Application Integration (EAI) option. MicroStrategy’s open,
Service-Oriented Architecture makes it a superior business intelligence platform for Web Service applications.
The loosely coupled Bl services available using Web Services enable external applications to access any BI
application built using the MicroStrategy Bl platform. In addition to executing reports in MicroStrategy, external
applications can incorporate user selections of prompt answers or report parameters to control the behavior of
third-party applications.

e MicroStrategy Narrowcast Server provides an open, documented API that enables organizations to create
custom modules for information retrieval from any data source, including non-relational data sources, or
information transmission to any new output device. The Bl application can integrate with any Web application,
database, or file system to retrieve content used in information delivery services. These customized applications

can format and transmit data to other applications in specific formats required for those applications.
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Integrate with System Management Tools
Automated management and system control is critical to non-stop operations of enterprise-class application

deployments. Organizations regularly build sophisticated system control and administration applications or use third-

party system management tools to manage their Bl infrastructure. Common examples of custom applications include:

e Automatic disconnection and reconnection of database threads: Any third-party Windows application can
access Intelligence Servers running on the Windows, Linux, or UNIX operating systems to disconnect all
Intelligence Server connections to the database automatically upon the start of the data warehouse load
process. The custom programs reconnect the database connections automatically when the data warehouse
load is complete.

e Logon metering: Average response times can suffer during periods of unusually heavy application usage.
Custom rules can analyze detailed performance statistics and counters in real-time to load management. For
instance, under peak loads, additional Web users can be prevented from connecting to the application.

e Assured batch delivery: System management tools use the Delivery Engine APl to manage routine operations
of the Narrowcast Server Delivery engine. They automatically start and stop the Delivery Engine, connect and
disconnect from the distribution manager, query the status of Narrowcast Server components, pause, and

execute report delivery services on demand to ensure 24x7 operations with minimal human intervention.

19.13 SUMMARY

The organic service-oriented MicroStrategy Bl architecture exposes consistent, encapsulated Bl functionality using
thousands of documented interfaces and methods. Through documentation of the API, sample code, and utilities,
the MicroStrategy SDK empowers developers to implement highly customized, functional, and powerful Web
reporting Bl applications. Most look and feel customizations of the Web interface are performed using easy to
edit and maintain XML configuration files, Cascading Style Sheets and xHTML-like Layout Definition files. No ASP.
NET, JSP, or Java coding is required for such presentation-related customizations. More advanced functionality

customizations are possible using Java code.
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APPENDIX A: SCHEMA SUPPORT

In addition to the modeling techniques described in the chapters, the MicroStrategy Bl platform contains features

that extend the support for existing data warehouse schemas, from star to snowflake:

e Heterogeneous column mapping
e Business hierarchies

e Attribute forms

e  Expressions

e Dimensional extensions

e Logical Tables

For support of operational databases and data marts, the freeform SQL engine supports the following:

e Freeform SQL editor

Support of Multi-dimensional cube databases, such as SAP BW, is achieved through the dynamic MDX engine:

e OLAP Cube Catalog to select cubes for reporting

e Automatic Metadata translation to convert cube metadata to MicroStrategy metadata

Heterogeneous Column Mapping

Data warehouses frequently combine information from disparate source systems. As a result, an attribute
represented by a MONTH_ID column in one table might be represented by MNTH_ID in another table, and
simply MON in another table. Rather than requiring the batch load process to standardize the column names,
MicroStrategy can designate the three column names as being used for the attribute Month. MicroStrategy

Intelligence Server will take this equivalency into account when generating SQL and creating joins.

Business Hierarchies

Business analysts often need to pursue drill paths in the course of investigating the data that bear little or no
resemblance to the physical warehouse structures. For example, a business analyst may need to drill from a
particular store to the promotions that store ran in the past month. Promotions may be stored in a different physical
warehouse table than stores, yet MicroStrategy can define a hierarchy that allows the user to seamlessly drill down

from Store to Promotion.
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Attribute Forms

An attribute such as Month may have several descriptors or attribute forms. For example, Month may be viewed as
“January 2002" by some users, “2002 01" to others, “2002 12" to users of a fiscal calendar that ends in January,
or “Janvier 2002" to French users. MicroStrategy allows the definition of multiple forms for each attribute that
enable each user to see exactly the form that is most relevant to them. Attribute forms even allow the inclusion of

HTML image tags in a report, and allow images to be displayed on a report.

Expressions

Ideally, business analysts should not be restricted to only the data that is physically stored in the data warehouse.
They should also be able to manipulate particular columns. Taking the month attribute example discussed in
heterogeneous column mapping, a month attribute can be defined as “MONTH(date)” using one of MicroStrategy’s
many built-in functions. Another example is a customer’s age that is best calculated by taking the difference
between the customer’s birth date and the current date, using a database function. Expressions allow such
calculations without requiring changes to the ETL process. Expressions can be used to define attributes, facts,

transformations, and metrics. These expressions provide unlimited functionality in supporting any schema available.

Fact Allocations

Fact allocations allow a fact to be reported at a level lower than the level at which it is stored. For example, a
business unit's budget might be stored at the Quarter level. However, a user might want to report on budget at the
Month level, with each month’s allocation being one third of the quarter total. Although a new table could be built
in the data warehouse to represent this data, that approach adds time to the batch load, and requires additional
space in the data warehouse. A fact allocation defined in the metadata using MicroStrategy Architect can calculate

a fact expression for Budget at the Month level as “quarterly budget /3",

Fact Extensions

Fact extensions allow facts to be reported on levels at which they are not stored. For example, the Unit Cost of a
product may vary only by product but remain the same across all stores. A report computing the total cost for a
specific store must use the Unit Cost fact at the Store level even though the fact is not stored at the store level. A
fact extension defined in MicroStrategy Architect allows the unit cost metric to be computed at the store level by

extending the unit cost from the product level to the number of specific products sold at that store.

Fact allocations and extensions eliminate unnecessary data storage, and reduce the amount of time needed for data
extract, transform, and load processes. Without them, the data warehouse would need to contain additional tables
to enable some types of reporting. By defining a fact allocation or extension in MicroStrategy, the SQL for a report

can derive the necessary data rather than requiring it in the data warehouse.

Logical Tables
Logical tables allow architects to create data structures different from the underlying table structures in the database
by typing in a SQL statement to create a logical table in MicroStrategy. This is similar to the creation of database

views, but these logical tables are not created in the database, but are stored in the MicroStrategy metadata.

Logical tables allow architects to deal with complex data modeling issues such as recursive hierarchies which may be

flattened, and slowly changing dimensions.

Freeform SQL Editor

Users can create reports against operational databases and other datamarts with data structures not optimal for
OLAP reporting by creating SQL statements in a SQL editor. Users can type in any ANSI-compliant SQL statement
and even multipass statements if the ODBC driver supports this. Users can reference existing stored procedures,

define user prompts, and also insert security filters into these SQL reports.



OLAP Cube Catalog
Designers can create reports against multi-dimensional cube databases such as SAP BW using MicroStrategy’s
dynamic MDX engine. The OLAP cube catalog allows users to browse the list of available cubes in the cube

database, and select the ones that may be exposed to users for use in reporting.

Automatic Metadata Mapping
Once a cube has been selected in the OLAP cube catalog, the MicroStrategy MDX engine automatically translates
the cube metadata into corresponding MicroStrategy metadata. For example, SAP characteristics are converted to

MicroStrategy attributes, variables to MicroStrategy prompts, and key figures to metrics.

Though the translation process is automatic, developers can edit the names and properties of the translated
metadata elements to customize them. Architects can also specify join properties between various data sources.
For example, if Customer name information is stored both in SAP BW as well as the data warehouse, architects can
specify a common attribute for both. Once a common attribute has been specified, users can join data from these

multiple data sources along the conforming dimensions.
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APPENDIX B:

VERY LARGE DATABASE (VLDB) PROPERTIES

VLDB properties are settings that customize the SQL and MDX generated by MicroStrategy Intelligence Server. The

settings provide a way to manipulate SQL join patterns, SQL insert statements, and table creation properties without

manually altering SQL Scripts as well as how the Analytical Engine manages certain results. By adjusting the SQL and

MDX statements using VLDB properties, specific optimizations can further enhance the performance of queries, and

also provide the capability to easily incorporate and take advantage of new RDBMS features introduced in new versions.

VLDB properties can be set at different levels within a MicroStrategy project. The levels are used in the following

sequence of decreasing priority:

e Applied only when a specific report is run (Report)

e Every time a template is used with any filtering criteria (Template)

e Whenever processing a metric regardless of its use in reports, filters and/or other metrics (Metric & Transformation)

e For all queries accessing a specific database connection (Database Instance)

e  Globally across the project (Project)

The following table lists the VLDB properties that are available to a developer.

Category Property Description Level Available
Analytical Display Null On Top Control the display null values at the top or the bottom of a list Report, Template,
Engine when sorting data Project

Distinguish Duplicate Control how a duplicated row will be identified and reported Report, Template,
Rows Project
Null Checking For Enable or disable checking for null values in the Analytical Engine Report, Template,
Analytical Engine Metric, Project
Subtotal Control whether the Analytical Engine takes into account the Report, Template,
Dimensionality Aware | dimensionality of the subtotal calculation Metric, Project
Subtotals Over Control the evaluation of consolidations by their elements only or Project
Consolidations by the elements and the underlying attributes
Compatibility
Governing Maximum SQL/MDX Maximum size in bytes of the SQL or MDX that can be accepted by | Database Instance
Size the ODBC/BAPI/XMLA driver
SQL Time Out (Per Time out in seconds for each pass of SQL Report, Database
Pass) Instance
Intermediate Row Set the maximum number of rows allowed in intermediate tables Report
Limit
Results Set Row Limit | Set the maximum number of rows allowed in report results Report
Indexing Index PostString A string that will be appended at the end of CREATE INDEX Report, Template,
statement Database Instance
Index Prefix Prefix to use when automatically creating indexes for intermediate | Report, Template,
SQL passes Database Instance
Index Qualifier String to insert between the CREATE and INDEX keywords Report, Template,
Database Instance
Intermediate Table Determine whether and when to create index for intermediate Report, Template,
Index table Database Instance
Max Columns in Index | Determine the maximum number of columns that could be Report, Template,
included in partition key or index Database Instance




Metric

prevent datatype conversions of decimals to integers

Category Property Description Level Available
Joins Cartesian Join Actions to take when a report contains a Cartesian join. Report, Template,
Warning Database Instance
Join Type Set the ANSI standard syntax for joining tables (89 or 92/99) Report, Template,
Database Instance
Preserve All Lookup Determine which columns should be preserved when combining Report, Template,
Table Elements the intermediate SQL passes Database Instance
Metrics Integer Constant In Apply a decimal to integer values that are used in calculations to Metric, Database

Instance

Metric Join Type Define whether to use inner or outer joins when evaluating a Metric, Database
metric Instance
Null Check Indicates how to handle null values in SQL statements Report, Template,
Metric, Database
Instance
Zero Check Indicates how to handle division by zero checking in SQL Report, Template,

statements

Metric, Database
Instance

Transformation Role Choose whether to apply transformation processing to all Transformation
Processing attributes or only to highest level child attribute applicable to
multiple attributes
Metric Column Alias Define an alias to use for a metric in SQL statements Metric
Data Type Define the data type to use for the metric in SQL statements Metric

Pre/Post SQL

Cleanup Post

Adds a SQL statement/comment at the end of the MicroStrategy

Report, Template,

Optimizations

statements and/or the final SQL statement

Statements' Statement generated SQL code Database Instance
Insert Mid Statement | Adds a SQL statement/comment after each individual insert Report, Template,

statement Database Instance

Insert Post Statement | Adds a SQL statement/comment after the final insert statement Report, Template,

Database Instance

Insert Pre Statement Adds a SQL statement/comment before the final insert statement Report, Template,

Database Instance

Report Post Statement | Adds a SQL statement/comment prior to dropping the first Report, Template,

intermediate table Database Instance

Report Pre Statement | Adds a SQL statement/comment prior to creating the first Report, Template,

intermediate table Database Instance

Table Post Statement | Adds a SQL statement/comment after creating each intermediate Report, Template,

table Database Instance

Table Pre Statement Adds a SQL statement/comment prior to creating each Report, Template,

intermediate table Database Instance

Query Apply Filter Options Determine whether to apply filter conditions to intermediate SQL Report, Template,

Database Instance

MD Partition PreQuery
Option

Choose whether to use a COUNT or a constant when initially
querying partition tables

Report, Template,
Database Instance

Rank Method If DB
Ranking Not Used

Define whether ranking calculations are performed by ODBC
ranking or Analytical Engine if the database doesn't support ranking

Report, Template,
Database Instance

Sub Query Type

Control if EXISTS, IN or intermediate tables are used when
performing subqueries

Report, Template,
Database Instance

WHERE Clause Driving
Table

Determine whether to apply filters to the lookup tables or to the
fact tables

Report, Template,
Database Instance

' There are five separate statements for each of the Pre/Post SQL statements. For the first four statements, each contains a single SQL

stateme

Pre/Post SQL Statements.
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Category

Property

Description

Level Available

Select/Insert

Attribute Form
Selection Option For
Intermediate Pass

Choose to select only the Attribute ID or all Attribute forms on the
report in intermediate SQL passes

Report, Template,
Database Instance

Attribute Selection
Option For
Intermediate Pass

Choose to select the Attribute ID at the level of the report or all
other Attribute ID levels in intermediate SQL passes

Report, Template,
Database Instance

Distinct/Group By
Option (when no
aggregation and not
table key)

Choose whether to use DISTINCT, GROUP BY or none of these
when selecting information that is not being aggregated

Report, Template,
Database Instance

GROUP BY Non-ID
Attribute

Choose whether to use MAX or GROUP BY when retrieving non-ID
Attribute forms

Report, Template,
Database Instance

Insert Post String

Adds a SQL string to the end of INSERT statements when
populating intermediate tables

Report, Template,
Database Instance

Insert Table Option

Adds a SQL string immediately preceding the SELECT statement of
INSERT statements when populating intermediate tables

Report, Template,
Database Instance

Merge Same Metric
Expression Option

Choose whether to select a metric more than once if it is used
more than once in a report

Report, Template,
Database Instance

Select Post String

Adds a SQL string to the end of the SELECT statements in the final
SQL pass

Report, Template,
Database Instance

SQL Date Format

Enter the mask used for Date datatypes in SQL statements

Database Instance

SQL Decimal Choose whether to use a period or comma as the decimal Report, Template,
Separator separator in SQL statements Database Instance
SQL Hint Adds a SQL hint immediately after the word, SELECT, in all SQL Report, Template,

passes

Database Instance

SQL Timestamp Format

Enter the mask used for Timestamp datatypes in SQL statements

Database Instance

UNION Multiple Choose whether it use UNION to populate an intermediate table or | Report, Template,
INSERT to use more than one INSERT statement Database Instance

Tables Attribute ID Adds a SQL string to ID columns in intermediate tables Database Instance
Constraint

Commit After Final
Drop

Define whether to issue COMMIT SQL statement after the final
intermediate table has been dropped

Report, Database
Instance

Commit Level

Define whether to issue a COMMIT SQL statement after DDL
instructions, after DML instructions, after both DDL and DML
instructions or never

Report, Template,
Database Instance

Create Post String

Adds a SQL string to the end of the CREATE TABLE statements in
intermediate SQL passes

Report, Template,
Database Instance

Drop Temp Table
Method

Define whether to clean up the intermediate tables immediately
or not

Report, Template,
Database Instance

Fallback Table Type

Choose whether to use true temporary tables or permanent tables
for fallback tables

Report, Template,
Database Instance

Intermediate Table
Type

Choose whether to use true temporary tables, derived tables,
common table expressions, temporary views or permanent tables
for intermediate tables

Report, Template,
Database Instance

Table Creation Type

Define whether intermediate tables are created implicitly in a
single SQL pass or explicitly in two SQL passes

Report, Template,
Database Instance

Table Descriptor

Adds a SQL string immediately after the words CREATE TABLE in
intermediate SQL passes

Report, Template,
Database Instance

Table Option Adds a SQL string immediately after the table name in the CREATE | Report, Template,
TABLE statements in intermediate SQL passes Database Instance
Table Prefix Adds a prefix to the table name in the CREATE TABLE statements in | Report, Template,

intermediate SQL passes

Database Instance

Table Qualifier

Adds a SQL string between the words CREATE and TABLE in
intermediate SQL passes

Report, Template,
Database Instance

Table Space

Adds a SQL string immediately after the column list in the CREATE
TABLE statements in intermediate SQL passes

Report, Template,
Database Instance




Category Property Description Level Available
Report Data Report Limit Applies additional filtering conditions to metrics after calculation Report, Template
Options of the metrics

Metric Join Type Define which metrics should use an inner or outer join against the | Report, Template

other metrics on a template

Attribute Join Type

Define which attributes should use an inner or outer join against
the other attributes on a template based on SQL passes and
filtering criteria

Report, Template

Evaluation Order

Determine the sequence in which calculations in Analytical Engine
should be evaluated

Report, Template

MDX Settings

Analytical Display Null On Top Control the display null values at the top or the bottom of a list Report, Project
Engine when sorting data
Distinguish Duplicate | Control how a duplicated row will be identified and reported Report, Project
Rows
Null Checking For Enable or disable checking for null values in the Analytical Engine Report, Project
Analytical Engine
Governing Results Set Row Limit | Set the maximum number of rows allowed in report results Report, Project

Select/Insert

SQL Decimal
Separator

Choose whether to use a period or comma as the decimal
separator in SQL statements

Report, Project

Add NON EMPTY

Set whether or not to add NON EMPTY to the MDX SELECT
statement

Report, Project
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APPENDIX B: ANALYTICAL FUNCTIONS

Basic Functions

Average

Count

First

Geometric Mean

Greatest

Last

Least

Maximum

Median

Minimum

Mode

Product

Standard Deviation of Population
Standard Deviation of Sample
Sum

Variance of Population
Variance of Sample

Date and Time Functions
Add Days to a Date
Add Month to a Date
Current Date
Current Datetime
Current Time

Date

Day of Month

Day of Week

Day of Year

Days Between
Hour

Millisecond

Minute

Month

Month End Date
Month Start Date
Months Between
Quarter

Second

Week

Year

Year End Date

Year Start Date

Internal Functions
Apply Aggregation

Apply Comparison

Apply Freeform SQL Security Filter
Apply Logic

Apply OLAP

Apply Optional

Apply Simple

Banding based on Size
Banding based on Count
Banding based on Percent
Case

Case Value

Intersect

Intersect In

Tuple

Null/Zero Functions
Is Not Null

Is Null

Null To Zero

Zero To Null

OLAP Functions
Exponential Weight Moving Average

Exponential Weight Running Average

First Value in Range
Last Value in Range
Moving Average
Moving Count
Moving Difference
Moving Maximum
Moving Minimum

Moving Standard Deviation of Population
Moving Standard Deviation of Sample

Moving Sum
Running Average
Running Count
Running Maximum
Running Minimum
Running Total

Running Standard Deviation of Population
Running Standard Deviation of Sample

Running Sum

Rank and NTile Functions
N-Tile

N-tile by Step

N-tile by Value

N-tile by Step and Value
Percentile

Rank

String Functions
Concatenate
Concatenate with a space
Initial Capitalization
Left String

Length

Lower

Left Trim

Position

Right String

Right Trim
SubString

Trim

Upper

Mathematical Functions
Absolute

Arc cosine

Arc cosine hyperbolic
Arc sine

Arc sine hyperbolic
Arc tangent

Arc tangent2

Arc tangent hyperbolic
Arc tangent hyperbolic
Ceiling

Combine

Cosine

Cosine hyperbolic
Degrees

Exponent

Factorial

Floor

Integer

Log

Log Base 10

Modulus

Natural Log

Power

Quotient

Radians

Random Number Between
Round

Round with Precision

Sine

Sine hyperbolic
Square Root
Tangent

Tangent hyperbolic
Truncate

Statistical Functions

Average Deviation

Beta Distribution

Binomial Distribution

Chi-Square Distribution
Chi-Square Test

Confidence Interval

Correlation Coefficient

Covariance

Criterion Binomial Distribution
Exponential Distribution

Fisher Transformation

F-Probability Distribution

F-Test

Gamma Distribution
Heteroscedastic Ttest
Homoscedastic Ttest
Hypergeometric Distribution
Intercept

Inverse of Beta Distribution

Inverse of Chi-Square Distribution
Inverse of F Probability Distribution
Inverse of Fisher Transformation
Inverse of Gamma Distribution
Inverse of Lognormal Cumulative Distribution
Inverse of the Normal Cumulative
Distribution

Inverse of the Standard Normal Cumulative
Standard

Inverse of T-Distribution

Kurtosis

Lognormal Cumulative Distribution
Mean

Mean T-Test

Negative Binomial Distribution
Normal Cumulative Distribution
Paired T-test

Pearson Product Moment Correlation
Coefficient

Permutation

Poisson Distribution

RSquare

Skew

Slope of Linear Regression
Standardize

Standard Normal Cumulative Distribution
Standard Error of Estimates
T-Distribution

Variance Test

Weibull Distribution

Financial Functions

Accrued Interest

Accrued Interest Maturity

Amount Received at Maturity

Convert Dollar Price from Decimal to Fraction

Convert Dollar Price from Fraction to Decimal

Coupon Period, Days Beginning to Settlement

Coupon Period, Days with Settlement

Coupon Period, Days from Settlement to Next
Coupon

Cumulative Interest Paid on Loan

Cumulative Principal Paid on Loan



Discount Rate for a Security

Double-Declining Balance Method

Effective Annual Interest Rate

Fixed-Declining Balance Method

Future Value

Future Value Schedule

Interest Rate

Interest Payment

Internal Rate of Return

Interest Rate per Period

Macaulay Duration

Modified Duration

Modified Internal Rate of Return

Net Present Value

Next Coupon Date After Settlement Date

Nominal Annual Interest Rate

No. of Coupons Between Settlement and

Maturity

Number of Investment Periods

QOdd First period Price

Odd First period Yield

QOdd Last Period Price

Odd Last Period Yield

Payment

Payment Principal

Previous Coupon Date Before
Settlement Date

Price Per $100 Face Value

Price, Discounted

Price at Maturity

Present Value

Straight Line Depreciation

Sum-Of-Years’ Digits Depreciation

Treasury Bill Equity

Treasury Bill Price

Treasury Bill Yield

Variable Declining Balance
Yield

Yield for Discounted Security
Yield at Maturity

Data Mining Functions
Clustering, Numeric

Clustering, Non-Numeric
General Regression, Numeric
General Regression, Non-Numeric
Mining Model, Numeric

Mining Model, Non-Numeric
Neural Network, Numeric

Neural Network, Non-Numeric
Regression, Numeric

Regression, Non-Numeric

Train Regression Model

Train Regression Model with Tree
Tree Model, Numeric

Tree Model, Non-Numeric

Arithmetic Operators
Addition

Division

Multiplication
Subtraction

Unary Minus

Comparison Operators
Begins With

Between

Contains

Ends With

Equal

Greater Than
Greater Than or Equal
In

Less Than

Less Than or Equal
Like

Not Begins With
Not Between

Not Contains

Not Ends With
Not Equal

Not In

Not Like

Comparison for Rank Operators
Between

Equal

Greater Than or Equal

Less Than or Equal

Not Between

Not Equal

Logical Operators
And
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APPENDIX D: SupPPORTED GRAPH TYPES

Area — Horizontal absolute

Area — Horizontal stacked

Area — Horizontal bipolar absolute
Area — Horizontal bipolar stacked
Area — Horizontal dual axis absolute
Area — Horizontal dual axis stacked
Area — Horizontal percent

Area — Vertical absolute

Area — Vertical stacked

Area — Vertical bipolar

Area — Vertical bipolar stacked
Area — Vertical dual axis absolute
Area — Vertical dual axis stacked
Area — Vertical percent

Area -3D group

Area —3D series

Bar — Horizontal side by side

Bar — Horizontal stacked

Bar — Horizontal dual axis side by side

Bar — Horizontal dual axis stacked
Bar — Horizontal bipolar side by side
Bar — Horizontal bipolar stacked
Bar — Horizontal percent

Bar — Horizontal absolute

Bar — Vertical side by side

Bar — Vertical stacked

Bar — Vertical dual axis side by side
Bar — Vertical dual axis stacked
Bar — Vertical bipolar side by side
Bar — Vertical bipolar stacked

Bar — Vertical percent

Bar — Vertical absolute

Bar — 3D rectangular riser

Bar — 3D columnar riser

Bar — 3D conical riser

Bar — 3D floating cube

Bar — 3D floating sphere

Line — Horizontal absolute

Line — Horizontal stacked

Line — Horizontal bipolar absolute
Line — Horizontal bipolar stacked
Line — Horizontal dual axis absolute
Line — Horizontal dual axis stacked
Line — Horizontal percent

Line — Vertical absolute

Line — Vertical stacked

Line — Vertical bipolar absolute
Line — Vertical bipolar stacked

Line — Vertical dual axis absolute
Line — Vertical dual axis stacked

Line — Vertical percent

Line — 3D group

Line — 3D series

Pie — Standard

Pie — Ring

Pie — Multiple

Pie — Multiple ring

Pie — Multiple proportional

Pie — Multiple proportional ring
Pie — 3D basic

Pie —3Dring

Pie — 3D multiple

Pie — 3D multiple ring

Pie — 3D multiple proportional
Pie — 3D multiple proportional ring
Scatter-X-Y

Scatter r- X-Y

Scatter — Dual axis X-Y

Scatter — X-Y-Z

Polar — Coordinate

Polar — Dual axis coordinate
Radar - Line

Radar — Stacked line

Radar — Dual axis line

Radar — Dual axis stacked line
Radar — Area

Radar — Stacked area

Bubble - Standard

Bubble — Dual axis

Stock — Hi Lo

Stock — Hi Lo Close

Stock — Hi Lo open close
Histogram — Horizontal
Histogram — Vertical

3D Surface - Standard

3D Surface — Standard with sides
3D Surface — Honeycomb

Gauge - Standard

Funnel — Standard

Pareto — Standard

Pareto — Percent

BoxPlot — Box and whiskers
Gantt — Standard

Combination — Bar and area
Combination — Bar and line
Combination — Area and line
Combination — Dual axis bar and area
Combination — Dual axis bar and line
Combination — dual axis area and line



APPENDIX E: PERFORMANCE COUNTERS AND KEY
PERFORMANCE INDICATORS

MicroStrategy Intelligence Server Operations Counters

Average report queue time
Average report response time
Element browse submission rate
Largest free region size

Number of executing reports
Number of timed-out jobs

Object browse submission rate
Open reports

Report cache hit ratio

Report submission rate

Report completion rate

Total completed documents

Total completed reports

Total completed Web reports

Total completed element browse requests
Total completed object browser requests
Total documents

Total element browse requests

Total error documents

Total error element browse requests
Total error object browser requests
Total error reports

Total MCM denials

Total object browse requests

Total report cache checks

Total report cache hits

Total report requests

Total requests

MicroStrategy Intelligence Server User Statistics
Average user session length

Number of invalid login attempts

Open project sessions

Open sessions

Total project sessions

Total sessions

Total timed out users

MicroStrategy Intelligence Server Process Statistics (Windows)

% privileged time

% processor time

% user time

Creating process ID
Elapsed time

Handle count

ID process

I/0 data bytes/sec

I/0 data operations/sec
I/0 other bytes/sec

I/0 other operations/sec
I/0 read bytes/sec

I/0 read operations/sec
I/0 write bytes/sec

I/0 write operations/sec
Page faults/sec

Page file bytes

Page file bytes peak
Pool non-paged bytes
Pool paged bytes
Priority base

Private bytes

Thread count

Virtual bytes

Virtual bytes peak
Working set

Working set peak

Enterprise Manager Key Performance Indicators
Average Connection Duration hh:mm:ss
Average Connection Duration per User hh:mm:ss
Average Number of Active Sessions

Average Number of Active Users

Connect Date

Connection Duration hh:mm:ss

Day Date - Prompted

DP Average Elapsed Duration per Job hh:mm:ss
DP Average Execution Duration per Job hh:mm:ss
DP Average Number of Jobs per Session

DP Average Number of Prompts

DP Average Number of Reports per Document
DP Average Queue Duration per Job hh:mm:ss
DP Elapsed Duration hh:mm:ss

DP Execution Duration hh:mm:ss

DP First Exec Finish Timestamp

DP First Exec Request Timestamp

DP First Exec Start Timestamp

DP Last Exec Finish Timestamp

DP Last Exec Request Timestamp

DP Last Exec Start Timestamp

DP Number of Jobs

DP Number of Jobs w/o Error

DP Number of Jobs with Error

DP Queue Duration hh:mm:ss

First Connect Timestamp

First Disconnect Timestamp

Last Connect Timestamp

Last Disconnect Timestamp

Max Connection Duration hh:mm:ss

Max Number of Active Sessions

Max Number of Active Users

Min Connection Duration hh:mm:ss

Min Number of Active Sessions

Min Number of Active Users

Number of Attribute Forms

Number of Attributes

Number of Closed Sessions

Number of Columns

Number of Consolidations

Number of Continuous Connected Users
Number of Continuous Sessions

Number of Custom Groups

Number of Days

Number of Days - Document JobsNumber of Days - Report Jobs

Number of DB Instances

Number of Disconnected Users
Number of Documents

Number of Encapsulated Connected Users
Number of Encapsulated Sessions
Number of Events

Number of Facts

Number of Filters

Number of Hierarchies

Number of Intelligence Servers
Number of Metrics

Number of New Connected Users
Number of New Opened Sessions
Number of Projects 1

Number of Prompts

Number of Reports

Number of Schedules

Number of Sessions

Number of Tables

Number of Templates

Number of Transformations

APPENDICES



APPENDICES

Number of Users
Number of Users (no group-by Week of Year)
Number of Web Sessions
Number of Web Users
RP Activity Analysis Metric
RP Average Analytical Engine Exec Duration hh:mm:ss
RP Average Analytical Engine Exec Duration w/o Queue
Time hh:mm:ss_deprecated
RP Average CPU Duration per Job
RP Average Daily Use Duration per job hh:mm:ss
RP Average Elapsed Duration per Job hh:mm:ss
RP Average Elapsed Duration per User hh:mm:ss
RP Average Elapsed Duration per Web Job hh:mm:ss
RP Average Exec Duration per Job hh:mm:ss
RP Average Number of Ad-Hoc Jobs per Report
RP Average Number of Ad-Hoc Jobs per Session
RP Average Number of Ad-Hoc Jobs per User
RP Average Number of Cancelled Jobs per Report
RP Average Number of Cancelled Jobs per Session
RP Average Number of Cancelled Jobs per User
RP Average Number of DB Result Rows per Job
RP Average Number of DB Result Rows per Session
RP Average Number of DB Result Rows per User
RP Average Number of DB SQL Passes per Job
RP Average Number of Document Jobs per Report
RP Average Number of Document Jobs per Session
RP Average Number of Document Jobs per User
RP Average Number of Drill Jobs per Report
RP Average Number of Drill Jobs per Session
RP Average Number of Drill Jobs per User
RP Average Number of Jobs per Report
RP Average Number of Jobs per Session
RP Average Number of Jobs per User
RP Average Number of Jobs per Web User
RP Average Number of Jobs w/o Cache Creation per Report
RP Average Number of Jobs w/o Cache Creation per Session
RP Average Number of Jobs w/o Cache Creation per User
RP Average Number of Jobs w/o Cache Hit per Report
RP Average Number of Jobs w/o Cache Hit per Session
RP Average Number of Jobs w/o Cache Hit per User
RP Average Number of Jobs w/o Datamart Creation per Report
RP Average Number of Jobs w/o Datamart Creation per Session
RP Average Number of Jobs w/o Datamart Creation per User
RP Average Number of Jobs w/o DB Error per Report
RP Average Number of Jobs w/o DB Error per Session
RP Average Number of Jobs w/o DB Error per User
RP Average Number of Jobs w/o Element Loading per Report
RP Average Number of Jobs w/o Element Loading per Session
RP Average Number of Jobs w/o Element Loading per User
RP Average Number of Jobs w/o Error per Report
RP Average Number of Jobs w/o Error per Session
RP Average Number of Jobs w/o Error per User
RP Average Number of Jobs w/o Security Filter per Report
RP Average Number of Jobs w/o Security Filter per Session
RP Average Number of Jobs w/o Security Filter per User
RP Average Number of Jobs with Cache Creation per Report
RP Average Number of Jobs with Cache Creation per Session
RP Average Number of Jobs with Cache Creation per User
RP Average Number of Jobs with Cache Hit per Report
RP Average Number of Jobs with Cache Hit per Session
RP Average Number of Jobs with Cache Hit per User
RP Average Number of Jobs with Datamart Creation per Report
RP Average Number of Jobs with Datamart Creation per Session
RP Average Number of Jobs with Datamart Creation per User
RP Average Number of Jobs with DB Error per Report
RP Average Number of Jobs with DB Error per Session
RP Average Number of Jobs with DB Error per User
RP Average Number of Jobs with Element Loading per Report
RP Average Number of Jobs with Element Loading per Session
RP Average Number of Jobs with Element Loading per User
RP Average Number of Jobs with Error per Report

RP Average Number of Jobs with Error per Session
RP Average Number of Jobs with Error per User
RP Average Number of Jobs with Security Filter per Report
RP Average Number of Jobs with Security Filter per Session
RP Average Number of Jobs with Security Filter per User
RP Average Number of Non-Ad-Hoc Jobs per Report
RP Average Number of Non-Ad-Hoc Jobs per Session
RP Average Number of Non-Ad-Hoc Jobs per User
RP Average Number of Non-Cancelled Jobs per Report
RP Average Number of Non-Cancelled Jobs per Session
RP Average Number of Non-Cancelled Jobs per User
RP Average Number of Non-Document Jobs per Report
RP Average Number of Non-Document Jobs per Session
RP Average Number of Non-Document Jobs per User
RP Average Number of Non-Drill Jobs per Report
RP Average Number of Non-Drill Jobs per Session
RP Average Number of Non-Drill Jobs per User
RP Average Number of Non-Prompted Jobs per Report
RP Average Number of Non-Prompted Jobs per Session
RP Average Number of Non-Prompted Jobs per User
RP Average Number of Non-Scheduled Jobs per Report
RP Average Number of Non-Scheduled Jobs per Session
RP Average Number of Non-Scheduled Jobs per User
RP Average Number of Prompted Jobs per Report
RP Average Number of Prompted Jobs per SessionRP Average
Number of Prompted Jobs per User
RP Average Number of Scheduled Jobs per Report
RP Average Number of Scheduled Jobs per Session
RP Average Number of Scheduled Jobs per User
RP Average Number of SQL Passes per Session
RP Average Number of SQL Passes per User
RP Average Queue Duration per Job hh:mm:ss
RP Average SQL Execution Duration hh:mm:ss
RP Average SQL Execution Duration w/o Queue
Time hh:mm:ss_deprecated
RP Average SQL Generation Duration hh:mm:ss
RP Average SQL Generation Duration w/o Queue
Time hh:mm:ss_deprecated
RP Cancelled Jobs with SQL exec
RP Cancelled Jobs without SQL exec
RP Count PU Jobs
RP CPU Duration (msec)
RP Elapsed Duration by Non-Web Users hh:mm:ss
RP Elapsed Duration by Web Users hh:mm:ss
RP Elapsed Duration hh:mm:ss
RP Exec Duration hh:mm:ss
RP Export Engine Jobs
RP First Exec Finish Timestamp
RP First Exec Request Timestamp
RP First Exec Start Timestamp
RP First Job Request Timestamp
RP Jobs with No Data Returned
RP Last Exec Finish Timestamp
RP Last Exec Request Timestamp
RP Last Exec Start Timestamp
RP Last Job Request Timestamp
RP Max CPU Duration per Job (msec)
RP Max Elapsed Duration per Job hh:mm:ss
RP Max Exec Duration per Job hh:mm:ss
RP Max Number of DB Result Rows per Job
RP Max Number of DB Tables Accessed per Job
RP Max Number of SQL Passes per Job
RP Max Queue Duration per Job hh:mm:ss
RP Median(Activity Analysis Metrics)
RP Min CPU Duration per Job
RP Min Elapsed Duration per Job hh:mm:ss
RP Min Exec Duration per Job hh:mm:ss
RP Min Number of DB Result Rows per Job
RP Min Number of DB Tables Accessed per Job
RP Min Number of SQL Passes per Job
RP Min Queue Duration per Job hh:mm:ss



RP Number of Ad-Hoc Jobs

RP Number of Cancelled Jobs

RP Number of DB Result Rows

RP Number of DB Tables Accessed

RP Number of Drill Jobs

RP Number of Jobs

RP Number of Jobs accessing DB table/column
RP Number of Jobs Today

RP Number of Jobs w/o Cache Creation
RP Number of Jobs w/o Cache Hit

RP Number of Jobs w/o Datamart Creation
RP Number of Jobs w/o DB Error

RP Number of Jobs w/o Element Loading
RP Number of Jobs w/o Error

RP Number of Jobs w/o Security Filter

RP Number of Jobs with Cache Creation
RP Number of Jobs with Cache Hit

RP Number of Jobs with Datamart Creation
RP Number of Jobs with DB Error

RP Number of Jobs with Element Loading
RP Number of Jobs with Error

RP Number of Jobs with Security Filter

RP number of Narrowcast Server jobs

RP Number of Non-Ad-Hoc Jobs

RP Number of Non-Cancelled Jobs

RP Number of Non-Drill Jobs

RP Number of Non-Prompted Jobs

RP Number of Non-Scheduled Jobs

RP Number of Prompted Jobs

RP Number of Prompts

RP Number of Report Jobs exclusively from Report Execution
RP Number of Report Jobs from Document Execution

RP Number of Reports Used

RP Number of Reports Used (at Project Level)
RP Number of Scheduled Jobs

RP Number of SQL Passes

RP Number of Web Jobs

RP Number of Web Jobs w/o Cache Hit

RP Number of Web Jobs with Cache Hit

RP Percent of Ad-Hoc Jobs

RP Percentage of Cancelled Jobs

RP Percentage of Drill Jobs

RP Percentage of Jobs w/o Cache Creation
RP Percentage of Jobs w/o Cache Hit

RP Percentage of Jobs w/o Datamart Creation
RP Percentage of Jobs w/o DB Error

PR Percentage of Jobs w/o Element Loading
RP Percentage of Jobs w/o Error

RP Percentage of Jobs w/o Security Filter

RP Percentage of Jobs with Cache Creation
RP Percentage of Jobs with Cache Hit

RP Percentage of Jobs with Datamart Creation

RP Percentage of Jobs with DB Error

RP Percentage of Jobs with Element Loading
RP Percentage of Jobs with Error

RP Percentage of Jobs with Security Filter
RP Percentage of Narrowcast Server jobs
RP Percentage of Non-Ad-Hoc Jobs

RP Percentage of Non-Cancelled Jobs

RP Percentage of Non-Drill Jobs

RP Percentage of Non-Prompted Jobs

RP Percentage of Non-Scheduled Jobs
RP Percentage of Prompted Jobs

RP Percentage of Report Jobs exclusively from Report Execution
RP Percentage of Report Jobs from Document Execution

RP Percentage of Scheduled Jobs

RP Percentage Usage by Non-Web Users
RP Percentage Usage by Web Users

RP Queue Duration hh:mm:ss

RP Request Date

RP RunningSum(Activity Analysis Metrics)

RP Schedule Relations

RP SQL Size

RP Timed out jobs

RP User Report Requests

RP Waiting for AutoPrompt Time

RP Waiting for Execution Time
Successful Document Jobs < 1 min
Successful Document Jobs > 5 min
Successful Document Jobs 1-5 min
Successful Jobs < 1 min

Successful Jobs > 5 min

Successful Jobs 1-5 min

Total Number of Application Objects
Total Number of Configuration Objects
Total Number of Schema Object
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APPENDIX F: SuUPPORTED DATA SOURCES

Data Source

Windows Environment

UNIX/Linux Environment

Generic ANSI SQL92 database

Data Warehouse

Data Warehouse

IBM® DB2® UDB for 05/390 7.1

Data Warehouse
Metadata Repository

Data Warehouse
Metadata Repository

IBM DB2 UDB for z/OS 8.1

Data Warehouse
Metadata Repository

Data Warehouse
Metadata Repository

IBM DB2 UDB for iSeries VV5R2

Data Warehouse

Data Warehouse

IBM DB2 UDB for iSeries VV5R3

Data Warehouse

Data Warehouse

IBM DB2 UDB 8.1 for Windows & UNIX

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Data Warehouse
Metadata Repository
Statistics Logging

IBM DB2 UDB 8.2 for Windows & UNIX

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Data Warehouse
Metadata Repository
Statistics Logging

IBM® Information Integrator® 8.1

Data Warehouse

Informix® Dynamic Server 9.3

Data Warehouse
Metadata Repository

Data Warehouse
Metadata Repository

Informix Dynamic Server 9.4

Data Warehouse
Metadata Repository

Data Warehouse
Metadata Repository

Informix Dynamic Server 10

Data Warehouse
Metadata Repository

Data Warehouse
Metadata Repository

Informix Extended Parallel Server 8.4

Data Warehouse

Data Warehouse

Informix Extended Parallel Server 8.5

Data Warehouse

Data Warehouse

Microsoft Access 2000

Data Warehouse
Metadata Repository

Microsoft Access 2002

Data Warehouse
Metadata Repository

Microsoft Access 2003

Data Warehouse
Metadata Repository

Microsoft Excel 2000

Data Warehouse

Microsoft Excel 2003

Data Warehouse

Microsoft SQL Server 7.0 SP4

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Microsoft SQL Server 2000

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Netezza® 2.2

Data Warehouse

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Netezza 2.5 Data Warehouse Data Warehouse

Oracle 8.1.7 Data Warehouse Data Warehouse
Metadata Repository Metadata Repository
Narrowcast Server Repository Statistics Logging
Statistics Logging

Oracle 9i Data Warehouse Data Warehouse
Metadata Repository Metadata Repository
Narrowcast Server Repository Statistics Logging
Statistics Logging

Oracle 9iR2 Data Warehouse Data Warehouse
Metadata Repository Metadata Repository
Narrowcast Server Repository Statistics Logging
Statistics Logging

Oracle 10g Data Warehouse Data Warehouse

Metadata Repository
Statistics Logging




Oracle Transparent Gateway 9i

Data Warehouse

Red Brick® 6.2

Data Warehouse

Data Warehouse

Red Brick 6.3 Data Warehouse Data Warehouse
SAP BW 3.1 Data Warehouse Data Warehouse
SAP BW 3.5 Data Warehouse Data Warehouse

Sybase® Adaptive Server® 12.5

Data Warehouse
Metadata Repository

Data Warehouse
Metadata Repository

Sybase IQ 12.4.3

Data Warehouse

Data Warehouse

Sybase IQ 12.5

Data Warehouse

Data Warehouse

Sybase 1Q 12.6

Data Warehouse

Data Warehouse

Tandem SQUMP

Data Warehouse

Teradata® V2R5

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Data Warehouse
Metadata Repository
Statistics Logging

Teradata V2R5.1

Data Warehouse

Metadata Repository
Narrowcast Server Repository
Statistics Logging

Data Warehouse
Metadata Repository
Statistics Logging

Teradata V2R6 Data Warehouse Data Warehouse
Metadata Repository Metadata Repository
Narrowcast Server Repository Statistics Logging
Statistics Logging

Text Files Data Warehouse

w
w
[}
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APPENDIX G: SECURITY PRIVILEGES

The table below lists all the security privileges that govern access to the Bl functionality in the MicroStrategy Bl

platform. These can be granted by user group, security role, or individual user.

End-user Functionality

Development Power

Administration Control

Run Report Services documents

Create Report Services documents

Create schedules

Change preferences

Create interactive reports

Manage clusters

Change grid/graph view

Format grid properties

Manage caches

Create email address

Format graph properties

Manage database connections

Drill up and down

Design Intelligent Cubes

Create database instances

Search

Create autostyles

Monitor jobs

Print

Modify report data options

Configure projects

Rerun report on the data source

Use data explorer

Manage schedules

Schedule email delivery

Create thresholds

Monitoring user connections

Schedule printer delivery

Create consolidations

Manage users

Subscribe to reports

Create custom groups

Configure MicroStrategy Web

Send report via email

Create attributes

Manage security

Sort

Create hierarchies

Use Command Manager

Use page-by

Create facts

Use Object Manager

View history list

Create metrics

Configure Intelligence Server

Add/remove objects to/from report

Create templates

Create and format derived metrics

Create filters

Show Intelligent Cube objects

Use find and replace

Create view filter

Create cube report

Add report to history list

Create subtotals

Drill anywhere

Create prompts

Define column aliases

Change VLDB properties

Choose attributes form

Create Freeform SQL report

Configure toolbars

Create custom drill maps

Define deliver file location

Create transformations

Save ad hoc analysis

Create data mining metric

Define delivery printer

Create project documentation

Drill on metrics

Create new project

Export very large file

Import OLAP cube structure

Run datamart report

Import data warehouse structure

Export report

Filter by selection

Manage objects

Add subtotals

Pivot

View report Details

View report SQ/MDX

Save to personal folder

Save to shared folders

Schedule file delivery

Format graph (simple)

Asynchronous report execution

Enable header locking

Drill in Intelligent Cube

Create folder

Use report caches

Run interactive reports

Use MicroStrategy Office

Enable Web online training




APPENDIX H: API CLASSES, METHODS, PROPERTIES, AND
INTERFACES

MICROSTRATEGY WEB API
AbstractAdminTransform:
AbstractAppAddOn:
" AbstractAppComponent
AbstractAppTransform.Context:
AbstractAppTransform:
AbstractAppWebFeatures:
AbstractBodyTag:
AbstractBodyTagHelper:
AbstractCategories:
AbstractCategory:
AbstractChangePasswordTransform:
AbstractConfigurableContainerServices:
AbstractConfigurableParameterBuilder:
AbstractConfigurationElement:
AbstractConfigurationElementList:
AbstractCounter:
AbstractDiagnosticsTransform:
AbstractDocumentTransform:
AbstractEditorTransform:
AbstractEventHandlerFactory:
AbstractExpressionTransform:
“AbstractExternalSecurity:
AbstractFilterElementTransform:
AbstractFilterOperatorContextMenultem
Builder:
AbstractFindDisplayUnitsVisitor:
AbstractFolderContextMenultemBuilder:
AbstractFolderTransform.
AbstractFrameEditorBean:
AbstractGuiElement:
AbstractlfTag:
AbstractlfTagHelper:
Abstractinstance:
AbstractLayoutSource.LayoutCacheHint:
“ AbstractLayoutSource:
AbstractLayoutTransform:
AbstractNoBodyTag:
AbstractNoBodyTagHelper:
AbstractObjectBrowserTabBean:
AbstractObjectBrowserTabTransform:
AbstractOptionsTransform:
AbstractPagebyContextMenultemBuilder:
AbstractParameterBuilder.Parameter:
AbstractParameterBuilder.Parameters:
AbstractPersistableAppComponent:
AbstractPersistableFrameElement:
AbstractPreferencesTransform:
AbstractPromptExpressionTransform:
AbstractPromptObjectTransform:
AbstractReportCellComposedContext
MenultemBuilder.AbstractComposed
ContextMenuBuilder:
AbstractReportCellComposedContext
MenultemBuilder.ComposedContext
MenuBuilder:
AbstractReportCellComposedContext
MenultemBuilder.InvalidComposed
ContextMenuBuilder:
AbstractReportCellComposedContextMenu
ItemBuilder:

AbstractReportCellContextMenultemBuilder:

AbstractReportCelllnsertMetric:
AbstractReportCellMove:
AbstractReportCellParentMenu:
" AbstractReportCellSort:
AbstractReportDataTransform:

AbstractReportGridCellHeader:
AbstractReportGridCellTitle.
TitlePivotButtonInfo:
AbstractReportGridCellTitle:
AbstractReportGridDisplayCell.Context:
AbstractReportGridDisplayCell.
PivotButtoninfo:
AbstractReportGridDisplayCell:
AbstractReportGridTransform:
AbstractReportTransform:
AbstractRWTransform:
AbstractScheduleListTransform:
AbstractServerPropertiesTransform:
AbstractShortcut:
" AbstractShortcutList:
AbstractSubscriptionEditTransform:
AbstractSubscriptionFolderBeanTransform:
AbstractSubscriptionListTransform:
AbstractSubscriptionsEditorTransform:
AbstractTabTransform:
AbstractTransform:
AbstractViewBeanParserBean:
AbstractWebBeanTransform:
AbstractWebComponent:
AbstractWebFeatures:
ActualParameter:
ActualParameters:
Addoninfo:
Addoninfolist:
AddressDeleteTransform:
AddressListBean:
AddressListFileTransform:
AddressListPrintTransform:
AddressListTransform:
AdminBean:
AdminBeanEventHandler:
AdminBeanFactory:
AdminController:
AdminServer:
AdminServersHelper:
AdminServersList:
AdminServlet:
AdvancedSearchLinkTag:
AdvancedSearchLinkTagHelper:
AggregatedAppEventHandler:
AggregatedEventHandler:
AggregatedFolderEventHandler:
AggregatedWebFeatures:
AnchorTag:
AnchorTaglmpl:
AppAddOns:
AppBeankError:
AppBeanFactory:
AppComponent:
AppContext:
AppController:
AppEventHandlerFactory:
AppGlobalContext:
ApplayoutParser:
AppLayoutSourceFile:
ArgumentTag:
AttributeFormsEditorBean:
AttributeFormsEditorTransform:
AttributeFormsElement:
AttributeFormsQualificationTransform:
AttrTag:
BaseTag:

BaseTagHelper:
BeanContext:
BeanContextimpl:
BeanDefn:
BeanDefns:
BeanHelper:
BeanValueTag:
BeanValueTagHelper:
BrowserSettingDefinition:
BrowserSettings:B
Cart:
CartAttFormsimpl:i
CartElement:
CartElementAttribute:
CartElementFolder:
CartElementPicker:
CartElementPickerlmpl:
CartElementRWDataField:
CartElements:
CartElementTU:
CartElementWebAttributeForm:
CartElementWebElement:
CartElementWebObjectinfo:
CartExpression:
CartExpressionimpl:
CartFontStyles:
Cartimpl:
CartObjectBrowser:
CaselnsensitiveRequestKeys:
Categories:
Category:
CellTag:
ChangePasswordBean:g
ChangePasswordGeneralTransform:
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